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ABSTRACT

Computers have revolutionized almost every facet of modern society, and as we ap-
proach the physical limits of digital electronics, it becomes imperative to investigate
alternative computing hardware paradigms to enable the next generation of faster
and more energy-efficient computers. This thesis embarks on building the foun-
dation for a new kind of computer, based on ultrafast nonlinear photonics, aiming
to overcome some of the limitations plaguing current computers. In particular, we
primarily focus on the clock rate, which has stagnated at ~ 5 GHz for conventional

microprocessors over the past two decades.

We begin by identifying single nonlinear devices in lithium niobate nanophotonics
that can act as essential building blocks for computers, showing a variety of nonlin-
ear functions with operational speeds > 13 THz for artificial intelligence computing
workloads. Then, we progress to small-scale photonic computing circuits combin-
ing both strong nonlinearity and memory feedback in a physical reservoir computer
for temporal information processing with ~ 10 GHz clock rates. Additionally, we
explore unconventional computer architectures such as Cellular Automata, which
reveals key system-level considerations that maximize the benefits of ultrafast non-
linear photonics in large-scale computers. This culminates in the demonstration
of truly end-to-end and all-optical computing with > 100 GHz clock rates, which
represents over an order-of-magnitude advancement compared to existing electronic
computers. Finally, we prove mathematically how coupled nonlinear optical res-

onators are Turing-complete computers.

Overall, this work builds on the recent advances in nonlinear photonics and high-
lights a path for a new class of ultrafast photonic computers that can surpass the clock
rate and latency limits of electronic computers, hence enabling nascent applications

requiring real-time control or information processing at picosecond timescales.
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Chapter 1

INTRODUCTION

“It would appear that we have reached the limits of what it is possible to
achieve with computer technology, although one should be careful with
such statements, as they tend to sound pretty silly in five years.”

— John von Neumann (ca. 1949)

1.1 Overview

The invention of general-purpose programmable computers during the 20™ century
propelled humanity into the current Information Age. Indeed, computers have rev-
olutionized almost every facet of modern society, including the ways in which we
work, communicate, travel, educate, and entertain, among countless other impacts
on our everyday lives. This is evidenced by the world’s insatiable demand for in-
formation technologies, which has driven a never-ending quest for faster computer
hardware — beginning with early mechanical computers such as the Z1 [[1], then pro-
gressing to electronic computers constructed from vacuum tubes such as ENIAC [2],
and finally maturing into today’s central processing units (CPUs) [3] consisting of
billions of integrated silicon transistors. Each dramatic increase in computing speed
throughout history has yielded innumerable new applications and innovations which
were previously computationally infeasible. Now, in the 21 century, we continue
to witness the widespread adoption of personal computers and smart devices such
as smartphones, proliferation of the Internet and cloud computing, and advent of
artificial intelligence (AI) [4]. As we approach the fundamental physical limits of
digital electronics, it becomes imperative to investigate alternative paradigms to
enable the next generation of faster and more energy-efficient computers. This will
require a radical departure from the status quo to ensure that computers continue to

impact positive change for society long into the future.

This thesis embarks on an ambitious journey to develop an entirely new kind of
computer from the ground up based on ultrafast nonlinear optics and photonics,
which can overcome some of the limitations plaguing current electronic comput-
ers. The results presented in this thesis span the entire gamut of computer science
and engineering; starting from applying the physics of nonlinear optics to enable

single devices that act as building blocks for photonic computers, then assembling
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these photonic devices into small-scale computing circuits, followed by building
unconventional system-level computer architectures that maximize the benefits of
nonlinear photonics, enabling nascent ultrafast computing applications, and finally
proving fundamental limits associated with large-scale nonlinear photonic comput-

ers. The remainder of this thesis is organized as outlined below.

In Chapter 1, some key computational trends over recent decades are explained,
which provides the impetus for the remainder of this thesis. In particular, this thesis
is primarily concerned with the computational clock rate, which is an important
hardware metric that ultimately determines the minimum time between sequential
operations or instructions in a computer. The key takeaway is that despite expo-
nential advances in electronic computer performance owing to Moore’s Law and
increasingly parallel system architectures, computer clock rates have remained stag-
nant at ~ 5 GHz for almost two decades, which highlights a unique opportunity
for a new class of ultrafast photonic computers. Additionally, the applications of
time-multiplexing and parametric nonlinear photonics to computing are reviewed

since they are essential concepts that will feature heavily in the following chapters.

Chapter 2 describes how an optical parametric amplifier can act as the elusive and
previously absent nonlinear optical element for photonic computers, akin to how the
transistor serves as the fundamental nonlinear element in digital electronic comput-
ers. Although optics and photonics excels at linear operations, most special-purpose
photonic processors lack nonlinearity, which is an essential ingredient for general
computation. Recent advances in thin-film lithium niobate nanophotonics, ultrafast
x? nonlinear optics, and ultrashort laser pulses are exploited to demonstrate the
example application of nonlinear activation functions for deep learning. A record-
breaking energy-time product of ~ 1.2 x 10727 J - s per activation with > 13.3 THz
operational clock rate is achieved, which is a staggering three orders-of-magnitude
improvement over electronic counterparts. This enables the exciting possibility of

truly end-to-end and all-optical neural networks for emerging Al applications.

Chapter 3 continues the theme of ultrafast y*) nonlinear optics in thin-film lithium
niobate nanophotonics by moving from single photonic devices to small-scale com-
puting circuits. An optical parametric oscillator combines the strong nonlinearity of
optical parametric amplifiers introduced in the previous chapter with optical cavity
feedback for memory, which is another essential ingredient for general computation.
It is shown how the nanophotonic optical parametric oscillator acts as an on-chip

and resource-efficient reservoir for time-multiplexed reservoir computers, which are
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a special type of random recurrent neural network. Important applications to time-
series forecasting and optical signal processing are demonstrated with ~ 10 GHz
clock rates and sub-nanosecond latencies, which exceeds the speed of existing digi-
tal electronic computers. This represents a significant milestone towards large-scale
integrated photonic neural networks with both ultrafast nonlinearity and memory

capabilities.

Chapter 4 initiates a foray into unconventional computer architectures that can
maximize the benefits of photonic computers and minimize potential drawbacks by
taking into account fundamental system-level differences between digital electron-
ics and analog photonics. A time-multiplexed optical fiber network, as opposed
to small-scale photonic integrated circuits in previous chapters, is used for rapid
prototyping of large-scale computing systems. Cellular automata, which is a class
of computational models based on simple rules and local interactions, are imple-
mented directly in the special-purpose photonic computer for simulating complex
phenomena such as fractals, chaos, and solitons. Howevever, this approach is only
a stepping stone towards the ultimate goal of an ultrafast all-optical computer since
it still utilizes a hybrid optoelectronic nonlinearity and memory. Nonetheless, it
demonstrates the crucial first step of how photonic computers utilizing ultrashort

laser pulses can achieve universal computation.

Chapter 5 improves upon the results of the previous chapter by replacing the op-
toelectronic nonlinearity with an ultrafast y(* optical nonlinearity. The cellular
automata concept is combined with modern deep learning techniques to create a
photonic implementation of neural cellular automata. This novel approach alleviates
some difficulties associated with previous photonic neural networks by delivering
robust, reliable, and parameter-efficient information processing. It performs image
classification tasks, achieving a total image inference time as low as ~ 1.3 us, which
is over an order-of-magnitude faster than current state-of-the-art graphics processing
units (GPUs). These results further highlight the need for unconventional architec-

tures and system-level considerations in next-generation photonic computers.

Chapter 6 showcases the first truly end-to-end and all-optical computer with ultrafast
clock rates > 100 GHz. This represents the culmination of all the experimental
work presented in this thesis and combines lessons learned from all the previous
chapters. It utilizes a time-multiplexed network of ultrashort laser pulses with
linear optical operations, y® nonlinear optical activations functions, and memory

feedback implemented directly in the optical domain. The end result is an all-
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optical recurrent neural network with no electronic bottleneck, operating at clock
rates over an order-of-magnitude faster than any existing digital electronic computer.
This new ultrafast computer based on nonlinear photonics can therefore serve as a
key enabling technology for a myriad of nascent applications requiring information
processing and control at picosecond timescales, which was previously impossible
for electronic computers. It is the first in a new class of large-scale, all-optical and

ultrafast computers that will irrevocably change the ways in which we compute.

Finally, Chapter 7 explores the theoretical limits of nonlinear photonic comput-
ing. Techniques from computability theory are applied to mathematically prove
that networks of coupled nonlinear optical resonators are Turing-complete, which
endows them with much greater computational power than previously realized.
Moreover, the minimum threshold of photonic hardware complexity needed for
Turing-completeness is surprisingly low, requiring as few as N = 12 optical pulses.
This poses interesting problems of undecidability in the study of coupled nonlinear
optical resonators and ultrafast optical science more broadly. The valuable insights
developed can serve as a theoretical foundation for future ultrafast computers based

on nonlinear photonics.

1.2 Recent Computational Trends

The most important and reliable trend governing the semiconductor industry over
the past half-century is Moore’s Law. In 1965, Gordon Moore made the empirical
observation that the number of transistors integrated on a computer microprocessor
chip doubled every year [5]. This doubling rate was later revised to once every
roughly two years, and has held remarkably steadfast since 1975. Therefore, simply
by waiting a few years, one can expect exponential increases in computer perfor-
mance owing to increasingly higher transistor density counts. Moore’s Law has

become a self-fulfilling prophecy that heavily informs the design of new CPUs.

For example, Table. [I.1] shows the forecasts made by the 2003 International Tech-
nology Roadmap for Semiconductors (ITRS) [6] around the turn of the century. It
was expected that the physical gate length of transistors would continue to shrink
and the number of transistors would continue to increase exponentially with each
new generation as per Moore’s Law. Simultaneously, a commensurate increase in
the CPU clock rate and power dissipation was also expected. For the most part,
the predictions made by ITRS have been accurate, with the notable exception of the
CPU clock rate.



Year Gate Clock Rate | Maximum Transistors
Length (nm) (GHz) Power (W) | per chip (x10%)
2003 45 2.976 149 153
2004 37 4.171 158 193
2005 32 5.204 167 243
2006 28 6.783 180 307
2007 25 9.285 189 386
2008 22 10.972 200 487
2009 20 12.369 210 614
2010 18 15.079 218 773
2012 14 20.065 240 1227
2013 13 22.980 251 1546
2015 10 33.403 270 2454
2016 9 39.683 288 3092
2018 7 53.207 300 4908

Table 1.1: 2003 ITRS forecasts for chip power dissipation and speed in high-
performance logic. Data adapted from Ref. [6].

This is highlighted in Fig. which shows the actual CPU clock rate trends over the
past few decades [7]. It can be seen that CPU clock rates increased exponentially and
commensurately with Moore’s Law up until 2005. However, since 2005, CPU clock
rates have only increased incrementally. Indeed, modern CPUs have stagnated at
~ 5 GHz clock rates despite continued increases in transistor counts. There are two
main reasons contributing to the stagnating CPU clock rates. First, the breakdown
of Dennard scaling at the single-transistor level, which roughly states that the power
density scales with transistor size. Dennard scaling implies that the number of
transistors and clock rate can be increased whilst keeping the chip power density
constant, and hence did not require complete overhauls of transistor design from
generation to generation. Unfortunately, the breakdown of Dennard scaling around
2005 forced CPU designers to abandon further increases in CPU clock rate in order

to keep heat power dissipation manageable.

Second, the increasing prevalence of the von Neumann bottleneck at the system-
level, which arises due to the separation of the CPU and memory that are connected
by a shared data bus in the widely used von Neumann computer architecture [3]]. It
was found that many modern computing applications are bandwidth-limited due to
the input/output data rates imposed by the von Neumann bottleneck, which means

that they cannot fully utilize higher CPU clock rates even if available. This problem
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Figure 1.1: CPU clock rate trends. Each point indicates the clock rate and testing
date for a different type of commercially-available CPU. The color corresponds
to the entity that designed the CPU, with some prominent CPU designers listed
in the legend. Red circle and text bottom insets represent increasingly advanced
semiconductor process nodes and when they were introduced. Adapted from [7]

is especially apparent in recent Al computing workloads, which has prompted the
development of application-specific integrated circuits (ASICs) such as graphics
processing units (GPUs) [[8]. These ASICs can achieve much higher throughput
and energy-efficiency for specific operations compared to general-purpose CPUs
by harnessing many parallel computing cores and high-bandwidth memory. In
fact, GPUs typically operate at far lower clock rates compared to CPUs in favor
of increased parallelism. The trend of increasing parallelism instead of clock rate
has spilled over into recent CPUs, with the introduction of multi-core and multi-
threaded general-purpose processors. This is shown in Fig. [[.2] which shows the
proportion of new and different CPU designs each year over the past few decades,
separated according to the number of CPU cores. We can see that share of single-
core CPUs has steadily fallen since around 2000. Now, in 2025, we see that new
CPUs that feature single-core architectures are virtually nonexistent. Most CPUs
in recent years have between 2-8 cores. These recent trends suggest that ultrafast
nonlinear photonics has a unique opportunity to enable single-threaded computers

with exceptionally high clock rates exceeding the limitations of digital electronics.
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Figure 1.2: CPU core count trends. Proportion of new and different CPUs designed
over the past 29 years, separated according to the number of cores.

1.3 Review of Time-Multiplexed Photonic Computing

Photonic computers, which process information using light, are receiving renewed
attention as a means to overcome the limitations of digital electronic computers [9].
It has long been appreciated how communications can benefit from the enormous
bandwidth of optics compared to electronics for transmitting/receiving information.
However, the same principles and methods originally developed for communica-
tions have recently been extended to the realm of computing to unlock superior
information processing capabilities. In particular, time-multiplexing has featured
as an indispensable technique for many state-of-the-art optical computing demon-
strations [10]. The ability to process information directly in the optical domain by
exploiting the time degree-of-freedom is an exciting frontier poised to redefine the
landscape of computing. We review some notable recent developments in time-
multiplexed optical computers for applications that have traditionally been difficult

for digital electronic computers.

Coherent Ising machines
Ising machines are special-purpose physical hardware solvers for combinatorial op-

timization problems [11]. The Ising Hamiltonian is a well-known model originally



developed in statistical physics for studying spin glasses. It is stated in Eq. [I.T}

N N
H:_Z‘]ijo-io-j_zhio-i’ (11)

ij=1 i=1
where o; € {-1,1} fori = 1,2,...,N are binary spin states, N is the number

of spins, J;; € R is the coupling strength between spins i and j, and h; € R
is an optional on-site interaction field strength for spin i. In general, the Ising
optimization problem of finding the ground-state energy, which minimizes the Ising
Hamiltonian H, is NP-hard. This falls in the most difficult class of combinatorial
optimization problems, and possesses a time complexity that grows exponentially
with the problem size N. Alternatively, the Ising decision problem, which is a
question with a yes or no answer about the ground state energy of H, is known
to be NP-complete. This implies that any other problem in the NP-complete class
can be efficiently mapped to the Ising decision problem using only polynomial
resources [12]. Thus, solving the Ising problem unlocks the solution to a large
number of other important combinatorial optimization problems. Examples include
the Travelling Salesman Problem, Boolean Satisfiability Problem, and MaxCut
problems. These types of NP-complete problems are often encountered in real-
world applications including planning and scheduling, portfolio management, and
drug discovery [11]. Therefore, there is significant interest in solving the Ising

problem.

It is currently unknown whether there exists an algorithm that can efficiently solve
NP-complete problems, which is the subject of the famous open problem P vs. NP.
However, Ising machines have been developed as a method for obtaining approx-
imate or heuristic solutions, which have been demonstrated to be at or close to
the optimal solution in many practical scenarios [11]. The main idea is to map
the solution to the Ising problem onto the fixed-point or steady-state solution of a
dynamical system. These dynamical systems often possess natural or more efficient
implementations in physical systems compared to digital computers. In this context,
analog optical implementations of Ising machines based on networks of degenerate
optical parametric oscillators (DOPOs), also known as Coherent Ising Machines
(CIMs), have emerged as a promising option [13]. DOPOs are a kind of nonlin-
ear optical resonator utilizing either spontaneous parametric down-conversion or
four-wave mixing processes in which the degenerate signal fields have two possible
phases, 0 or m, when operated above threshold. The phase 0 and 7 of the signal

fields are used to represent the binary spin states 0; = £1. A network of N coupled
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DOPOs can be modeled using a simplified classical dynamical system according to

Eq.[[2
dx,' 3
— = axX; —X;

dt i ¥

N

Jijxj, (1.2)

j=1

where x; € R is an analog amplitude representing the i spin state, # is the time, « is
the gain parameter, and J;; represent the coupling weights for the Ising Hamiltonian.
The element-wise nonlinearity a.x; —x? represents a parametric gain from a nonlinear
optical process, and has the normal form of a supercritical pitchfork bifurcation. An
uncoupled DOPO has only one stable trivial solution x = 0 when @ < 0, and bistable
solutions x = ++v/a when a > 0. The solution to the Ising problem is taken to be
the sign of the corresponding analog amplitude, o; = sign(x;) once the dynamical

system reaches steady-state.

One way to interpret the network of DOPOs finding the solution to the Ising prob-
lem is that each DOPO undergoes spontaneous symmetry breaking when the gain
transitions from below threshold (@ < 0) to above threshold (o > 0) such that the
lowest-loss eigenmode of the system will be the first to oscillate. Another way to
interpret the solution-finding process is by interpreting Eq.[I.2]as a gradient-descent
system dx;/dt = -0V |0x; where V = —1/2cwcl.2 + 1/4xl‘.‘ — 2i,j Jijxix; is a Lyapunov
function that guarantees local asymptotic convergence. The solution is only approx-
imate since the exact mapping to the Ising problem requires amplitude homogeneity
|x;] =x foralli =1,2,...,N. However, amplitude homogeneity is almost always
violated due to the analog nature of the DOPO amplitudes, and results in sub-optimal
solutions by getting stuck in local minima [13].

The first demonstration of time-multiplexed DOPOs was by Marandi et al. [14] using
a free-space optics platform. A network of N = 4 DOPOs was represented using
pulses of light produced by a femtosecond mode-locked laser with repetition rate of
250 MHz. Each pulse occupies a time bin specified by the repetition rate of the laser
and acts an independent DOPO assuming that the time bin length is much shorter than
the roundtrip time of the bow-tie cavity. The coupling interactions between pulses
are implemented using a set of optical delay lines. The nonlinear gain mechanism
here is spontaneous parametric down conversion from a periodically-poled lithium
niobate (PPLN) crystal. The relative phases of signal pulses can be determined
using an interference measurement of successive pulses. Therefore, there is only
one physical cavity, but a network of N = 4 time-multiplexed DOPOs exists within

the cavity. This is possible because the y») optical nonlinearity of the PPLN crystal
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is ultrafast and effectively instantaneous compared to the time length of each pulse,
which eliminates cross-talk between pulses due to memory effects in the nonlinear
crystal. The only coupling between pulses are the linear couplings from the optical
delay lines, which specifies the desired Ising problem. A single cavity roundtrip
corresponds to a single iteration of the linear couplings and nonlinear gain for all
pulses. Takata et al. [[15] extended the network size to N = 16 and 1 GHz repetition

rate, but only had a limited connectivity for the Ising couplings.

The use of bulky free-space cavities and optical delay lines quickly becomes im-
practical for larger N since both the cavity length and number of delay lines increase
linearly with N. Therefore, subsequent demonstrations of time-multiplexed DOPO
networks were performed in fiber-optical platforms since they are easier to scale up
to larger N. Inagaki et al. [16] demonstrated a fiber-based system with N = 10000
and 2 GHz repetition rate. It utilized four-wave mixing in a highly nonlinear fiber
as the nonlinear gain mechanism. These systems consisted of a main cavity fiber
loop and multiple optical delay lines similar to in free-space optical architectures.
However, the number of pulses N circulating in the main cavity is much easier to
increase simply by increasing the fiber length. For example, the fiber length in [16]
was 1 km. A drawback is that all-optical approaches with optical delay lines can
only implement limited connectivity such as nearest-neighbour coupling. This is
because the signal fields are tapped off from the main cavity, amplified using sim-
ilar nonlinear optical gain as in the main cavity, split into individually modulated
delay lines, then recombined to interfere coherently with main cavity pulses. The
number of delay lines is constrained by the total available gain before splitting and

the dynamic range of the desired coupling weights J;;.

One method to overcome the limited connectivity and optical delay lines is to use a
measurement-feedback scheme. In this approach, the optical delay lines are replaced
with homodyne detection of the signal pulse amplitudes, a field-programmable gate
array (FPGA) that computes the cumulative coupling terms based on the measured
signal amplitudes in real-time, and electro-optic feedback of the desired coupling
pulse to interfere coherently with the appropriate main cavity pulse. This allows for
arbitrary connectivity and large N so long as the FPGA can compute the coupling
terms sufficiently fast to keep up with the main cavity pulses. McMahon et al. [17]
demonstrated a time-multiplexed network of N = 100 DOPOs with repetition rate
of 100 MHz and all-to-all connectivity using a measurement-feedback scheme.
Inagaki et al. [18] later extended this design to N = 2000 with 1 GHz repetition
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rate, and Honjo et al. [19] further extended the system to N = 100000 with 5 GHz

repetition rate. These measurement-feedback schemes all used periodically poled

lithium niobate crystals as the nonlinear gain mechanism.

Finally, there have also been efforts to utilize optoelectronic nonlinearities in time-
multiplexed networks of oscillators to implement Ising machines. This is because
nonlinear optical interactions in y? or y crystals have stringent phase-matching
requirements that are not readily accessible under general conditions, and optoelec-
tronics may provide more practical flexibility in its implementation. The operating
principles of optoelectronic Ising machines are analogous to networks of DOPOs,
however, the nonlinear optical gain mechanism is replaced with an optoelectronic
mechanism. For example, Cen et al. [20] demonstrated a time-multiplexed network
of N = 25600 pulses with 250 MHz repetition rate that used an optoelectronic mi-
crowave oscillator as the nonlinearity. The pulses travelling in the main fiber cavity
were still in the optical domain. Bohm et al. [21]] and Mwamsojo et al. [22] replaced
the parametric gain function with a sinusoidal nonlinearity based on the transfer

function of a Mach-Zehnder configuration of an electro-optic intensity modulator.

Overall, time-multiplexed networks of optical or optoelectronic oscillators continue
to be among the most scalable platforms for implementing Ising machines. More
work needs to be done on understanding algorithmic pitfalls in networks of DOPOs
and similar networks in order to escape local minima or add error-correction methods
for more optimal solutions to the Ising problem [23]]. Similar computational princi-
ples and optical hardware for solving the Ising problem can also be applied to find
the ground state of XY spin-glass models [24,25]], which may provide more efficient
mappings for some combinatorial optimization problems. Current trends suggest
the move towards larger network sizes N, all-to-all connectivity, lower latency, and
higher repetition rates/clock rates. A promising path towards this direction is fur-
ther miniaturization of time-multiplexed oscillator networks by utilizing photonic
integrated circuits for performing all-to-all couplings [26] or extremely broadband

nonlinear optical gain elements [27].

Photonic neural networks

Machine learning and artificial intelligence models have experienced exponential
growth over the past decade. They have revolutionized countless applications includ-
ing computer vision, natural language processing, drug discovery, and generative

art. The largest drivers behind this growth have been deep learning models [28]. For
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example, consider a fully-connected layer in a feed-forward deep neural network.
The layer’s effect can be described as in Eqs. [1.3}

y & = whzk=D (1.3a)

2P = ry")y, (1.3b)

where z(¥) € R”* is a vector of neuron activations in the k™ layer containing m;
neurons, y%) is the result of synaptic connections given by matrix-vector multipli-
cation between the synaptic weights of the k™ layer W € R"™+*™-1 and the previous
layer’s activations z*~1) € R™-1 and f : R — R is an element-wise nonlinear
activation function such as the rectified linear unit (ReLU) function. The bulk of
the computational workload comes from the matrix multiplication, which can be
decomposed into elementary operations called multiply-accumulate (MAC) opera-
tions. A matrix-vector multiplication between a matrix of size N X N and a vector
of size N x 1 requires N> MAC operations. Whereas, the number of operations
performed for nonlinear activations in a layer of size N is O(N). Therefore, the
number of MAC operations can grow quickly as the size of the neural network
increases. Convolutional Neural Networks (CNNs) are a popular neural network
architecture for computer vision applications, which use a series of convolutional
layers as a way to efficiently extract salient image features. For simplicity, consider

the discrete 1D convolution operation or sliding filter * between two vectors a and

b in Eq.[I.4

(o)

(a % b)(n) = Z a(m) - b(n—m) . (1.4)

m=—0oo
The convolution operation can also be decomposed into MAC operations, and can

always be recast as a matrix multiplication.

The enormous computational demand for deep learning has rapidly outgrown
general-purpose digital computers such as central processing units (CPUs), which
has necessitated the use of more efficient hardware accelerators that can enable
further advances [8]. For example, Graphics Processing Units (GPUs) and later
application-specific integrated circuits called Tensor Processing Units (TPUs) were
designed to efficiently perform matrix multiplication and MAC operations in paral-
lel. Recently, there has been interest in harnessing analog optics for MAC operations
since many linear operations such as matrix multiplication and convolution can be
naturally mapped onto the physics of light propagation in various optical systems.

The enormous bandwidth and parallelism inherent to optical systems presents an
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exciting opportunity to accelerate deep learning beyond the limitations of digi-
tal electronics. There have been various optical neural networks exploiting time-
multiplexing (often in combination with other multiplexing techniques) to perform

MAC operations faster and more energy-efficiently.

Hamerly et al. [29] proposed the use of a photoelectric multiplication scheme in a
free-space optics platform that combines time-multiplexing and spatial-multiplexing
with coherent homodyne detection to perform matrix-vector multiplication. The
input vector x is encoded in time onto an optical field amplitude such that each
time bin represents a different input neuron activation x;, and then fanned out into
different spatial channels. Each spatial channel computes the result of a different
neuron’s synaptic connections. The weights in each row of the weight matrix A
are also encoded in time onto an optical field amplitude such that each time bin
represents a different weight, and coherently interfere with the input activations in
the corresponding spatial channel. Each spatial channel is terminated by an optical
homodyne detector. During each time step, the detector in each channel measures
an optical amplitude proportional to the desired product A;;x;. The photoelectric
charge accumulates over the duration of the optical signal to produce an electrical
current that computes the desired MAC operation or dot product 3} ; A;;x; giving the
output neuron values after synaptic connections. It is claimed that a network layer
with size N = 1000 can achieve an energy consumption as low as 100 zJ/MAC,
which approaches the standard quantum limit, and can be operated at clock rates
exceeding 1 GHz. However, there is a trade-off between the energy/MAC and the
simulated accuracy for image classification tasks.

Xu et al. [30] demonstrated a photonic convolutional accelerator for optical neural
networks in a fiber optical platform. The convolutional kernel weights are encoded
using wavelength multiplexing onto different spectral lines produced by a micro-
resonator frequency comb. The input signal is encoded in time onto an optical field
amplitude using an electro-optic modulator such that each value of the input vector
occupies a different time bin. The time bins are made to interact using dispersion in
a 13 km long single-mode optical fiber, which causes different wavelength channels
to propagate at different speeds. The length of fiber is chosen such that the dispersive
delay between successive wavelength channels equals the time bin length of the input
signal. Therefore, this system performs time-wavelength interleaving that effectively
computes a convolution or sliding filter operation upon photodetection at the fiber

output. Input signals up to N = 250000 were convolved with maximum kernel
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size of m = 90, achieving a maximum throughput speed of 5.6 x 10> MAC/s with
an input signal clock rate of 62.9 GHz. A potential downside is the demonstrated
accuracy of 88% for classification of MNIST handwritten digit images, which
is far below the > 99% accuracy achieved by digital computers. This suggests
that, despite impressive device-level performance, further improvements are needed
at the system-level to improve the overall accuracy of time-multiplexed photonic

processors for practical deep learning tasks.

The optical neural networks of Hamerly et al. [29] and Xu et al. [30]] show the great
potential of linear optics to accelerate linear operations such as matrix multiplication
and convolution for deep learning. However, they still rely on electronics for per-
forming the neuron nonlinear activations, which imposes a significant bottleneck on
the maximum achievable computational clock rates and speeds due to the need for
optoelectronic and electro-optic conversions between neural network layers. Over-
coming this optoelectronic bottleneck requires moving towards all-optical neural
networks. Time-multiplexing can play a central role in this regard since it allows
information to be encoded onto the amplitude of ultrashort laser pulses. This can
enable computational clock rates > 1 THz, which greatly exceeds electronic proces-
sors that are typically restricted to < 10 GHz clock rates. Furthermore, ultrashort
laser pulses have a high peak power that enhances nonlinear optical processes. For
example, Li et al. [31] demonstrated an all-optical implementation of the ReLU
nonlinear activation function ReLU(x) = max (0, x). It exploits the strong x? op-
tical nonlinearity in a thin-film lithium niobate integrated nanophotonic waveguide
platform. The all-optical approach achieved a maximum clock rate of 13.3 THz with
energy consumption of 16 fJ per activation, which combines for a record energy-
time product of 1.2 x 10727 J - s per activation. The simulated accuracy for MNIST

handwritten digit image classification is 98.8%.

An exciting future direction is the possibility to construct time-multiplexed optical
systems containing both linear operations and nonlinear activations for an end-to-
end all-optical neural network with orders of magnitude greater speed and energy
efficiency compared to digital electronics [7, 32]. A limitation of current optical
neural networks is that they can only efficiently perform forward inferences on
trained deep neural networks. Optical neural networks cannot directly perform
training of deep neural networks because there is no general method of calculating
gradients in the optical domain, which are needed for the backwards pass of the

backpropagation training algorithm. Therefore, current optical neural networks still
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rely heavily on electronics for performing all or part of the neural network training.
Finding methods for optical gradient calculation [33]] or modified training algorithms
for optical neural networks [34] can further advance the practical applicability of

time-multiplexed optical neural networks.

Finally, there has been growing interest recently to develop biologically-plausible
neural networks that more closely resemble the spiking neuron dynamics observed
in biological brains. These spiking neural networks (SNNs) encode and process
information entirely differently compared to other artificial neural networks. The
main motivation is to produce more robust and efficient neural network models [35]].
Spiking neuron dynamics is extremely costly to accurately simulate using digi-
tal computers, which has spurred the search for physical hardware systems with
comparable spiking dynamics. Makinwa et al. [36] implemented a SNN as a time-
multiplexed network of 512 DOPOs, similar to the measurement-feedback Ising
machine schemes reviewed above. Each pair of coupled DOPOs acts as a single
spiking neuron, which gives an effective network size of N = 256 spiking neurons.
Characteristic collective dynamical behaviour of SNNs such as spiking neuron syn-
chronization and chimera states can be readily observed with spiking frequencies
up to 10 kHz. Note that the repetition rate of the physical DOPO pulses is 1 GHz,
but this is not directly correlated with the information processing capabilities of the
spiking dynamics, which occurs at a much slower rate [37]]. Therefore, it is unclear
whether or not the high computational clock rates of time-multiplexed optical com-
puters has any advantage for SNNs. More work is needed to better understand the

spiking dynamics of optical neurons.

Time-delay reservoir computers

Reservoir computers are a type of random recurrent neural network that are well-
suited for temporal information processing tasks such as time-series prediction
and sequence classification [38]. A popular architecture is called the Echo State
Network (ESN) [39]. It contains an input layer with random weights, a reservoir
layer containing random recurrent connections, and a linear output layer. The ESN

follows the driven discrete-time dynamical system in Eqgs.
x(t+1) = f(W'x(t) + W's(1)) , (1.5a)

y(t) = Wox(1) , (1.5b)

where 7 is the discrete time step, f : R — R is an element-wise nonlinear activation

function such as the sigmoid function, s € R™ is the m-dimensional input signal,
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x € RY are the activations for the N reservoir neurons, y € R” is the n-dimensional

e RVXN are the reservoir

output, W' € R are the input layer weights, W"
layer weights, and W° € R™P¥ are the output layer weights. Typically, the input
weights W' and reservoir weights W are sampled from i.i.d Gaussian or Uniform
distributions, and chosen such that the echo-state property is satisfied. The echo-
state property guarantees that the ESN has a kind of in-built memory of past events,
which is needed for temporal information processing. The appealing feature of the
reservoir computing approach is that only the output layer weights W€ are trained,
while W' and W” are fixed after initialization. The use of random weights relaxes
the need for full programmability of couplings, which is often a limiting factor for
other types of optical computers. Furthermore, the optimal output weights W can
be found using a simple linear regression or ridge regression algorithm that is easy
to perform and only requires the reservoir computer to see each independent sample
once during training. It avoids the full complexity and difficulties associated with
the backpropagation-through-time training algorithm for recurrent neural networks

that also seek to train recurrent weights.

It has been recognized that the complex nonlinear dynamics often encountered in
physical systems can be used as a useful resource for physical reservoir comput-
ing [38]]. In particular, time-multiplexed photonic and optoelectronic networks have
been studied extensively as promising candidates for efficient physical reservoir
computers. This is most commonly achieved by using a reduced reservoir scheme
based on a single nonlinear node with delayed feedback [40]. Instead of N physically
distinct nonlinear nodes comprising the reservoir layer, a single nonlinear node is
time-multiplexed to produce N virtual nodes. In this case, the equations describing
the recurrent evolution become delay differential or dynamical equations. Coupling
between nodes can be achieved using either optical delay lines as described above,
or by an input masking procedure in which the same input is reinjected multiple
times but with different scaling factors. Therefore, time-delay photonic reservoir
computers are rapidly scalable and easy-to-implement systems for fast signal pro-

cessing.

An early example of a time-delay photonic reservoir computer is by Larger et
al. [41]]. The electrical input signal modulates a laser light amplitude. It is also
subject to optoelectronic time-delay feedback through a 4.2 km long optical fiber
loop. The single nonlinear node that is time-multiplexed is a Mach-Zehnder electro-

optical modulator, which possesses a sinusoidal transfer function. A network with
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N = 400 and computational clock rate of 19.2 MHz is demonstrated for spoken
digit classification and chaotic time-series prediction. A similar approach based on
a time-delayed electro-optic modulator nonlinear node was used by Paquot et al. [42]]
with network size of N = 50 and clock rate of 5.9 MHz for the NARMAI10 time-
series prediction task, nonlinear channel equalization, and spoken digit recognition.
Larger et al. [43] later improved the performance of the system by using high-speed
electro-optic phase modulators with a system size N = 1113 and clock rate of
17.6 GHz.

Alternative optoelectronic components were also considered for use as nonlinear
nodes. For example, Duport et al. [44] proposed the use of a time-delay photonic
reservoir computer with saturable semiconductor optical amplifier as the nonlinear
node. It achieves N = 50 reservoir nodes with clock rate of 6.4 MHz. Similarly,
Brunner et al. [45] used an injection current modulated semiconductor laser as the
nonlinear node. It contains N = 388 reservoir nodes with an input clock rate of
5 GHz.

Most physical reservoir computer demonstrations only implemented the reservoir
layer in hardware, and instead resorted to using digital electronics for the linear
output layer readout step. This is because the reservoir layer comprises the bulk of
the computation and poses the most difficulty for conventional digital computers due
to complex nonlinear dynamical behaviors. Nonetheless, the need for analog-to-
digital conversions limits the overall latency and clock-rate of the system since the
electronic bandwidth is much less than the bandwidth of optical or optoelectronic
components. Therefore, it is desirable to have an end-to-end photonic reservoir
computer that directly implements all layers including the output layer. Duport et
al. [46]] showed a first step towards this goal by having fully analog input, reservoir,
and output layers in a time-delay photonic reservoir computer. It operates with
N = 47 reservoir nodes at a clock rate of 200 MHz. The analog output layer
requires the addition of another electro-optic modulator for encoding output layer
weights, balanced photodiode, and low-pass RLC filter. The system performs well

on real-time nonlinear channel equalization and radar signal forecasting.

Recent efforts have concentrated on miniaturizing time-delay photonic reservoir
computers onto chip-scale integrated platforms. This reduces the overall latency
and increases the potential efficiency of the system. For example, Nakajima et
al. [47] demonstrates the use of micro-scale silica waveguides in a platform called a

planar lightwave circuit. The linear input layer consists of a series on delay lines with
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programmable couplings by integrated thermo-optic phase shifters. The reservoir
layer consists of a series of optical cavities with programmable attenuation and
phases. This architecture uses coherent light processes that take advantage of the
full complex amplitude of light, however, there is no nonlinearity in the reservoir
layer. The output layer is performed digitally. The reservoir layer contains a total
of N = 512 virtual neuron nodes at a clock rate of 3.75 GHz. It was trained
to perform image classification for MNIST handwritten digits and fashionMNIST
image datasets. A related approach by Wang er al. [48] uses silicon photonic
integrated circuits with N = 8 and a clock rate of 60 GHz. Another chip-scale time-
delay photonic reservoir computer by Borghi er al. [49] uses a silicon microring.
Unlike previous approaches, it contains a nonlinear input layer that generates free
carriers in the silicon via a strong pump beam, and then imprints this nonlinear
behaviour via free carrier dispersion onto a weak continuous-wave probe beam.
It achieves network size N = 50 with a clock rate of 20 MHz and performs iris
species recognition. The slow speed despite the small size is due to the slow free
carrier dynamics. This can be significantly improved by using faster absorption or

nonlinear optical mechanisms for the reservoir dynamics.

Finally, the time-delay photonic reservoir computer architecture has also recently
been extended to include multiple reservoir layers to produce deep reservoir com-
puters. Although a single reservoir layer is sufficient in theory, it has been found that
using multiple deep layers can improve performance and accuracy in practice. Shen
et al. [[50] demonstrate an optical fiber based system with four deep reservoir layers,
each containing 80 neurons, giving a total of N = 320 hidden reservoir neurons. The
nonlinear dynamics are produced by a series of cascaded Fabry-Perot semiconductor
lasers that are optical injection-locked to a master laser. The output is calculated
digitally by sampling reservoir neurons from all four layers, and is trained to perform
real-time nonlinear channel equalization with a clock rate of 20 GHz. More work is
needed to understand the optimal deep reservoir computer architecture for practical

signal processing tasks.

Current trends show that the field is moving towards smaller, faster, and more ef-
ficient physical reservoir layers. Promising unexplored options include integrated
optical parametric oscillators [S1] exploiting ultrafast nonlinear optical processes.
Another challenge is the limited connectivity schemes of current time-delay lines,
typically only providing few-nearest neighbour connections through complicated

input-masking schemes. More flexible and single-shot input operation can be
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achieved by the use of intra-cavity optical delay lines. An all-optical output read-
out layer, which is fully programmable and has all-to-all optical connections with
reservoir neurons, is thus far absent and ultimately constrains the overall latency of
current photonic reservoir computers relying on digital electronics for the output
layer. Solving all of these aforementioned problems will enable the development of

an all-optical and highly-scalable time-multiplexed photonic reservoir computer.

Cellular automata

Cellular automata are a class of simple computational models based on local inter-
action rules and algorithms. They consist of a lattice of cells with states that follow
an update rule, which defines how the state of a cell evolves over time based on the
states of its neighboring cells [52]]. The microscopic local interactions between cells
governed by the update rule produces complex phenomena and emergent patterns
at the macroscopic global scale that are commonly encountered in biological and
natural systems. It has been shown that even very simple rules are capable of pro-
ducing Turing-universal computation [53]]. Popular examples of cellular automata

include von Neumann’s Universal Constructor and Conway’s Game of Life [54]].

Consider the simplest cellular automata called elementary cellular automata [52],
which are defined over a 1D lattice of cells with binary states that update according

to nearest-neighbour interactions as in Eq.[1.6}

xi(t+1) = fxo1(8), (1), xi11(2)) (1.6)

where 7 is the discrete time step, x; € {0, 1} is the binary state for the i cell, and
f :{0,1}> — {0, 1} is the update rule. We take the lattice to extend infinitely in
both left and right directions.

The rule can be depicted pictorially as a truth table with 8 entries, giving 256
possible elementary rules. The top row of the truth table entry shows the local
3-cell neighbourhood, and the bottom row shows the updated cell state during the
next iteration. Iterating the rule repeatedly for all cells in the lattice produces a

space-time diagram, which exhibits complex and emergent phenomena.

Li et al. [S5] implement elementary cellular automata using a time-multiplexed
photonic network. The cells are represented using pulses of light produced by a
mode-locked laser. Interactions between cells are achieved by coherent interference
using a series of optical delay lines with variable delays and weights to encode the

desired local update rule. In this case, the nonlinearity is electronic thresholding to
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enforce the binary cell states. Optoelectronic feedback is used to reinject cell states
for subsequent iterations. A network with size up to N = 1000 cells with a clock
rate of 250 MHz is used to demonstrate complex phenomena including fractals,
chaos, and solitons. The system can implement any elementary cellular automata
rule, including those capable of Turing-universal computation. This is, to the best
of our knowledge, the first demonstration of a universal time-multiplexed optical

computer.

Time-multiplexing is well-suited to implementing cellular automata rules since
it only requires local interactions, not all-to-all connections. This reduces the
hardware complexity for having many optical delay lines and permits an all-optical
implementation for many rules. Furthermore, the same local update rule is applied
to all cells. This means real-time weight updates are not required, which further
simplifies the implementation of programmable couplings. Extending the cell lattice
size 1s straightforward since the time-multiplexing concept allows the use of a single

nonlinear element.

Li et al. [56] extended the photonic elementary cellular automata architecture by
combining modern deep learning concepts to implement a neural cellular automata.
The binary cell states are replaced with continuous-valued states so that the time-
evolution rule becomes fully differentiable. Therefore, deep learning techniques
including backpropagation training can be applied to learn update rules for spe-
cific tasks. The system additionally uses a nonlinear optical function based on a
periodically-poled lithium niobate waveguide to perform nonlinear activations. It
performs self-organized image classification of fashionMNIST images and shows
superior parameter-efficiency and noise-robustness compared to the conventional

deep learning architectures described above.

Photonic implementations of cellular automata is a nascent field with great potential
as an unconventional optical computing methodology. Future work can explore
different rules, cell neighbourhoods, and complex phenomena. The possibility of
universal computation is an interesting feature absent in other optical computers.
Time-multiplexing is a key technique to enable large-scale photonic cellular au-
tomata. Combining time-multiplexing with the reduced complexity of encoding
local update rules compared to global couplings means that further integration to

produce chip-scale photonic cellular automata is a practical near-term possibility.
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1.4 Review of Parametric Nonlinear Photonic Computing
Light wave propagation described by Maxwell’s equations in a vacuum is a purely
linear phenomenon. This means that light waves can interfere constructively and
destructively according to the principle of superposition, but otherwise do not inter-
act. However, in the presence of intense electric fields enabled by lasers, it becomes
possible to observe nonlinear optical interactions in some materials [S38]. The most
well-studied nonlinear optical interactions are ultrafast parametric processes that
result from higher-order terms in the expansion of the electric polarization shown
in Eq.

P=s5o|x"V E+x?:EE+ y®:EEE +--- (1.7)

where y(/) is the j" order optical susceptibility tensor of rank j+1. The higher order
terms in the polarization are treated as a perturbation to the first-order linear term.
The microscopic origins of the nonlinear optical susceptibilities are the anharmonic
motion of bound electronics in the presence of intense electric fields E. For mate-
rials with a centrosymmetric structure, even-order terms in the polarization vanish,
and the lowest-order nonlinear polarization term is of third-order. These paramet-
ric nonlinear optical processes are ordinarily very weak, however, can be greatly
enhanced under strict phase-matching conditions. In this context, nanophotonics
has provided a key avenue for dispersion engineering and enhanced electric field
modal confinement that can allow efficient and intense nonlinear optical interac-
tions [27]. Here we review some notable integrated platforms and implementations

of parametric nonlinear photonics for computing applications.

Ultrafast nonlinear photonics has been used to address several intractable problems
facing modern digital computers. Firstly, the von Neumann bottleneck, which
arises due to the limited bandwidth of the shared data bus between the memory
and processor in digital computers, greatly limits emerging data-heavy applications
such as artificial intelligence (AI). To overcome this, Xu et al. [30, 59] exploited
the enormous optical bandwidth and dense wavelength-division multiplexing of a
x® Kerr soliton crystal microcomb in silica to accelerate convolution and matrix
operations, which form the bulk of computations for deep learning [28]]. The comb
lines can be individually modulated to yield many parallel channels (~ 100). This
is similar to the concept of microcomb-based communication systems, however, the
computation is also performed directly in the optical domain. An impressive total
throughput of up to 1.1 x 10'3 operations/s was demonstrated, which is comparable

to modern graphics processing units (GPUs) that are the current workhorse hardware
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for Al [60]. The integrated ultrafast microcomb was essential due to its stability,
ease of generation, overall conversion efficiency, and high pulse repetition rate
compared to other conventional laser sources. Similar approaches based on a y
dissipative Kerr soliton microcomb in silicon nitride [61]] and a X(3) Kerr dark soliton
microcomb in AlGaAs [62]] were also demonstrated. The enormous bandwidth and
large number of parallel channels afforded by ultrafast microcombs has also been
applied to random number generation through chaotic microcombs [63]] and video

signal processing [64]].

Secondly, digital computers are ultimately limited by the maximum computational
clock rate (~ 5 GHz), which is constrained by how fast transistors can reasonably
switch due to heat dissipation limits. In fact, the photonic convolutional accel-
erators [30, 59, |61, 162]] described above were still limited in clock rate due to
optoelectronic conversions needed to perform nonlinear activation functions digi-
tally. Beyond this, the speed of electronic computers is ultimately determined by
the fundamental response time of semiconductor physics. This limitation can also
be addressed using ultrafast nonlinear photonics by directly performing nonlinear
functions in the optical domain. Parametric nonlinear optical interations of the ul-
trafast variety occur at near-instantaneous (attosecond) timescales, which is orders
of magnitude faster than electronic nonlinearities. For example, Li et al. [31] im-
plemented the rectified linear unit (ReLU) function, which is the most widely used
nonlinear activation function for deep learning [28]], by engineering the interplay
between y(? second-harmonic generation (SHG) and degenerate optical parametric
amplification (DOPA) processes in a thin-film lithium niobate (TFLN) nanopho-
tonic waveguide platform. A record-breaking maximum clock rate of 13.3 THz was
demonstrated, which is an absolute speed-up of more than 3 orders of magnitude over
digital computers. A similar y® engineering approach was also used to demon-
strate ultrafast switching [65] at terahertz clock rates. These unprecedented ultrafast
computational clock rates are enabled by the ultrabroadband phase-matching and re-
markable conversion efficiency of nanophotonic PPLNs, which is otherwise absent

in weakly-guiding or free-space PPLNSs.

So far, research in optical computing benefiting from integrated ultrafast nonlin-
ear photonics has been focused on the single component or device level, e.g., a
microcomb or PPLN. A significant portion of the computation in the demonstra-
tions described above were performed electronically or off-chip. The main future

challenge will be to achieve truly end-to-end and all-optical computers capable of
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ultra-high throughput and ultrafast clock rates [7]. This will require the integration
(monolithic, heterogeneous, or otherwise) of many ultrafast nonlinear photonic com-
ponents to build a scalable and complete system-on-chip. System-level requirements
for important computing applications, such as Al, present new conceptual and algo-
rithmic challenges that are absent when considering only single components at the
device-level. Further work into developing large-scale integrated ultrafast comput-
ers based on nonlinear photonics may also enable novel unconventional computing
architectures such as physical Ising solvers for NP-hard combinatorial optimiza-

tion [66] and reversible computing for ultra-low energy consumption [67]], which

are not possible in digital electronic computers.

. Clock Rate
Ref. Application Process Platform (GHz)
ReLU nonlinear x® SHG
1311 function and DOPA TFLN 13300
switching and x® SHG
[65] modulation and DOPA TFLN 20800
recurrent
2
[57] neural network x'“ DOPA TFLN 9.46
i 3)
0] convolutional X Kerr silica 62.9
neural network soliton crystal
3) K
. X err e
[59] | single perceptron soliton crystal silica 11.9
3) K
. X err .
[61]] convolution dissipative soliton SizNy 13.5
Ising ¥® FWM . 4
leol machine DOPO Si3Ng 4x10
convolutional v® dark AlGaAs +
[62] . . 17
neural network soliton silicon
3) i
[63] random nqmber x'? chaotic AlGaAs 20
generation comb
. . (3)
4] Yldeo and image X Kerr silica 64
signal processing soliton crystal

Table 1.3: Comparison of integrated parametric nonlinear photonic computing.




28

References

[1]

(2]

(3]

(4]

[5]

[6]

[7]

[8]

[9]

[10]

[11]

[12]

Friedrich L. Bauer. Origins and foundations of computing: In cooperation
with Heinz Nixdorf MuseumsForum. Springer Science & Business Media,
2009.

Arthur Walter Burks. Electronic computing circuits of the ENIAC. Proceed-
ings of the IRE, 35(8):756-767, 1947.

John L. Hennessy and David A. Patterson. Computer architecture: A quanti-
tative approach. Elsevier, 2011.

IEEE. International roadmap for devices and systems (IRDS™) 2023 update.
https://irds.ieee.org/editions/2023, 2023. Accessed: 2025-01-14.

Robert R. Schaller. Moore’s law: Past, present and future. IEEE Spectrum, 34
(6):52-59, 1997.

Peter M. Zeitzoff and James E. Chung. A perspective from the 2003 itrs:
Mosfet scaling trends, challenges, and potential solutions. IEEE Circuits and
Devices Magazine, 21(1):4-15, 2005.

Gordon H.Y. Li, Midya Parto, Jinhao Ge, Qing-Xin Ji, Maodong Gao, Yan Yu,
James Williams, Robert M. Gray, Christian R. Leefmans, Nicolas Englebert,
et al. All-optical computing with beyond 100-GHz clock rates. arXiv preprint
arXiv:2501.05756, 2025.

Vivienne Sze, Yu-Hsin Chen, Joel Emer, Amr Suleiman, and Zhengdong
Zhang. Hardware for machine learning: Challenges and opportunities. In
2017 IEEE Custom Integrated Circuits Conference (CICC), pages 1-8. IEEE,
2017.

Peter L. McMahon. The physics of optical computing. Nature Reviews Physics,
5(12):717-734, 2023.

Yunping Bai, Xingyuan Xu, Mengxi Tan, Yang Sun, Yang Li, Jiayang Wu,
Roberto Morandotti, Arnan Mitchell, Kun Xu, and David J. Moss. Photonic
multiplexing techniques for neuromorphic computing. Nanophotonics, 12(5):
795-817, 2023.

Naeimeh Mohseni, Peter L. McMahon, and Tim Byrnes. Ising machines as
hardware solvers of combinatorial optimization problems. Nature Reviews
Physics, 4(6):363-379, 2022.

Andrew Lucas. Ising formulations of many np problems. Frontiers in physics,
2:5,2014.



[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

(23]

29

Yoshihisa Yamamoto, Kazuyuki Aihara, Timothee Leleu, Ken-ichi
Kawarabayashi, Satoshi Kako, Martin Fejer, Kyo Inoue, and Hiroki Takesue.
Coherent Ising machines—Optical neural networks operating at the quantum
limit. npj Quantum Information, 3(1):49, 2017.

Alireza Marandi, Zhe Wang, Kenta Takata, Robert L Byer, and Yoshihisa
Yamamoto. Network of time-multiplexed optical parametric oscillators as a
coherent ising machine. Nature Photonics, 8(12):937-942, 2014.

Kenta Takata, Alireza Marandi, Ryan Hamerly, Yoshitaka Haribara, Daiki
Maruo, Shuhei Tamate, Hiromasa Sakaguchi, Shoko Utsunomiya, and Yoshi-
hisa Yamamoto. A 16-bit coherent ising machine for one-dimensional ring
and cubic graph problems. Scientific Reports, 6(1):34089, 2016.

Takahiro Inagaki, Kensuke Inaba, Ryan Hamerly, Kyo Inoue, Yoshihisa Ya-
mamoto, and Hiroki Takesue. Large-scale ising spin network based on degen-
erate optical parametric oscillators. Nature Photonics, 10(6):415-419, 2016.

Peter L. McMahon, Alireza Marandi, Yoshitaka Haribara, Ryan Hamerly,
Carsten Langrock, Shuhei Tamate, Takahiro Inagaki, Hiroki Takesue, Shoko
Utsunomiya, Kazuyuki Aihara, et al. A fully programmable 100-spin coherent
ising machine with all-to-all connections. Science, 354(6312):614-617, 2016.

Takahiro Inagaki, Yoshitaka Haribara, Koji Igarashi, Tomohiro Sonobe, Shuhei
Tamate, Toshimori Honjo, Alireza Marandi, Peter L. McMahon, Takeshi
Umeki, Koji Enbutsu, et al. A coherent ising machine for 2000-node opti-
mization problems. Science, 354(6312):603—606, 2016.

Toshimori Honjo, Tomohiro Sonobe, Kensuke Inaba, Takahiro Inagaki, Takuya
Ikuta, Yasuhiro Yamada, Takushi Kazama, Koji Enbutsu, Takeshi Umeki, Ry-
oichi Kasahara, et al. 100,000-spin coherent ising machine. Science Advances,
7(40):eabh0952, 2021.

Qizhuang Cen, Hao Ding, Tengfei Hao, Shanhong Guan, Zhiqgiang Qin, Ji-
aming Lyu, Wei Li, Ninghua Zhu, Kun Xu, Yitang Dai, et al. Large-scale
coherent ising machine based on optoelectronic parametric oscillator. Light:
Science & Applications, 11(1):333, 2022.

Fabian Bohm, Guy Verschaffelt, and Guy Van der Sande. A poor man’s
coherent ising machine based on opto-electronic feedback systems for solving
optimization problems. Nature Communications, 10(1):3538, 2019.

Nickson Mwamsojo, Frederic Lehmann, Kamel Merghem, Badr-Eddine
Benkelfat, and Yann Frignac. Optoelectronic coherent ising machine for com-
binatorial optimization problems. Optics Letters, 48(8):2150-2153, 2023.

Sam Reifenstein, Satoshi Kako, Farad Khoyratee, Timothée Leleu, and Yoshi-
hisa Yamamoto. Coherent ising machines with optical error correction circuits.
Advanced Quantum Technologies, 4(11):2100077, 2021.



[24]

[25]

[26]

[27]

(28]

[29]

[30]

[31]

[32]

[33]

[34]

30

Ryan Hamerly, Kensuke Inaba, Takahiro Inagaki, Hiroki Takesue, Yoshihisa
Yamamoto, and Hideo Mabuchi. Topological defect formation in 1d and 2d
spin chains realized by network of optical parametric oscillators. International
Journal of Modern Physics B, 30(25):1630014, 2016.

Mostafa Honari-Latifpour and Mohammad-Ali Miri. Mapping the x y hamil-
tonian onto a network of coupled lasers. Physical Review Research, 2(4):
043335, 2020.

Mihika Prabhu, Charles Roques-Carmes, Yichen Shen, Nicholas Harris,
LiJing, Jacques Carolan, Ryan Hamerly, Tom Baehr-Jones, Michael Hochberg,
Vladimir Ceperié, et al. Accelerating recurrent ising machines in photonic in-
tegrated circuits. Optica, 7(5):551-558, 2020.

Luis Ledezma, Ryoto Sekine, Qiushi Guo, Rajveer Nehra, Saman Jahani,
and Alireza Marandi. Intense optical parametric amplification in dispersion-
engineered nanophotonic lithium niobate waveguides. Optica, 9(3):303-308,
2022.

Yann LeCun, Yoshua Bengio, and Geoffrey Hinton. Deep learning. Nature,
521(7553):436-444, 2015.

Ryan Hamerly, Liane Bernstein, Alexander Sludds, Marin Soljaci¢, and Dirk
Englund. Large-scale optical neural networks based on photoelectric multipli-
cation. Physical Review X, 9(2):021032, 2019.

Xingyuan Xu, Mengxi Tan, Bill Corcoran, Jiayang Wu, Andreas Boes,
Thach G. Nguyen, Sai T. Chu, Brent E. Little, Damien G. Hicks, Roberto
Morandotti, et al. 11 tops photonic convolutional accelerator for optical neural
networks. Nature, 589(7840):44-51, 2021.

Gordon H.Y. Li, Ryoto Sekine, Rajveer Nehra, Robert M. Gray, Luis Ledezma,
Qiushi Guo, and Alireza Marandi. All-optical ultrafast relu function for energy-
efficient nanophotonic deep learning. Nanophotonics, 12(5):847-855, 2023.

Tiankuang Zhou, Wei Wu, Jinzhi Zhang, Shaoliang Yu, and Lu Fang. Ultrafast
dynamic machine vision with spatiotemporal photonic computing. Science
Advances, 9(23):eadg4391, 2023.

Xianxin Guo, Thomas D. Barrett, Zhiming M. Wang, and AI Lvovsky. Back-
propagation through nonlinear units for the all-optical training of neural net-
works. Photonics Research, 9(3):B71-B80, 2021.

Logan G. Wright, Tatsuhiro Onodera, Martin M. Stein, Tianyu Wang, Darren T.
Schachter, Zoey Hu, and Peter L. McMahon. Deep physical neural networks
trained with backpropagation. Nature, 601(7894):549-555, 2022.



[35]

[36]

[37]

[38]

[39]

[40]

[41]

[42]

[43]

[44]

[45]

31

Amirhossein Tavanaei, Masoud Ghodrati, Saeed Reza Kheradpisheh, Timo-
thée Masquelier, and Anthony Maida. Deep learning in spiking neural net-
works. Neural Networks, 111:47-63, 2019.

Tumi Makinwa, Kensuke Inaba, Takahiro Inagaki, Yasuhiro Yamada, Timothée
Leleu, Toshimori Honjo, Takuya Ikuta, Koji Enbutsu, Takeshi Umeki, Ryoichi
Kasahara, et al. Experimental observation of chimera states in spiking neural
networks based on degenerate optical parametric oscillators. Communications
Physics, 6(1):121, 2023.

Takahiro Inagaki, Kensuke Inaba, Timothée Leleu, Toshimori Honjo, Takuya
Ikuta, Koji Enbutsu, Takeshi Umeki, Ryoichi Kasahara, Kazuyuki Aihara, and
Hiroki Takesue. Collective and synchronous dynamics of photonic spiking
neurons. Nature Communications, 12(1):1-8, 2021.

Gouhei Tanaka, Toshiyuki Yamane, Jean Benoit Héroux, Ryosho Nakane,
Naoki Kanazawa, Seiji Takeda, Hidetoshi Numata, Daiju Nakano, and Akira
Hirose. Recent advances in physical reservoir computing: A review. Neural
Networks, 115:100-123, 2019.

Ali Rodan and Peter Tino. Minimum complexity echo state network. IEEE
Transactions on Neural Networks, 22(1):131-144, 2010.

Lennert Appeltant, Miguel Cornelles Soriano, Guy Van der Sande, Jan Danck-
aert, Serge Massar, Joni Dambre, Benjamin Schrauwen, Claudio R Mirasso,
and Ingo Fischer. Information processing using a single dynamical node as
complex system. Nature Communications, 2(1):468, 2011.

Laurent Larger, Miguel C Soriano, Daniel Brunner, Lennert Appeltant, Jose M
Gutiérrez, Luis Pesquera, Claudio R Mirasso, and Ingo Fischer. Photonic
information processing beyond turing: An optoelectronic implementation of
reservoir computing. Optics Express, 20(3):3241-3249, 2012.

Yvan Paquot, Francois Duport, Antoneo Smerieri, Joni Dambre, Benjamin
Schrauwen, Marc Haelterman, and Serge Massar. Optoelectronic reservoir
computing. Scientific Reports, 2(1):287, 2012.

Laurent Larger, Antonio Baylon-Fuentes, Romain Martinenghi, Vladimir S.
Udaltsov, Yanne K. Chembo, and Maxime Jacquot. High-speed photonic
reservoir computing using a time-delay-based architecture: Million words per
second classification. Physical Review X, 7(1):011015, 2017.

Francois Duport, Bendix Schneider, Anteo Smerieri, Marc Haelterman, and
Serge Massar. All-optical reservoir computing. Optics Express, 20(20):22783—
22795, 2012.

Daniel Brunner, Miguel C. Soriano, Claudio R. Mirasso, and Ingo Fischer.
Parallel photonic information processing at gigabyte per second data rates
using transient states. Nature Communications, 4(1):1364, 2013.



[46]

[47]

(48]

[49]

[50]

[51]

[52]

[53]

[54]

[55]

[56]

[57]

[58]

32

Francois Duport, Anteo Smerieri, Akram Akrout, Marc Haelterman, and Serge
Massar. Fully analogue photonic reservoir computer. Scientific Reports, 6(1):
22381, 2016.

Mitsumasa Nakajima, Kenji Tanaka, and Toshikazu Hashimoto. Scalable

reservoir computing on coherent linear photonic processor. Communications
Physics, 4(1):20, 2021.

Dongliang Wang, Yikun Nie, Gaolei Hu, Hon Ki Tsang, and Chaoran Huang.
Ultrafast silicon photonic reservoir computing engine delivering over 200 tops.
Nature Communications, 15(1):10841, 2024.

Massimo Borghi, Stefano Biasi, and Lorenzo Pavesi. Reservoir computing
based on a silicon microring and time multiplexing for binary and analog
operations. Scientific Reports, 11(1):15642, 2021.

Yi-Wei Shen, Rui-Qian Li, Guan-Ting Liu, Jingyi Yu, Xuming He, Lilin Yi,
and Cheng Wang. Deep photonic reservoir computing recurrent network.
Optica, 10(12):1745-1751, 2023.

Luis Ledezma, Arkadev Roy, Luis Costa, Ryoto Sekine, Robert Gray, Qiushi
Guo, Rajveer Nehra, Ryan M Briggs, and Alireza Marandi. Octave-spanning
tunable infrared parametric oscillators in nanophotonics. Science Advances, 9
(30):eadf9711, 2023.

Stephen Wolfram. Statistical mechanics of cellular automata. Reviews of
Modern Physics, 55(3):601, 1983.

Matthew Cook et al. Universality in elementary cellular automata. Complex
Systems, 15(1):1-40, 2004.

Martin Gardner. The fantastic combinations of john conway’s new solitaire
game “Life”. Scientific American, 223:120-123, 1970.

Gordon H.Y. Li, Christian R. Leefmans, James Williams, and Alireza Marandi.
Photonic elementary cellular automata for simulation of complex phenomena.
Light: Science & Applications, 12(1):132, 2023.

Gordon H.Y. Li, Christian R. Leefmans, James Williams, Robert M. Gray,
Midya Parto, and Alireza Marandi. Deep learning with photonic neural cellular
automata. Light: Science & Applications, 13(1):283, 2024.

Midya Parto, Gordon H.Y. Li, Ryoto Sekine, Robert M. Gray, Luis L. Ledezma,
James Williams, Arkadev Roy, and Alireza Marandi. Ultrafast neuromorphic
computing with nanophotonic optical parametric oscillators. arXiv preprint
arXiv:2501.16604, 2025.

Toshiaki Suhara and Masatoshi Fujimura. Waveguide nonlinear-optic devices,
volume 11. Springer Science & Business Media, 2013.



[59]

[60]

[61]

[62]

[63]

[64]

[65]

[66]

[67]

33

Xingyuan Xu, Mengxi Tan, Bill Corcoran, Jiayang Wu, Thach G. Nguyen,
Andreas Boes, Sai T. Chu, Brent E. Little, Roberto Morandotti, Arnan Mitchell,
et al. Photonic perceptron based on a kerr microcomb for high-speed, scalable,
optical neural networks. Laser & Photonics Reviews, 14(10):2000070, 2020.

Vivienne Sze, Yu-Hsin Chen, Tien-Ju Yang, and Joel S. Emer. Efficient
processing of deep neural networks: A tutorial and survey. Proceedings of the
IEEE, 105(12):2295-2329, 2017.

Johannes Feldmann, Nathan Youngblood, Maxim Karpov, Helge Gehring,
Xuan Li, Maik Stappers, Manuel Le Gallo, Xin Fu, Anton Lukashchuk, Ar-
slan S. Raja, et al. Parallel convolutional processing using an integrated
photonic tensor core. Nature, 589(7840):52-58, 2021.

Bowen Bai, Qipeng Yang, Haowen Shu, Lin Chang, Fenghe Yang, Bitao Shen,
Zihan Tao, Jing Wang, Shaofu Xu, Weigiang Xie, et al. Microcomb-based
integrated photonic processing unit. Nature Communications, 14(1):66, 2023.

Bitao Shen, Haowen Shu, Weigiang Xie, Ruixuan Chen, Zhi Liu, Zhangfeng
Ge, Xuguang Zhang, Yimeng Wang, Yunhao Zhang, Buwen Cheng, et al.
Harnessing microcomb-based parallel chaos for random number generation
and optical decision making. Nature Communications, 14(1):4590, 2023.

Mengxi Tan, Xingyuan Xu, Andreas Boes, Bill Corcoran, Thach G. Nguyen,
Sai T. Chu, Brent E. Little, Roberto Morandotti, Jiayang Wu, Arnan Mitchell,
et al. Photonic signal processor based on a kerr microcomb for real-time video
image processing. Communications Engineering, 2(1):94, 2023.

Qiushi Guo, Ryoto Sekine, Luis Ledezma, Rajveer Nehra, Devin J. Dean,
Arkadev Roy, Robert M. Gray, Saman Jahani, and Alireza Marandi. Femtojoule
femtosecond all-optical switching in lithium niobate nanophotonics. Nature
Photonics, 16(9):625-631, 2022.

Yoshitomo Okawachi, Mengjie Yu, Jae K. Jang, Xingchen Ji, Yun Zhao,
Bok Young Kim, Michal Lipson, and Alexander L. Gaeta. Demonstration of
chip-based coupled degenerate optical parametric oscillators for realizing a
nanophotonic spin-glass. Nature Communications, 11(1):4119, 2020.

Eyal Cohen, Shlomi Dolev, and Michael Rosenblit. All-optical design for
inherently energy-conserving reversible gates and circuits. Nature Communi-
cations, 7(1):11424, 2016.



34
Chapter 2

ALL-OPTICAL ULTRAFAST RELU FUNCTION FOR
ENERGY-EFFICIENT NANOPHOTONIC DEEP LEARNING

Gordon H.Y. Li*, Ryoto Sekine*, Rajveer Nehra*, Robert M. Gray*, Luis Ledezma,
Qiushi Guo, and Alireza Marandi. All-optical ultrafast ReLLU function for energy-
efficient nanophotonic deep learning. Nanophotonics, 12(5):847-855, 2023.
doi:10.1515/nanoph-2022-0137.

G.H.Y.L. conceived the project, developed the theory, executed the numerical
simulations, designed the experiments, participated in the experimental measure-
ments, analyzed the data, and wrote the manuscript.

* denotes equal contributions.

2.1 Abstract

In recent years, the computational demands of deep learning applications have ne-
cessitated the introduction of energy-efficient hardware accelerators. Optical neural
networks are a promising option; however, thus far they have been largely limited
by the lack of energy-efficient nonlinear optical functions. Here, we experimentally
demonstrate an all-optical Rectified Linear Unit (ReLLU), which is the most widely
used nonlinear activation function for deep learning, using a periodically-poled
thin-film lithium niobate nanophotonic waveguide and achieve ultra-low energies
in the regime of femtojoules per activation with near-instantaneous operation. Our
results provide a clear and practical path towards truly all-optical, energy-efficient

nanophotonic deep learning.

2.2 Introduction

Over the past decade, deep learning has revolutionized many important applications
including computer vision, speech recognition, and natural language processing [[1].
However, the explosive growth of modern deep learning models has quickly out-
paced improvements in conventional von Neumann computing architectures and
ushered in the use of dedicated hardware accelerators. The quest for ever-faster
and more energy-efficient hardware for deep learning began with exploiting the
graphics processing unit (GPU), then application-specific integrated circuits such
as Google’s tensor processing unit (TPU), and more recently the development of

non-von Neumann analog architectures [2, 3]. Naturally, photonics has attracted
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attention as a promising candidate due to its potential for massive parallelism and
ultrafast operation [4]. Indeed, optical neural networks (ONNs) have been experi-
mentally demonstrated in a variety of platforms including free-space optics [SH11]],
optical fiber [[12-17], and photonic integrated circuits [18-22].

In general, deep neural networks require two major types of computations: (1) linear
operations in the form of matrix multiplications and convolutions, which represent
the synaptic connections of the network, and (2) nonlinear activation functions,
which represent the neuron activations. ONNs excel at performing energy-efficient
linear operations in the optical domain, which forms the bulk of computations for
deep learning. However, a major remaining roadblock is achieving scalable energy-
efficient nonlinear activation functions, which comprises a smaller but essential part
of the deep learning workload. Thus, the majority of ONN implementations still opt
to utilize digital electronics to perform the nonlinear activation functions. In doing
so, the optoelectronic and analog-to-digital conversion typically imposes significant
speed and energy limitations. On the other hand, the demonstrated all-optical
approaches based on various processes [7, 13} [17, [19) 23-25]] are still too energy-
intensive and/or slow compared to electronics. This is because photon-photon
interactions are typically weak and require either high light intensities or high-Q
resonant cavities, both of which are undesirable for scalable computing purposes.
An all-optical, ultrafast, and energy-efficient nonlinear activation function is yet to
be demonstrated to unlock the full capabilities of ONNs. Such a function should also

be compact, highly scalable, and compatible with existing deep learning models.

In this work, we propose and experimentally demonstrate the first photonic device,
to the best of our knowledge, that satisfies all the aforementioned criteria for an
all-optical nonlinear activation function. It implements the Rectified Linear Unit
(ReLU) function, defined as ReLU(x) = max(0, x), which is one of the most widely
used nonlinear activation functions for deep learning. The widespread adoption of
the ReLU function was essential in sparking the deep learning revolution due to its
favorable properties for backpropagation training and simple implementation in dig-
ital electronics [1l]. However, its optical implementation has remained challenging

and posed a major hurdle for the real-world applicability of ONNs.
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2.3 Method

Principle of operation

The operating principle of our device is illustrated in Fig. 2.1} We encode the
signal information into the coherent optical field of pulses centered at frequency
2w, with positive values represented by ¢, = +m/2 phase states, and negative
values represented by ¢y, = —n/2 phase states. By co-propagating the signal
pulses with bias pulses centered at frequency w, with fixed input power and phase
at ¢, = +m/2, we can induce different nonlinear optical effects for the two possible
@2, signal phases depending on the value of the phase relationship 2¢,, — ¢2,,-
For the positive signal values with phase ¢,,, = +7/2, the phase relationship yields
2¢w—p2, = +m/2. This induces second harmonic generation (SHG), which is a y(?)
nonlinear optical process that converts two photons of frequency w into a photon of
frequency 2w, hence depleting w and amplifying 2w. Conversely, for the negative
signal values with phase ¢, = —n/2, the phase relationship yields 2¢,, — ¢2, =
3n/2 — —n/2. This induces degenerate optical parametric amplification (DOPA),

A ReLU(x)

Positive input (SHG)

>x g -n2 L 20 M~
M~

w ¢2w = T[/Z
2000 — P20 = /2
ReLU(x)
A .
. Negative input (DOPA)
’ w
» X —AMM 20 bo = 1/2
20 = —1/2 w
200 — P20 = —/2

Figure 2.1: Operating principle of the all-optical ReLLU function using a non-
linear photonic waveguide. (A) For positive inputs with phase of ¢,,, = +7/2, the
phase relationship between the signal and bias is 2¢,, — ¢2,, = 7/2, which causes
SHG that depletes w and amplifies 2w. (B) For negative inputs, ¢, = —n/2, the
phase relationship 2¢,, — ¢2, = 37/2 — —nr/2 causes DOPA that amplifies w and
depletes 2w.
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which is the inverse process of SHG that converts a photon of frequency 2w into
two photons of frequency w, hence depleting 2w and amplifying w. By judiciously
choosing the length and bias power, we can achieve the desired shape of the ReLU
function. We emphasize that our approach utilizes coherent parametric processes
which allows us to implement both positive and negative values (i.e., the information
is encoded in the field amplitude), unlike previous optical [7,
and optoelectronic methods [[11}, [14H16] 21}, 26-29] based on incoherent absorption
processes that can only implement positive values (i.e., the information is encoded

in the optical power).

Device design

To implement the y(?-based ReLU function, we use a periodically poled thin-film
lithium niobate (PPLN) nanophotonic waveguide that exploits the strong and instan-
taneous y? optical nonlinearity of lithium niobate and tight spatial confinement of
the waveguide modes to enhance the nonlinearity [30]. Additionally, careful qausi-
phase matching and dispersion engineering enables ultra-broadband and low-energy
interactions over mm-long propagation lengths, further enhancing the nonlinear op-
tical processes using femtosecond laser pulses [31H33]. Images of the device are
shown in Fig.[2.2] The PPLN nanophotonic waveguide is L = 2.5 mm long and was
fabricated on a 700-nm thick X-cut MgO-doped lithium niobate thin-film on 2-ym

T

pIa14 pazijewJou

Sio,

Figure 2.2: Images of the PPLN nanophotonic waveguide. (A) Scanning electron
microscope image of the ridge waveguide. (B) Two-photon absorption microscope
image of the PPLN ferroelectric domains with poling period of 5 um. (C) Simulated
electric field distributions of the fundamental TE modes at 1045 nm (2w) and
2090 nm (w).
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thick SiO, with lithium niobate substrate by dry etching with Ar* plasma, achieving
smooth ridge side-walls with slant angle of § ~ 60° as shown in Fig. 2.2]A. The
waveguide was electrically poled with a period of 5.17 um, as shown in Fig. 2.2B,
to ensure efficient SHG and DOPA. Dispersion engineering of the fundamental TE
mode of the ridge waveguide, shown in Fig.[2.2]C, allows for negligible group veloc-
ity mismatch and group velocity dispersion of w and 2w pulses centered at 1045 nm
and 2090 nm, respectively. This enforces good temporal overlap of the pulses over
the entire PPLN propagation length. The ideal parameters found from simulation
were a ridge top width of w = 1700 nm and etch-depth of & = 350 nm. See [33]] for
further details about fabrication and dispersion engineering of PPLN nanophotonic

waveguides.

2.4 Results

Femtojoule ReLLU function

The measured response of the all-optical ReLU is shown in Fig.[2.3] The nonlinear
function given by the PPLN was measured using a free-space chip characterization
setup. The source at 1045 nm (signal) was a Yb:fiber mode-locked laser producing
75-fs long pulses at a 250-MHz repetition rate (Menlo Systems Orange). The same
laser pumped a homemade degenerate optical parametric oscillator to generate the
pulses at 2090 nm (bias). The 2w and w pulses were coupled into and out of
the PPLN using reflective objectives focused on the waveguide facets. Finally, the
relative phase of the 2w signal and w bias was set using a delay arm, and the power
varied using a tunable attenuator. See Supplementary Section 1 for further details

about the experimental setup.

Our experimental results show good agreement with the ideal ReLU function
(R? = 0.9895), and demonstrates energy-efficient signal pulse energies in the regime
of femtojoules per activation. Note that the important feature of the function is its
nonlinear shape, since scaling/shifting the horizontal/vertical directions can be ac-
complished with linear optical transformations. In theory, the ideal ReLU function
requires an arbitrarily long PPLN and low bias pulse energy. However, in prac-
tice we must choose the bias pulse energy so as to best approximate the ReLU
function given our fixed device length. Thus, there are small discrepancies around
E»,(0) = 0, since neither the SHG nor DOPA processes sufficiently saturate at the
ultra-low energies. The maximum cutoff pulse energy is determined by the onset of
supercontinuum generation from strong back-conversion processes, which undesir-

ably degrades the pulse shape. To verify that the expected device response matches
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Figure 2.3: Output signal pulse energy versus input signal pulse energy for both
negative and positive inputs. There is good agreement between the ideal ReLU
function (dashed black line), simulation (dashed blue line) and experimental results
(red circles) for a bias pulse energy of E,,(0) = 270 fJ, and signal pulse energies of
femtojoules per activation.

our physical picture of the operating principle, we also performed nonlinear pulse
propagation simulations of the PPLN nanophotonic waveguide. See Supplementary

Section 3 for more details about the simulation methods.

Remarkably, we show that the PPLN nanophotonic waveguide can also approximate
other commonly used variants of the ReLLU function, simply by tuning the bias pulse
energy. For example, the Exponential Linear Unit (ELU) defined as ELU(x) = x
if x > 0 and ELU(x) = exp (x) — 1 if x < 0, which has been shown to outperform
the ReLLU function in certain cases [34], is achieved using a bias pulse energy
of E,(0) = 450 fJ as shown in Fig. 2.4A. In addition, we also implement the
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Figure 2.4: Other variants of the ReLLU function can be approximated by tuning
the bias pulse energy. For example, the (A) ELU function using bias pulse energy of
E,(0) =450 fJ and (B) GELU function using bias pulse energy of E,,(0) = 910 fI.
Ideal function curves are shown by the dashed black lines, and experimental results
with red circles.

Gaussian Error Linear Unit (GELU) defined as GELU(x) = x®(x) where ®(x) is
the Gaussian cumulative distribution using a bias pulse energy of E,(0) = 910 fJ
as shown in Fig. 2.4B. The GELU function is used extensively in Transformer
networks for natural language processing, which are regularly amongst the largest
deep learning models [35]. Thus, our all-optical PPLN nanophotonic waveguide
implementation gains greater real-world applicability by being compatible with a
wide range of existing deep learning models, especially the largest models where
energy efficiency is paramount. Indeed, compatibility has been problematic in
previous implementations of optical [7, 17, 23H25]] and optoelectronic [[11} (14, [15,
20, [29]] nonlinear activation functions, which do not reflect the most commonly
used functions in digital electronic neural networks. By alleviating this problem,

we expand the potential functionality of ONNs by avoiding the need to train new
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specialized models.

Ultrafast time response

Ideally, the time per activation should be near-instantaneous due to the ultrafast y (2
nonlinearity in lithium niobate. However, in practice, the response time is limited by
the finite phase-matching bandwidth as well as non-zero group velocity mismatch,
group velocity dispersion, and higher-order dispersion terms. To determine the
response time of the device, we used the pump-probe technique commonly used to
characterize all-optical switches [32, 136, 137]] (see Supplementary for more details).
In this case, the pump pulse is the w pulse and the probe pulse is the 2w pulse. We
measured the ultrafast ReLU dynamics by varying the time delay between the w

12 I ! T T T T
pump-probe
1T signal ’
__ 08} .
5 Estimated rise Estimated fall
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Figure 2.5: Pump-probe ultrafast timing measurements of the ReLLU dynamics.
The autocorrelation (yellow circles shifted vertically for clarity) of the input w pulse
is well-explained by a Gaussian profile (purple line) with FWHM of (56.4 + 1.5) fs.
The pump-probe signal obtained at a fixed pulse energy (blue circles) is fit (orange
line) by convolving the input autocorrelation with exponential growth and decay for
positive and negative time delays, respectively. The best fit yields a rise time of
(18.9 £ 1.9) fs and a fall time of (28.4 + 1.1) fs.
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and 2w pulses at a fixed pulse energy. Fig.[2.5|shows the intensity envelope of the
pump-probe signal as the time delay is varied as well as the autocorrelation of the

input w pulse.

The input autocorrelation is well-explained by a Gaussian profile with FWHM of
(56.4 £ 1.5) fs. We extract the characteristic rise and fall times by fitting the pump-
probe signal with exponential growth and decay functions for positive and negative
time delays, respectively, convolved with the input autocorrelation. The best fit
yields a rise time of (18.9 + 1.9) fs and a fall time of (28.4 + 1.1) fs. This implies
that the characteristic response time of the ReLU dynamics is (47.3 + 3.0) fs,
thus verifying that the ultrafast optical nonlinearity is responsible for the ReLU
response, and ruling out the possibility of any slower optical nonlinearities such as
photorefractive or thermo-optic effects. Therefore, we can reasonably regard the 2w
signal pulse length of ~ 75 fs as the time per activation for the all-optical ReLU. We

note that better dispersion engineering can lead to even faster activation times.

Simulated deep learning performance

One distinct advantage of our approach is that, unlike previous all-optical [19]
and optoelectronic [21] nonlinear activation functions, it can faithfully reproduce
the ideal ReLLU function, which uses both positive and negative values. There-
fore, we can leverage the large number of existing pretrained deep learning models
that use the ReLLU function (or its variants) for nonlinear activations. Although
ONNSs have been demonstrated that accurately reproduce linear operations such
as matrix multiplication and convolution, the use of atypical nonlinear activation
functions in the optical domain has required the training of new custom deep learn-
ing models [38, 39]. To improve upon this, we simulated the performance of the
all-optical ReLU function when used as part of a pretrained convolutional neural
network (CNN) for the prototypical task of MNIST handwritten digits image clas-
sification [40]. The MNIST dataset contains 28 X 28 pixels gray-scale images of
handwritten digits with 50000 training samples and 10000 test samples. We used a
standard CNN architecture (see Supplementary Section 5 for full details) containing
convolutional layers and ideal ReL.U layers followed by a fully-connected layer and
softmax classification output. The pretrained CNN achieved an ideal test accuracy
of 99.13%. Next, the ideal ReLU layers were replaced with custom layers repre-
senting the experimentally measured ReLLU response (after proper shifting/scaling)
without changing any of the other layers. This caused a slight drop in test accuracy

to 98.8% due to the slight deviations between the experimentally measured and
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ideal ReLU functions. To remedy this, the CNN was then fine-tuned by training
for only 2 epochs (the CNN sees each sample once per epoch) to regain the ideal
pretrained model accuracy of 99.13% as shown in Fig.[2.6] Fine-tuning is necessary

for any analog hardware implementation due to unavoidable fabrication errors, noise
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Figure 2.6: Simulated deep learning performance of the experimentally mea-
sured all-optical ReLLU function for MNIST handwritten digits image classifi-
cation. (A) A pretrained CNN was used where the ideal ReLLU layers are replaced
with custom layers representing the experimentally measured ReLLU response (af-
ter shifting/scaling) then fine-tuned by training for 2 epochs (batch size of 128) to
improve the test accuracy (blue line) back to the ideal pretrained model accuracy
(dashed black line). (B) Confusion matrix on the MNIST task for the final network,
which achieved 99.13% test accuracy.
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and other non-idealities encountered [41]. Note that this method requires far less
time compared to previous proposals for training new custom ONN models, which
required > 25 training epochs [38, 39]]. Therefore, our all-optical ReLU provides
the missing link to allow ONNSs to take advantage of existing pretrained models.
We note that the softmax classification layer is yet to be faithfully implemented in
an ONN which accounts for a small portion of the computation compared to the

convolutions, matrix multiplications and ReL.U nonlinear activations.

2.5 Discussion

Comparison of energy and time per activation

In this section, we compare the PPLN nanophotonic waveguide to other optical [13,
17, 119} 23], optoelectronic [[11} 1416, 21, 26H29]], analog electronic [42-44], and
digital electronic [45] nonlinear activation functions to demonstrate the state-of-
the-art performance of our device. In this case, the appropriate figure of merit is
the energy-time product, which properly accounts for both the energy consumed
and time taken per activation. To quantify the energy per activation, we follow the
convention in [39], as being the energy needed to generate a 50% change in the
power transmission with respect to the transmission with null input. In this case, our
device has an energy per activation of ~ 16 fJ. The bias pulse energy is not included
since it is not destroyed and can, at least theoretically, be reused for many signal
pulses. This is because the bias pulse is not dissipated as heat, unlike the case often
encountered for absorption-based processes. Assuming perfect phase-matching and
that positive/negative values occur equally likely, then the bias pulse should be
amplified/deamplified equally likely by the processes of DOPA/SHG, respectively.
The time per activation is given by the signal pulse width of ~ 75 fs, owing to the
near-instantaneous y? nonlinearity of lithium niobate as explained in Section 3.2.
Therefore, we achieve an energy-time product of 1.2 x 10727 J - s. The energy and
time per activation of our device is compared to other experimental demonstrations in
Fig. We attempted to consider device-level metrics wherever possible to provide
a fair comparison, however, we acknowledge that this was not always possible for
nonlinear activations as part of complete networks since fan-out and cascadability
constraints impose additional energy and time costs. Despite this, the outstanding
metrics of our device represents a significant breakthrough for optical nonlinear
activation functions. For state-of-the-art digital electronics, such as the NVIDIA
A100 Tensor Core GPU [46] based on 7-nm process node [47], we generously

assume that the ReLU function consumes ~ 1 fJ per activation, and occurs in a
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Figure 2.7: Comparison of energy and time per activation of this work (red star)
to previous all-optical (red circle), optoelectronic (blue square), analog electronic
(green diamond), and digital electronic (magenta triangle) nonlinear activation func-
tions. The numeric labels show reference numbers and dashed black lines show the
energy-time product contours.

single 1 GHz clock cycle. We see that, although our device still has an order of
magnitude greater energy per activation, the time per activation is four orders of
magnitude faster. Hence, we achieve an energy-time product that is three orders of
magnitude better than state-of-the-art digital electronics. Our numerical simulations
(Supplementary Section 3) predict that the PPLN nanophotonic waveguide can
realistically achieve a ReLU-like response with sub-femtojoule energy per activation.
This would even surpass the energy efficiency of state-of-the-art digital electronics.
We attribute the discrepancy between our experimental results and the theoretically
predicted limits for the energy scale to the imperfect phase-matching and fabrication
error of our device. Itis worth mentioning how these device-level metrics potentially
translate to those of complete neural networks. In this case, additional system-level
energy costs such as laser wall-plug efficiency and transport losses can significantly

increase the effective activation energy. However, we note that the same is also true
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in digital electronics such as GPUs where electrical data movement energy costs

can exceed the actual switching energy by several orders of magnitude [48]].

Potential network architectures

So far, we have demonstrated how PPLN nanophotonic waveguides can implement
all-optical, ultrafast, energy-efficient nonlinear activation functions, which forms
only one building block of a full neuron. In this section, we briefly discuss how our
device can be integrated into a complete ONN architecture. Interestingly, DOPA and
SHG are theoretically noiseless amplification/deamplification processes. Therefore,
the all-optical ReLU function should not contribute additional noise to a photonic
neural network. In principle, the all-optical ReLLU is compatible with most existing
ONN architectures that can accurately implement linear operations such as matrix
multiplication and convolutions. However, in practice, the speed bottleneck will
likely be the encoding of information into the required coherent optical amplitudes.
In this case, PPLN nanophotonic waveguides can be monolithically integrated with
high-speed electro-optic modulators in thin-film lithium niobate, demonstrated to
achieve bandwidths beyond 100 GHz [49]]. Furthermore, the light sources can
also be integrated on-chip using thin-film lithium niobate optical parametric oscilla-
tors [50]. Therefore, all the fundamental building blocks needed for a complete ONN
in thin-film lithium niobate already exist. Given the rapid increases in scalability
of thin-film lithium niobate photonics, we are confident that a complete ONN can
be demonstrated in the near-future. One potential approach is to use Mach-Zehnder
interferometer meshes [18]] or photonic tensor cores with waveguide cross-bar ar-
rays [20] to implement the linear matrix multiplications, then cascaded into PPLN
nanophotonic waveguides to perform nonlinear activations. Another promising
method is to use a time-multiplexed architecture similar to ones demonstrated for
coherent Ising machines [31] or photonic reservoir computers [[14, [15]. See Sup-
plementary Section 6 for more detailed descriptions and schematics of potential

integrated lithium niobate nanophotonic neural networks for deep learning.

A valid concern is harnessing the full capabilities of the all-optical ReLU function. It
is challenging to fully exploit the ultrafast time response of the nonlinear optical pro-
cesses since current interfacing electronics is currently limited to GHz bandwidths
[48]. However, this should not automatically preclude the use of ultrafast nonlinear
optics for optical computing. For example, coherent Ising machines [S1]] and optical
signal processing [52], which require optical input and optical output, are prime

candidates for near-term applications. In the future, all-optical computing hardware
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using such parametric ultrafast nonlinear activation functions may operate with
THz clock rates. Crucially, the all-optical ReLU is cascadable since DOPA/SHG
are inherently energy-conserving, i.e., the output is sufficiently energetic to serve
as the input trigger for at least one other neuron. If multiple outputs are desired,
1.e., fan-out, then intermediate amplification is needed, which can be provided by
the same type of PPLNs demonstrated. Therefore, in principle, the bottleneck of

optoelectronic conversion and analog-to-digital conversion can be bypassed.

2.6 Conclusion

In conclusion, we have demonstrated an all-optical ultrafast ReLU function using
a PPLN nanophotonic waveguide. It has an energy per activation of ~ 16 fJ and
time per activation of ~ 75 fs, thus achieving a state-of-the-art energy-time product
of 1.2 x 10727 J-s. Furthermore, we demonstrated how the same device can be
used to implement other common variants of the ReLLU function, and showed how
it can exploit existing pretrained deep learning models to greatly reduce training
time. Given the simplicity of our device, and the rapid improvements in scalability
of thin-film lithium niobate photonics, we envisage that it will be able to replace
periphery digital electronic circuits for calculating nonlinear activations in ONNs.
Therefore, we have presented a clear and practical path towards truly all-optical,

energy-efficient photonic deep learning.

2.7 Supplementary Information

Experimental setup

The experimental setup for the optical ReLU measurements is depicted in Fig. 2.§]
The pump laser is a mode-locked Yb-fiber laser which provides 70 fs pulses at 1045
nm with up to 1 W average power at a 250 MHz repetition rate (Menlo Systems
Orange A). The laser output is then split into two paths. The first path is sent to a
synchronously pumped degenerate optical parametric (SPDOPO) oscillator based
on periodically-poled lithium niobate (PPLN) which is used to efficiently generate
pulses at 2090 nm [53]. The OPO is locked using a "dither and lock" scheme,
facilitated by the Lock-In + PID application for Red Pitaya [54} 55]. A variable
ND filter is added to the output of the OPO to control the 2090 nm power sent to
the device. The second 1045 nm path is sent to a delay stage. Course adjustment
of the delay is done through manual tuning of the stage position and micrometer
arm while fine adjustment is performed using a piezoelectric actuator. This delay

enables temporal overlap of the two paths, and fine adjustment is used to change
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Figure 2.8: Experimental Schematic for all-optical ReLU measurements. The
pump laser at 1045 nm is first split into two paths. One beam is used to pump
our SPDOPO above threshold generating signal at centered at 2090 nm. The other
beam is guided to a delay stage and further overlaps with the 2090 nm OPO signal
at a dichroic mirror. Both beams are then coupled in and out from the chip using
high NA reflective objectives. Next, the waveguide output is filtered with a short
pass filter for filtering out the 2090 nm followed by splitting 1045 nm into two
paths. Both of the 1045 nm beams are coupled into multimode fibers; one beam
is measured by the OSA while the other beam is used to lock the delay stage.
PBS: Polarizing beamsplitter, HWP: Half-wave plate, DM: Dichroic mirror, Obj.:
Reflective objective, VND: Variable neutral-density filter, LPF: Long-pass filter,
SPF: Short-pass filter, FC: Fiber Coupler, OSA: Optical spectrum analyzer, PD:
Photodetector, OPO: Optical parametric oscillator.

the relative phase of the fundamental and second harmonic for the OPA process.
Like the other path, a variable ND filter is also placed along this path for adjusting
the 1045 nm power. The two paths are recombined at a dichroic mirror with high

transmission at 1045 nm and high reflectivity at 2090 nm before going to the device.

Focusing to and coupling from the device is done using a reflective objective (New-
port 50102-02). Temperature tuning of the device for fine adjustment of the quasi-
phase matching condition is done using a thermoelectric cooling stage (TEC). The

output of the chip is short-pass filtered around 1700 nm to remove all remaining
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signal at 2090 nm and then split into two paths. The signal on one path is measured
with a detector and used for feedback to the delay stage. A "dither and lock" scheme,
similar to that used for the OPO, is employed here to lock the relative phases of the
two inputs to switch between amplification and deamplification in the OPA process
[54,55]. The second path is coupled to fiber and sent to an optical spectrum analyzer

(OSA) for measuring the output power and spectrum (Yokogawa AQ6370D).

Device fabrication and characterization

For our devices, a wafer with 700 nm of X-cut MgO-doped LN on top of 2 um of
SiO, was used. 15 nm of Cr underneath 55 nm of Au were then e-beam evaporated
and patterned via e-beam lithography to form poling electrodes. 300V pulses
were used to pole the chip, and the quality was confirmed using second harmonic
microscopy. Waveguides were subsequently patterned on the chip using hydrogen
silsesquioxane (HSQ) as the e-beam resist and 15 nm of Ti as an adhesion layer.
They were dry etched with Ar™ plasma in an inductively-coupled plasma reactive-
ion etcher (ICP-RIE), and the remaining resists and side-wall re-deposition were
removed using Buffered oxide etchant (BOE) and RCA-1. Finally, the waveguide
facets were mechanically polished.

In Fig. 2.9] we display the measured spectrums of 2w, w and their non-linear
interaction in the waveguide. (a) and (b) show the input spectrums of 2w and w,
respectively, and (c) shows the evolution of 2w pulse as the phase difference is
modulated. We can see that for the positive signal values corresponding to the
phase relationship 2¢,, — ¢2,, = 7/2, the 2w signal grows due to SHG process while
depleting the w pulse. On the other hand, for the phase relationship 2¢,, — ¢>,, =
—m/2, the w pulse grows due to optical parametric amplification, thereby depleting

the 2w as evident from the dip in the spectrum.

We now estimate the input and output coupling efficiencies of our device. A detailed
discussion is provided in previous work on optical parametric generation (OPG) and
amplification (OPA) [33,156]]; here we outline the main steps. For a degenerate OPG
process in the high parametric gain regime, the generated average photon-number

in an ideal case is given by

(N) ~ %ezLW—P, @.1)

where P, L and n are pump power, interaction length, and non-linear interaction
efficiency. In the presence of experimental imperfections such as off-chip coupling,

coupling to optical fibers, and detection inefficiencies, the average photon-number
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Figure 2.9: Measured spectrums of » and 2w. In (a) and (b) correspond to the

waveguide input 2w and w, respectively. (c) shows the evolution of the waveguide
output 2w as the phase difference between 2w and w is modulated.
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Figure 2.10: Number of signal photons as the input pump power is varied. The
red points are experimentally measured data for several values of pump power and
the black curve shows the exponential fit used for estimating the output coupling
efficiency, i.e., the ; parameter in Eq. @

is given as

(N) ~ %62”’72_”, 2.2)

where all optical losses on the OPG signal are combined in 7; parameter and 77,
quantifies the non-linear interaction strength and the input coupling efficiency of our
second harmonic signal. From our measured data for OPG power, we determine the
average photon number for various values of the second harmonic pump. By fitting
the data, we can extract the 771 and 1, parameters. In Fig. the measured average
number of photons are displayed with respect to the input pump power. From the
fit, we extract n; = 0.20, i.e., the estimated output coupling loss is about 7 dB,
which shows a good agreement with our previous paper [33, 56]. Given the total
coupling loss measured at low power, we then determine the input coupling loss as
the difference between total and output coupling losses. We note that coupling losses
< 1 dB per facet have been reported for thin-film lithium niobate photonics [57],

which is promising for large-scale circuits.
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Simulation method

We numerically solved an analytical nonlinear envelope equation (NEE) in the
frequency domain using a split-step Fourier technique to simulate the pulse prop-
agation and nonlinear dynamics in the waveguide. The nonlinear step was imple-
mented using fourth-order Runge-Kutta method. We obtained the NEE by ignoring
counter-propagating modes, which are usually phase mismatched, and assuming
a constant nonlinear coefficient across the entire simulation bandwidth. The fun-
damental and second harmonic pulses were assumed to have a transform-limited,

hyperbolic-secant profile. The NEE is given by:

0A Q o’
== =i |B(w) - o - —— - i5| A 2.3)
Z Vref 2

d(2)Fa {a®(z, )€/ + 2a(z, 1)a*(z,1)e 1?0}

I 0)80X0
8

where A(z, w) is the complex amplitude of the field during propagation, a(z,t) is
the time domain representation of A(z,Q), ¢(z,t) = wot — (Bo — wo/Vrer)z, Po is
the waveguide propagation constant at frequency wg, £ = w — wy is the envelope
frequency, w is the optical frequency, « is the attenuation constant, d(z) = +1 is the
instantaneous sign of the nonlinear coefficient due to quasi-phase matching, g is

the Fourier transform in Q, and Xj is the effective nonlinear coeflicient.

To simulate the ReLU response of our experimental device, shown in Fig. 3 in
the main text, we assumed @ ~ 0.1 dB/cm and used the following waveguide
geometry obtained from atomic force microscope measurements: waveguide top
width of 1768 nm, ridge height (etch depth) of 377 nm, and a total lithium niobate
thin-film thickness (before etching) of 713 nm. We use the effective nonlinear
coeflicient as a fitting parameter to match the experimental data and inferred a value
of Xo ~ 0.36 x 10~'2 V2, which is about ~ 1/3 of its ideal value.

Given the fabrication error and imperfect phase-matching of our device, we could
only experimentally achieve an energy of ~ 16 fJ per activation. However, Fig.
shows the simulated ideal performance of a PPLN with length L = 2.5 mm, ridge
top width of w = 1700 nm, etch-depth of 4 = 350 nm, and bias pulse energy of
E,(0) = 10 fJ. We see that it can achieve a ReLLU-like function with sub-femtojoule

energy per activation.
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Figure 2.11: Simulated ReLU-like nonlinear activation function with sub-
femtojoule energies achieved using bias pulse energy of E,(0) = 10 fJ and ideal
PPLN parameters.

Fitting of pump-probe signal
The input autocorrelation was fit using a Gaussian profile:
—12

e20'2

G(r) = : (2.4)

oVN2r
where o is related to the FWHM by FWHM = 20 V2 In 2. The exponential function
with characteristic decay time of 7 = 1/4 is defined as:

F(t)=e . (2.5)

The convolution between G (¢) and F(z) is defined as:

. i (l‘l _ t)2
I({)=F(t)«G(t) = ! / eMe 207 dr. (2.6)
0

oVN2r

We fit the pump-probe signal with exponential growth and decay functions for posi-

tive and negative time delays, respectively, convolved with the input autocorrelation
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by using the analytical formula for Eq. 2.6}

1(7) = %e—/l(t’—a'le/z)

t — o2
1+erf | —— ||, 2.7
+er( Vo )] &7

where erf(x) = % fox e~% dz is the error function.
Convolutional neural network architecture

The pretrained convolutional neural network (CNN) architecture is shown in Fig.[2.12]
The CNN was trained on the MNIST handwritten digits image classification [40]

using stochastic gradient descent with momentum (SGDM) with initial learn rate of

0.01 and batch size of 128. For fine-tuning after the ideal ReLU layers were replaced

with custom layers representing the experimentally measured ReLLU response, the

initial learn rate was decreased to 0.001.

Name Type Activations Learmables
imageipput Image Input 28x=28=1
N con ._ e i e 11 2 e e Convolution e
Eif".i::.!'_l'l-o.f-l?'l-_:ln R Batch Normalization | 28x28=3
relu_1 RelLU 28x28=8
rj‘.a..-..pcol_1 o ) Max Pooling 14x14x=8
r_c-"_2 e Convolution 14x14x16
l__:a.'-:!~n0n-.1_2 ) Batch Normalization | 14x14x16
relu_2 RelU 14=14=16
0L i s 22 s g D000 Maxx Pooing
C Convolution 7x7x32
batchnorm_3 Batch Normalization | 7x7=32
relu_3 RelLU TxT=32
Fully Connected 1=1=1@ Weights 1@x1568
Bias 18=1
softmax Softmax 1x1x1@

classoutput Classification Quiput | -

Figure 2.12: Pretrained convolutional neural network architecture.

Potential integrated photonic neural networks
A promising approach to integrating the all-optical ultrafast ReLU into a complete
ONN is to monolithically integrate it with high-speed electro-optic modulators in

thin-film lithium niobate nanophotonic circuits. Fig. [2.13] shows two examples of
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Figure 2.13: Potential integrated photonic neural networks using the all-optical
ultrafast ReLLU function. (a) Spatially-multiplexed design based on a mesh of
Mach-Zehnder interferometers performing linear operations, directly cascaded into
an array of PPLNs performing the ReLLU activations. (b) Time-multiplexed design
based on feedback-modulated delay loops performing linear operations and the
PPLN performing ReLU activations, acting as the single photonic neuron folded in
time.

how this can be accomplished. One method, shown in Fig.[2.13(a), uses a spatially-
multiplexed approach. It consists of a mesh of Mach-Zehnder inteferometers, akin to
those demonstrated in silicon photonics [18]], to perform linear operations, directly
followed by an array of PPLNs to perform the ReLLU activations. Therefore, in this
approach, each neuron represents a separate PPLN and the entire neural network
layer is computed in a constant time step. Subsequent layers are identical in structure

and can be directly cascaded following the array of PPLNs. The bias pulse can be
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directly fed to each PPLN using out-of-plane couplers as shown in Fig. [2.13(a), or

by using in-plane photonic crossbar switches. The bias and signal pulses can be
decoupled using wavelength-division multiplexing (WDM) filters either on-chip or
off-chip.

The second method, shown in Fig. [2.13](b), uses a time-multiplexed approach based
on a single photonic neuron folded in time with feedback-modulated delay loops [58]].
In this architecture, each delay loop at each time step represents a different synaptic
connection in the neural network layer. By properly updating the feedback modula-
tors at each time step, the required linear operations can be achieved. Therefore, only
one PPLN performing ReL.U activations is needed to represent all neurons, but the
number of delay loops and time steps to compute each neural network layer equals
the number of synapses for each neuron. This architecture may be advantageous
in that it relaxes the experimental constraints for fabricating and controlling a large
number of PPLNs like in the spatially-multiplexed method.

Given the relatively long (~mm) length of the PPLN, but ultrafast response time,
it is desirable to employ a time-multiplexed approach for scalability. Furthermore,
although we show the use of free-space coupling here, this can be eliminated
through the monolithic integration of thin-film lithium niobate lasers [59], and
integrated detectors [60]. This is substantially more complicated than any previously
demonstrated thin-film lithium niobate photonic circuit [32, 133} 161} 162]], but rapid
improvements in fabrication quality/tolerance in thin-film lithium niobate photonics
promise a path toward a monolithically integrated photonic neural network in the

near future.
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3.1 Abstract

Over the past decade, artificial intelligence (Al) has led to disruptive advancements in
fundamental sciences and everyday technologies. Among various machine learning
algorithms, deep neural networks [[1]] have become instrumental in revealing complex
patterns in large datasets with key applications in computer vision, natural language
processing, and predictive analytics. With the increasing prevalence and adoption
of deep learning, the quest for hardware solutions that can efficiently process data
in real time with high speeds and low latencies has come to the forefront of research
in many fields. On-chip photonic neural networks offer a promising platform that
leverage high bandwidths and low propagation losses associated with optical signals
to perform analog computations for deep learning [2-6]. However, nanophotonic
circuits are yet to achieve the required linear and nonlinear operations simultaneously
in an all-optical and ultrafast fashion. Here, we report an ultrafast nanophotonic
neuromorphic processor using an optical parametric oscillator (OPO) fabricated on
thin-film lithium niobate (TFLN). The input data is used to modulate the optical
pulses synchronously pumping the OPO. The consequent signal pulses generated
by the OPO are coupled to one another via the nonlinear delayed dynamics of the
OPO, thus forming the internal nodes of a deep recurrent neural network. We
use such a nonlinearly coupled OPO network for chaotic time series prediction,
nonlinear error correction in a noisy communication channel, as well as noisy
waveform classification and achieve accuracies exceeding 93% at an operating clock

rate of ~ 10 GHz. Our OPO network is capable of achieving sub-nanosecond
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latencies, a timescale comparable to a single clock cycle in state-of-the-art digital
electronic processors. By circumventing the need for optical-electronic-optical
(OEO) conversions, our ultrafast nanophotonic neural network paves the way for
the next generation of compact all-optical neuromorphic processors with ultralow

latencies and high energy efficiencies.

3.2 Introduction

Deep neural networks (DNNs) have revolutionized modern data processing with
transformative results across numerous fields ranging from fundamental sciences
to automotive and healthcare industries to generative art [[/-9]. As deep learning
algorithms become more prominent, traditional computing hardware proves to be
increasingly less suitable for their implementation. This incompatibility poses a
formidable challenge for the future of Al and originates from several characteristics
of current computing architectures. The substantial growth of the compute required
by recent deep learning models far surpasses the current trend in the advancement
of digital electronic processors [[10]. The resulting gap becomes even more acute in
many practical scenarios that require real-time processing where ultralow latencies
are critical. In addition, as algorithms become more complex and datasets grow
larger, the energy required to perform computations surges, resulting in serious
financial and environmental consequences. Providing viable solutions to these chal-
lenges has brought the quest for efficient and high-speed computing hardware to the

forefront of research across various disciplines to drive disruptive Al technologies.

Against this backdrop, photonic neural networks (PNNs) have recently emerged as
promising candidates that can harness high bandwidths offered by optical systems
to provide ultrafast operation while maintaining high energy efficiencies facilitated
by the low-loss propagation of light [5, |6, [11]. In particular, recent advances
in nanofabrication and photonic integrated circuits (PICs) have provided a fertile
ground for implementing light-based Al architectures on compact chip-scale devices
[12]. DNNs consist of many layers of linear operations such as matrix multiplications
or convolutions interleaved by nonlinear activation functions. Existing integrated
PNNs utilize various architectures such as Mach-Zehnder inteferometers [13]] as
well as microring resonator arrays to accelerate the linear operations necessary for
deep learning [2,4}14]]. Typically, opto-electronic components provide the nonlinear
activation functions in PNNs. Alternatively, one can realize the nonlinear operations
by using all-optical nonlinearities [15] such as phase change materials [16-18] or

optical parametric processes [19,20]. This latter approach can therefore eliminate
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the need for successive optical-electronic-optical (OEO) conversions and provide a
route for true all-optical integrated neural networks with ultrashort latencies beyond
those attainable by hybrid optoelectronic architectures. Yet, despite significant
progress in PNNs [21], achieving a unifying platform that simultaneously provides
both linear multiply-accumulate (MAC) operations and ultrafast nonlinear activation

functions in nanophotonic circuits has remained elusive.

In this work, we address this challenge and demonstrate an integrated photonic neural
network that harnesses coherent optical pulse propagation in conjunction with ultra-
fast parametric nonlinear processes [22, 23] to achieve ultralow-latency operations.
To this end, we use a nanophotonic optical parametric oscillator (OPO) fabricated on
a TFLN chip to implement a deep recurrent neural network which we dub OPONN.
In our scheme, as shown in Fig. masked sequential data is used to modulate the
optical pulses of an electro-optic (EO) frequency comb used to synchronously pump
the OPO. In response, the nanophotonic OPO, which operates at degeneracy [24]],
generates signal pulses at the half-harmonic of the input pump. The optical feedback
provided by the cavity on one hand and the parametric amplification on the other
hand act upon the generated signal fields creating dynamics akin to those associated
with neurons in a recurrent neural network. We utilize our OPONN for machine
learning on three different tasks: (i) ultrafast chaotic time series prediction involving
the archetypal Lorenz and Mackey-Glass systems of equations, (ii) compensating
nonlinear distortions in a noisy communication channel, and (iii) waveform classi-
fication on noisy signals that are randomly chosen from three different classes of
sinusoidal, rectangular, and sawtooth functions. In all cases, the OPONN achieved
accuracies exceeding 93% while operating at ~ 10 GHz clock rates. Remarkably,
this clock rate is only limited by the electronic sources responsible for generating the
input pump pulses, and is not an inherent limit of our OPO-based neural network,
which is operable with femtosecond pulses. By realizing the linear MAC operations
as well as the nonlinear activation functions in the optical domain, our implemen-
tation also eliminates the need for OEO conversions that are typically required in

state-of-the-art PNN architectures.

Figure [3.1] illustrates the OPO-based neurmorphic processor. At the heart of the
processor is an on-chip OPO which is fabricated on an x-cut TFLN wafer with a silica
buffer layer. It consists of a dispersion-engineered periodically-poled lithium niobate
(PPLN) section that provides broadband quasi phase matching (QPM) between the

pump at 1045 nm and the generated signal and idler waves. The cavity is formed by
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Figure 3.1: Nanophotonic OPO-based neuromorphic processor. Schematic view
of the nanophotonic OPO utilized in our experiements for neuromorphic computing.
The top panel depicts the microscope image of the device (more information about
the chip design can be found in [25]]). The central part of the racetrack resonator is
removed for clarity. The structure is designed in such a way that only the degenerate
signal/idler resonate inside the cavity. At the input, the optical pump generated from
an EO comb at fi., ¥ 10 GHz and a center wavelength of ~ 1045 nm is modulated
by an EOM. The modulating signal is generated by an AWG that applies discrete data
X (n) at ~ 10 GSa/s. This data represents a time series that is obtained by sampling
an arbitrary function f(z) in time, followed by masking with a randomized set of
input weights Wj,, thus forming the input layer of our OPO neural network. The
inset depicts a two-photon microscope image of the periodically poled region in the
OPO cavity necessary for quasi phase matching (QPM). Within this poled region, the
generated signal pulses from previous roundtrips nonlinearly couple to the incoming
pump pulses, collectively acting as a nonlinear recurrent network that connects the
input layer to the output (the inset schematically displays this nonlinear coupling).
At the output, the signal pulses at ~ 2090 nm are separated from the pump using
a fiber-based WDM filter and sent to a fast photodetector. The output layer of our
OPONN is then set up by forming a weighted average of these detected pulses.

two input/output adiabatic couplers which are designed to only allow the signal/idler
modes to resonate within the cavity [24]]. Throughout our experiments, the OPO
is operated in the degenerate regime. We synchronously pump the OPO using
transform-limited pulses with a duration of ~ 2 ps generated by an EO comb with a
repetition rate of ~ 10 GHz matching the cavity free spectral range (FSR). The input
layer of the neural network is formed by using an electro-optic modulator (EOM)
driven by an arbitrary waveform generator (AWG) operating at ~ 10 GSa/s to prepare
the masked sequential data fed into the OPO as the pump pulses. During successive

cycles defined by the roundtrip time of the OPO cavity, the input pump pulse and
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the signal pulse traveling in the cavity overlap in the PPLN region. The signal pulse
carries information from the previous signals due to the feedback provided by the
cavity. In this respect, the resonator serves as an optical memory. Followed by this
coherent interference between the signal and pump pulses, the PPLN element acts
as a nonlinear neuron that generates a signal pulse which is a nonlinear function of
its inputs, i.e., the current pump pulse and the previous signal pulse. In this respect,
the nanophotonic OPO provides an all-optical implementation of a deep recurrent
neural network. Finally, the weighted average of the signal pulse intensities resolved
by a fast detector forms the output layer of the OPONN (Fig. [3.1).

Low latency time domain signal processing using OPONN

We employed the OPONN to perform machine learning on a variety of benchmark
tasks that involve time-domain signals. The first task is to predict the evolution of a
chaotic time series generated by the Lorenz63 model proposed by Lorenz in 1963
[26]] to describe atmospheric convection. This is governed by a three-dimensional
system of coupled nonlinear differential equations X = 10(y — x),y = x(28 — z) —
v,z = xy — 8z/3, where x, y and z denote physical observables associated with
the convective current and the temperature variations in different spatial directions.
For the set of parameters and the initial conditions chosen here, the Lorenz system
exhibits deterministic chaos that is manifested by an aperiodic trajectory in the
phase space known as a strange attractor. Under such conditions, the evolution of
the observables show a dramatic sensitivity to the initial conditions, hence defying
conventional methods of prediction. Our goal here is to train the OPONN to forecast
the next time step of the signal x(7) based on its past history. To achieve this, we
first sample the input data at a sampling rate of ~ 10 GHz to obtain the discrete
signal u(n). We then configure the network with Nj, = 3 and Ny = 10 nodes in the
input and the output layers, respectively. The input weights defined by the vector
Wi, are chosen randomly. We split the entire span of the available data into two
equal periods of training and testing. Training is performed in silico by singular
value decomposition to obtain the optimal output weight matrix W, that results
in the least estimation error during the training phase. In contrast to other types
of deep neural networks that typically require computationally intensive training
techniques such as backpropagation, our neural network can be trained considerably
simpler with minimal computation requirements. Figure [3.2a shows measurement
results obtained from experiments, where both the target and the predicted signals

are displayed. To quantify the performance of the OPONN for this forecasting task,
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Figure 3.2: Chaotic time series prediction using OPONN. a, Numerically cal-
culated values of the x(#) signal associated with the Lorenz63 model (target) and
the experimentally measured signal at the output of our OPONN (predicted). As
shown in the figure, the entire span of the signal with a ~ 500 ns duration is split
into two equal sections for training (the shaded area) and testing. As evident, the
predictions of the OPONN closely matches the target values. b, Similar results for
the Mackey-Glass system of equations in the chaotic regime.

we calculate the normalized mean square error (NMSE) between the target and the

predicted time series given as 0.07 + 0.017 for this task.

As a second example, we consider another benchmark time series prediction task
associated with the Mackey-Glass system (MGS), which was originally developed
in the study of physiological control mechanisms that are known to exhibit a host
of complex behaviors [27]. The model is described by a class of nonlinear delay
differential equations exhibiting dynamics that critically depend on the system pa-
rameters. Of particular interest is the scenario when the solutions become chaotic,
signaling an abnormal physiological behavior associated with pathological cases.
Here, we use our OPO network to forecast the future instances of the resulting
chaotic time series. Figure [3.2p depicts the target MGS solution together with
predicted values obtained by measuring the OPONN output, indicating a prediction
error of NMSE = 0.06 + 0.017.

To demonstrate the versatility of our ultrafast nanophotonic processor, we next ex-
ploit it to compensate for nonlinear distortions that typically occur in a wireless com-
munication channel. We assume that the input message to be transmitted contains
a random stream of symbols M (n) of the four-level-pulse-amplitude-modulation

(PAM4) format. This modulation scheme is of practical interest in data centers
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and is implemented for instance in state-of-the-art 800G transceivers. Upon en-
tering the communication channel, the message is subjected to multiple adverse
effects that degrade the fidelity of the received signal S(n) at the end of the channel.
First, the presence of scatterers located around the path between the source and
the receiver result in multipath fading that causes intersymbol interference among
adjacent symbols. In addition, to overcome the losses that are incurred through
the signal propagation, it is desirable to maximize the power of the transmitted
signal by increasing the gain from the power amplifier in the output stage of the
transmitter. This increase in the power is accompanied by nonlinear effects that
distort the message. Additionally, the signal to noise ratio (SNR) is diminished by
various noise sources, including thermal fluctuations and the noise introduced by
amplifiers. Previous studies have shown the potential of recurrent neural networks
in correcting for these cumulative distortions [28-30]. Our objective is to perform
this error correction task by exploiting the OPONN. Here, N;, = 5 and Ny = 21
nodes are used in the input and output layers, respectively. To assess the success of
our approach, we calculate the symbol error rate (SER) defined as the percentage
of the symbols detected incorrectly at the receiver end. Simulation results predict
that the OPONN can effectively correct these errors and significantly improve the
SER (Fig. [3.3p). Our experiments corroborate this and show that a direct detection
of the corrupted signal at the channel output results in a high SER of 19% + 1.6%
(Fig. 3.3p). In contrast, once trained, the OPONN is able to improve this result
to SER = 7% =+ 2.3%. In order to confirm the role of the nonlinear processing

performed by the OPO in error compensation, we also considered a purely linear
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Figure 3.3: Nonlinear channel equalization of PAM4 signals using ultrafast
nonlinear response of the OPO network. a, Simulated SERs obtained using
direct detection versus those achieved after OPONN equalization for various SNR
levels. b, Experimentally obtained eye diagrams without (left) and with (right)
OPONN equalization.
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equalization applied directly to the input pump, for which a SER = 11% =+ 1.8% was
measured. Given the fact that the measured SNR of the OPO output was lower than
that associated with the input pump (please see Supplementary section 1), this latter
comparison clearly indicates the efficacy of the OPO network to harness ultrafast

photonic nonlinear processes to perform this equalization task.

One of the key applications in time domain signal processing involves the classifica-
tion of various waveforms, with numerous applications ranging from bioinformatics
[31,132] to seismology [33]. In order to showcase the generality of our approach, we
next utilized the OPO neural network to distinguish among three classes of different
waveforms randomly chosen from sinusoidal, square, and sawtooth signals that are
contaminated with noise (Fig. [3.4p). Each waveform contains N = 50 samples
constituting two consecutive cycles. For this experiment, the OPONN is set up
with Nj, = 5 nodes at the input. At the output of the chip, the sub-harmonic signal
generated by the OPO is sampled at three equidistant points, forming K = 3 output
neurons (Fig. [3.4p). The output layer of the neural network consists of a fully
connected layer with Ny, = 3 nodes. During the training period, the linear weights
associated with this output layer W, are optimized according to a winner-takes-all

approach. We use a training set of 300 waveforms (100 from every class) and a
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Figure 3.4: Noisy waveform classification task. a, We use the AWG to encode
samples representing two cycles of periodic waveforms randomly chosen from three
different classes of sawtooth, sinusoid and square signals with additive noise on the
input pump (left). The measured signals at the output of the OPO associated with
these waveforms are shown on the right. The output signals are sampled at three
equally distant instances corresponding to three different nodes. The output layer
of the OPO network is then set up by forming a fully-connected layer between these
nodes and the output nodes that are activated based on a winner-takes-all approach.
b, Using this simple architecture, we achieved 100% accuracy for this classification
task.
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different set of equal size for testing. In all cases, the OPONN was able to success-
fully classify all waveforms with 100% accuracy, despite the presence of significant
noise levels at the input (Fig. [3.4p).

Discussion

In conclusion, we have demonstrated an ultrafast photonic neuromorphic processor
based on a nanophotonic OPO chip operating at 10 GHz clock rates. Our approach
leverages coherent optical pulse propagation in conjunction with ultrafast parametric
nonlinear processes available in TFLN to perform both the linear MAC operations
and nonlinear activation functions in the optical domain. Operating at ~ 10 GHz
clock rates, our OPO neural network is capable of achieving sub-nanosecond la-
tencies, a timescale comparable to a single clock cycle in state-of-the-art digital
electronic processors. We showcased the power of OPONN in performing a va-
riety of machine learning tasks that involve time series signals including chaotic
time series prediction, nonlinear channel equalization, as well as noisy waveform
classification. In all cases, the OPONN achieved success rates exceeding 93%. By
eliminating successive slow and energy-intensive OEO conversions, our OPONN
represents a significant leap towards realizing integrated all-optical neuromorphic
processors operating at unprecedented high speeds while maintaining low energy

consumptions.

3.3 Supplementary Information

Experimental setup

Figure[3.5]shows a detailed schematic of our experimental setup. We use an electro-
optic (EO) comb to generate optical pulses at 10 GHz repetition rate and center
wavelength of 1045 nm with a pulsewidth of ~ 2ps to synchronously pump the
nanophotonic OPO. These pulses are passed through a booster optical amplifier
(BOA), wave shaper, and Ytterbium-doped fiber amplifier (YDFA) for amplification
and dispersion compensation. The sequential data at the input layer is prepared
by modulating the pump pulses using an intensity modulator (IM) driven by an
arbitrary waveform generator (AWG) operating at 10 GSa/s. The modulated pump
pulses are further amplified using a second YDFA before being coupled into the chip.
Lensed fibers are used to couple the pump into the chip and to collect the emitted
signal at the output. Our on-chip OPO is fabricated on an x-cut, 700-nm-thick
thin-film lithium niobate (TFLN) wafer with a silica buffer layer. It comprises two

input/output adiabatic couplers before and after the periodically poled section which
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Figure 3.5: Schematic diagram of the OPONN experimental setup.
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Figure 3.6: Different SNR levels associated with the measured pump and signal
pulses. Example measurement traces involving the pump pulses @ 1045 nm (left)
and the emitted signal pulses @ 2090 nm by the OPO (right).

are designed to only allow the degenerate signal/idler modes to resonate within the
cavity. The emitted signal pulses at 2090 nm are resolved using a fast biased detector
(with 12 GHz bandwidth) and form the output layer of the OPONN. As evident from
experimental measurements presented in Fig. [3.6] the signal-to-noise ratio (SNR)
of the detected pump pulses were significantly higher than that associated with the
signal pulses.

Comparison to other physical reservoir computers

The concept of the OPONN is closely related to physical reservoir computing [34]],
which exploits complex nonlinear dynamics in analog physical systems. In this
section, we compare our OPONN with other experimentally demonstrated physical
reservoir computers in different platforms based on various physical mechanisms

including optoelectronic, magnetic, electrical, mechanical, chemical, atomic, and
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Figure 3.7: Comparison of computational clock rates. Bars show the rough
order-of-magnitude ranges for clock rates in experimentally demonstrated physical
reservoir computers based on different types of physical mechanisms. The marker
point in each bar shows a representative state-of-the-art example for that category,
numbers in brackets correspond to the reference numbers in Table 1.

biological. The unique advantage of the OPONN is its exceptionally high computa-
tional clock rate, whereas other physical reservoir computers usually prioritize low
power consumption. Here, we restrict our attention to experimentally demonstrated
results. Although the types of computational operations and network architectures
can vary greatly between physical reservoir computers, we consider the maximum
effective computational clock rate (even if the implementation does not have a lit-
eral hardware clock as part of the design) to be given by the fastest reported input
update rate or minimum time between successive operations in the physical recur-

rent/reservoir layer. The maximum clock rate therefore relates to the theoretical
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Ref. Type Platform Tasks Clock Rate
This . Nanophotonic optical Chaoug time series forecgstmg,
Optical . X nonlinear error correction, 9.47 GHz
Work parametric oscillator . .
waveform classification
. . Spoken digit recognition,
[35] | Optoelectronic | Semiconductor fiber laser oL " . 5 GHz
chaotic time-series forecasting
36 Magnetic Spm-tquue Spoken digit recognition, 500 MHz
nano-oscillator waveform classification
7] Electrical Ferroelectrlc{ field-effect . Bgolean lloglc, ‘ 50 MHz
transistor nonlinear time series forecasting
Nonlinear filter emulation,
1381 Mechanical Miura-ori origami Volterra series, 480 Hz
nonlinear limit cycles
1391 Chemical Organic elecﬁrf)—chemmal Heartbeat classification 200 Hz
transistor
(0] Atomi B d ts in sili Boolean logic, 40H
omie oron dopants n sticon MNIST image classification z
[AT] Biological Dlsso.c1ated rat E18 Splkg timing, 10 Hz
cortical neurons random music classification

Table 3.1: Comparison of state-of-the-art experimentally reported physical
reservoir computers based on different types of physical mechanisms.

minimum latency or fastest input signal time scales that the physical reservoir com-
puter was demonstrated to respond to in real-time. The rough order-of-magnitude
ranges for different categories of experimentally demonstrated physical reservoir
computers and a corresponding state-of-the-art example for each category are shown
in Fig. A comparison of the representative state-of-the-art examples for each

category of physical mechanisms of the physical reservoir computer is shown in

Table B.11

All-optical output layer

In the main text experiments, we focused on demonstrating the ultrafast nonlinear
recurrent layer of the OPONN, which comprises the bulk of the computation and
primary bottleneck of neuromorphic processors. We chose to perform the linear
output layer during post-processing on a conventional digital electronic computer
for simplicity since many previous works have shown how to accelerate linear
operations using optics. In this section, we propose a simple implementation for an
end-to-end all-optical OPONN that does not rely on electronics for executing the

linear output layer.
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Figure 3.8: An end-to-end all-optical OPONN. Both the reservoir and linear
output layers can be implemented directly in the same thin-film lithium niobate
nanophotonic platform.

In the context of physical reservoir computers, the reservoir layer acts as a recurrent
layer with highly nonlinear and complex dynamics, and the linear output layer
contains fixed weights trained by linear regression. In the OPONN, the linear
output layer can be implemented in the same thin-film lithium niobate nanophotonic
platform as the reservoir layer. For example, Fig. [3.8] shows a multi-arm Mach-
Zehnder interferometer that can perform a linear dot product for a single-channel
output (e.g., for time series forecasting tasks) directly in the optical domain. The
relative delays in each arm encode for the corresponding time-delayed reservoir
variables, which are represented by the coherent amplitudes of ultrashort laser
pulses. The electro-optical amplitude modulators in each arm encode the fixed
weights of the linear output layer. Therefore, the reservoir variables can be measured
during the training phase, then the optimal output layer weights can be determined
using linear regression (usually on a digital computer), and finally used to set the
bias voltages for the electro-optic amplitude modulators in the output layer. Once
the output layer weights are determined, the computation can be performed entirely

in the optical domain during testing or inference stages.
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Chapter 4

PHOTONIC ELEMENTARY CELLULAR AUTOMATA FOR
SIMULATION OF COMPLEX PHENOMENA

Gordon H.Y. Li, Christian R. Leefmans, James Williams, and Alireza Marandi.
Photonic elementary cellular automata for simulation of complex phenomena.
Light: Science & Applications, 12(1):132,2023. doi:10.1038/s41377-023-01180-
ol

G.H.Y.L. conceived the project, developed the theory, executed numerical sim-
ulations, designed the experiments, participated in building the experimental
setup, performed the experimental measurements, analyzed the data, and wrote
the manuscript.

4.1 Abstract

Cellular automata are a class of computational models based on simple rules and
algorithms that can simulate a wide range of complex phenomena. However, when
using conventional computers, these ‘simple’ rules are only encapsulated at the level
of software. This can be taken one step further by simplifying the underlying physical
hardware. Here, we propose and implement a simple photonic hardware platform
for simulating complex phenomena based on cellular automata. Using this special-
purpose computer, we experimentally demonstrate complex phenomena including
fractals, chaos, and solitons, which are typically associated with much more complex
physical systems. The flexibility and programmability of our photonic computer
presents new opportunities to simulate and harness complexity for efficient, robust,

and decentralized information processing using light.

4.2 Introduction

Modern digital electronic computers, which are based on the von Neumann architec-
ture, exhibit extreme hardware complexity in their construction and are composed
of billions of transistors engineered in a hierarchical and highly structured manner.
Unlike the von Neumann architecture, nature is abound with emergent phenomena
and complex systems containing many interacting components following simple
rules with no hierarchical control. For example, social insects like ants with only
limited local information can collectively self-organize to form global structures [[1].

This suggests that an alternative, and potentially more efficient, way to simulate such
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phenomena is to harness simple and decentralized physical hardware that directly

emulates the underlying rules of a complex system.

One class of computational models that can benefit from simple and decentralized
physical hardware are Cellular Automata (CA), which exhibit complex behaviour
emerging from the local interactions of cells arranged on a regular lattice [2]. CA
were introduced in the 1940s to study how self-replication and evolution can emerge
in artificial life [3], and was later popularized in Conway’s Game of Life [4], which
exhibits self-organizing patterns reminiscent of biological systems. Subsequent
landmark studies revealed that CA are also capable of replicating other complex
behaviour such as fractals [5], chaos [6], self-organized criticality [/l], synchroniza-
tion [8]], and universal computation [9]. Consequently, CA have found utility in
modelling a wide range of natural phenomena in physics [10, [11], chemistry [12-
14], and biology [15]. Furthermore, CA have important applications in real-world
computational problems such as cryptography [16], data compression [17]], error-
correction [[18], simulating traffic flow [19], and developing more robust artificial
intelligence [20]. Owing to their simple formulations, certain CA of interest are com-
putationally irreducible [21], i.e., there are no analytical shortcuts to evaluate their
state after an arbitrary time without resorting to executing the sequential simulation
in its entirety. On the other hand, most CA are only implemented as high-level soft-
ware on conventional computers, resulting in unnecessary overhead. Therefore, it is
desirable to seek out physical hardware that better encapsulates the computational
principles of CA to enable more efficient simulation. Notable previous attempts to
implement physical systems tailored to perform CA include self-assembling DNA
molecules [22]], arrays of nanomagnets [23]], memristor networks [24], and living

slime moulds [25]].

In this work, we propose and experimentally implement a photonic computational
platform capable of simulating complex phenomena using CA. Compared to other
approaches, our photonic platform offers several distinct advantages: (1) the inher-
ently high-bandwidth endowed by computing using light offers potentially orders-
of-magnitude speed-up in clock rate over the simulation of CA on conventional von
Neumann computers, (2) rapid reconfigurability for easy programming of a variety
of CA rules enables many different complex phenomena to be observed in the same
physical system, and (3) the kind of sparse, local, and shift-invariant connections
required for CA are well-suited for this platform. We will demonstrate how even

simple photonic hardware can host a wide range of complex emergent phenomena
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and is capable of sophisticated (or even universal) computation. By exploiting
this complexity, we reveal a path towards the next generation of more efficient or
robust photonic hardware accelerators for reservoir computing [26, 27] and deep
learning [20, 28]].

4.3 Results
We focus on the simplest types of CA called Elementary Cellular Automata (ECA) [5].
These are discrete-time dynamical systems defined on a 1D lattice of cells with bi-

nary states that evolve according to Eq. 4.1}
xi(t+1) = f (xie1 (1), xi(1), X1 (1)) (4.1)

where x;(1) € Z, is the state (i.e., dead or live) of the i cell at time step ¢, and
f : (Z2)® — Z, is the update rule. Crucially, the rules specifying interactions
amongst cells are computed using only local nearest-neighbour information without
reference to the global pattern. Remarkably, not only can the underlying rules be
simple, but the initial conditions can also be simple — consisting, for example, of
just a single live cell — and yet the collective behaviour produced can still be highly
complex [5]. The 256 possible ECA rules encapsulate a wide range of complex
phenomena and are representative of the four universality classes of increasing

complexity introduced by Wolfram [29].

Here, we experimentally implement ECA in a time-multiplexed photonic system as
shown in Fig. 4.1(a). Cell states are represented using pulses of light produced by
a mode-locked laser (MLL) with a fixed repetition rate 7. The presence of a pulse
indicates a live cell; the absence, a dead cell. In this way, the complete pulse train
from the MLL represents a synthetic 1D lattice [30], where each site in the lattice
is encoded as a time bin of width T in the pulse train. The pulse amplitude/phase
representing the initial cell state is encoded using an electro-optic modulator (EOM),
and the pulse is then split between three optical delay lines. These delay lines, which
are labeled 0Tk and +17 in Fig. 4.1(a), are chosen such that the +(—) 17k delay
line is one pulse repetition period longer (shorter) than the 0Tk delay line. With this
choice of lengths, light in the 07 delay line coherently interferes with its nearest-
neighbor time slots in the temporal synthetic lattice. The coherent interference
is followed by optoelectronic thresholding to enforce the binary constraint for the
updated cell state in the ECA. Finally, the optoelectronic signal is stored on a field-
programmable gate array (FPGA), which feeds back the measured cell states by

driving the input EOM for the next iteration. By repeating this process for many
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Figure 4.1: Photonic platform for simulating complex phenomena using Ele-
mentary Cellular Automata. (a) Schematic of the experimental setup. Cells are
represented by pulses of light produced by a mode-locked laser (MLL) with a repe-
tition rate of Tx. The cell states are encoded by an electro-optic modulator (EOM)
and are split into optical fiber delay lines (blue lines) to induce local interactions
of neighbouring light pulses. Specific ECA rules are programmed by tuning the
variable optical attenuator (VOA) in each delay line. Optoelectronic thresholding is
performed following the coherent interference of light pulses, with the resultant cell
states stored on a field-programmable gate array (FPGA) and reinjected (black lines)
to drive the input EOM for the next iteration. (b) Truth table showing the uniform
and synchronous update for ECA Rule 90 with the top row in each case representing
the current states of the 3-cell neighbourhood and the bottom row showing the cell
state during the next iteration. (c) Block diagram showing the different stages of
computation and flow of information in the photonic ECA implementation.
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cycles, we observe the emergence of complex phenomena in the cell states of the
ECA. The desired ECA update rule, such as ECA Rule 90 (following the Wolfram
naming convention) shown in Fig.[4.1|(b), is programmed by tuning the thresholding
value and variable optical attentuator (VOA) in each delay line, which represents
constant amplitude/phase weights. As shown in Fig. @.1[(c), this rule encoding
can be interpreted as an optical dot product followed by a nonlinear thresholding
function, which is akin to a single perceptron in the context of artificial neural
networks [31]. Therefore, the dynamics of the abstract ECA rule is exactly mapped
to the physical time-evolution of the photonic simulator. We note that similar time-
multiplexing techniques with delay dynamics have been used for photonic reservoir
computing [32], coherent Ising machines [33]], simulating topological lattices [34],
and optoelectronic oscillators with time-delayed feedback [35]. Analogous results
can also be obtained using other multiplexing methods such as frequency or spatial

multiplexing [30].

Firstly, one of the most striking patterns that emerge in CA are fractals, which are
often self-similar geometric shapes that appear the same at any scale. Fractals are
ubiquitous in nature and occur in a diverse range of physical phenomena including
the rings of Saturn [36], snowflakes [37], and fault geology [38]. ECA Rule 90,
defined in Fig. @.1(b), provides a simple model for fractal formation and self-
replication. The local update rule can be expressed succinctly in terms of Boolean
algebra as x; (¢ + 1) = x;—1(£) P xi+1(¢), where € denotes the exclusive-or (XOR)
logical operation. Thus, for this specific rule, the iterated cell state depends only
on the states of its two neighbours. The fractal pattern is an emergent property of
the nonlinear dynamics in the photonic computer, rather than being imposed on the
system by an external ordering influence such as explicit geometric constructions in
previous studies of photonic fractals [39-42]. We show the experimentally measured
space-time equivalent diagram of ECA Rule 90, starting from a single live cell, in
Fig.l.2(a). The position of a cell in space (left-to-right) is represented by the pulse
number in the synthetic temporal dimension, and the discrete-time step (top-to-
bottom) is defined according to Eq. 4.1l The color of each cell is determined by
the normalized peak pulse intensity before thresholding. We see that the space-time
diagram is in the shape of the well-known Sierpinski Triangle. This fractal can
be constructed by recursively subdividing an equilateral triangle into four smaller
equilateral triangles and removing the central triangle. It is characterized by a non-
integer Hausdorft or fractal dimension of log 3/log 2 ~ 1.585. The self-similarity of
the fractal shape persists down to the cellular scale as shown in Fig.[4.2(b) and can be
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Figure 4.2: Experimental result of ECA Rule 90 on the photonic hardware
starting from a single live cell. (a) Zoomed-out equivalent space-time diagram
showing emergence of the Sierpinski Triangle fractal. (b) Zoomed-in view showing
the fractal self-similarity down to the cellular scale. (c) Time traces (vertically
separated for easier viewing) of the individual light pulses representing each cell
separated by 4 ns.

seen in the time traces shown in Fig. d.2{c), where individual light pulses represent
each live cell. In this case, the middle optical delay line (0 Tk in Fig. f.1[a))
can be ignored since the iterated cell state does not depend on its current state.
Experimentally, this allows us to achieve an excellent extinction ratio between pulse
peaks for live and dead cells and indicates that the ECA Rule 90 is implemented as

intended.

Next we investigate ECA Rule 30, defined in Fig. [4.3](a), which is categorized as a
member of class 3 CA according to Wolfram’s universal complexity classes. Th