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Abstract

Our goal is a quantitative algorithm for protein design which is not
limited to particular protein folds. In this endeavor there have been previous
successes designing protein cores, where van der Waals packing, and the
tendency of hydrophobic amino acids to avoid contact with solvent, are the
dominant forces. On the surfaces of proteins, efforts at a-helix surface design
have also been successful, where hydrogen bonding and a-helix propensities
are additionally important. However, there are no algorithmically designed
stable 3-sheet surfaces.

One of the energy terms expected to be important for B-sheet surface
design is B-sheet propensity. No concise theory explaining the amino acids’
differing B-sheet propensities has previously been developed. In this thesis, I
examine the underlying physical-chemical basis for B-sheet propensities, and
show that they are caused primarily by van der Waals interactions between
the side chains and the local backbone.

I then consider an additional energy term, a penalty for the exposure of
hydrophobic surface area. This is not a thermodynamic term, but rather one
that can be justified through “negative design,” in which alternative badly
folded ground state structures are disfavored. I show experimentally that this
term improves the algorithm’s predictive ability, and determine its strength
in the context of our previously published energy expression. In order to do
this, I developed a two body approximation for buried and exposed surface
area calculation which very closely reproduces the true surface areas.

Finally, I develop a general method for calculation of the optimal
energy expression for protein design, from theoretical lattice model studies,

and apply it to real proteins. In particular the method is applicable to f-sheet
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surfaces. The B-sheet surfaces of two real proteins are thus redesigned and
made experimentally. The culmination is a protein of greater stability than
the naturally occurring protein. This is the first time greater stability has been
achieved solely through mutations to the B-sheet surface, and marks a major
step towards an ability to completely design de novo arbitrary proteins of
arbitrary size.

Successful protein design will lead to many practical applications, from
new catalysts for industrial processes, to improved stability for existing

medicines, to completely novel enzymes.
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Chapter 1.
Introduction

“I am, as I said, inspired by the biological phenomena in which
chemical forces are used in repetitious fashion to produce all

kinds of weird effects, one of which is the author.”
Richard P. Feynman, “There's plenty of room at the bottom,” 1959.

Introduction

In 1959 Richard Feynman outlined his hopes that one day physicists
would be able to create materials by manipulating the locations of individual
atoms, vastly superseding current chemical synthesis techniques. As a first
step, he suggested two competitions. One was to take the information on the
page of a book and shrink it twenty-five thousand times, but so that it could
still be read. The second was to build a motor only half a millimetre across.

As Feynman was aware, biological systems encode information far
more compactly than the winner of the first competition would. After all,
practically every nucleus of every cell in our bodies contains all the
information necessary (i.e., about three billion base pairs of DNA) for us to
grow up from a zygote, stored in chromosomes only a few millionths of a
metre across. For example, this thesis, written in the language of DNA, would
be 1017 times smaller (and easily readable by current sequencing techniques) —
a sizable improvement over Feynman's initial challenge!

The second challenge, it turns out, was also long ago taken up by

nature. Every cell of our body also contains a huge number of
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electrochemically-driven motors, which undergo a three-stroke cycle to
generate a molecule (adenosine triphosphate, or ATP) which can be utilized
by many other processes in the cell for their energy needs. These motors are
part of a protein known as ATP synthase, and are a tiny ten billionths of a
metre across — about fifty thousand times smaller than stipulated by the
competition. Many other protein motors have also been discovered,
including bacterial flagellar motors, which propel bacteria; kinesin,
responsible for neuronal transport; and myosin, responsible for muscle
contraction, and thus for our ability to move at all.

Nature having satisfactorily solved the two challenges, how might we
achieve Feynman's grand vision of designing materials by manipulating the
positions of individual atoms? He envisioned a purely “physics” approach to
the problem, but given nature's proficiency at the job, it makes sense to
consider instead a “biophysics” approach.

In this thesis I describe advances I have made in the field of
computational protein design. Proteins are complex three-dimensional
molecules which perform most of the tasks necessary for life. They can be
viewed as tiny machines, only a few billionths of a metre across, whose
abilities include everything from the synthesis of ATP described above, to
metabolism, to oxygen transport in the blood, to regulating salt
concentrations in our cells, to duplicating DNA. Despite proteins’ wide-
ranging capabilities, an individual protein can actually be uniquely specified
by a one-dimensional sequence in DNA (i.e., a gene). This sequence is
translated into a one-dimensional sequence of amino acids which, with no
further external help, self-assembles into a functional complex three-
dimensional protein. This correspondence between one-dimensional

sequence and three-dimensional shape means something very complex arises
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from something very simple, enabling a description of our entire bodies to be
encoded in a few cubic micrometres, and thus making evolution through
natural selection possible. Quite apart from the intellectual satisfaction of
understanding such a critical element of life, a knowledge of the rules which
govern protein self-assembly would enable us to make molecules with shapes
of our own design, thereby achieving the spirit of Feynman's vision. An
ability to design proteins thus opens up a whole realm of nanotechnology
whose possibilities are almost unfathomable.

From these heady heights, let us examine the details.

What is a Protein?

Proteins are linear polymers of amino acids. Because it is a linear
polymer, a protein (or polypeptide) consists of a sequence of amino acid side
chains branching off an unbranched backbone. The twenty naturally
occurring amino acids are shown in Figure 1. The sequence of amino acids is
called the primary structure of a protein.

In the cell, particular amino acid sequences are specified by genes, in
deoxyribonucleic acid (DNA). The DNA is first transcribed into ribonucleic
acid (RNA), which is then translated into protein. Three neighboring RNA
bases (of which there are four, adenine, cytosine, uracil and guanine, denoted
A, C, U and G respectively) are read at a time, and interpreted as a particular
amino acid to be appended to the protein, according to the “genetic code.” In
some cases a protein is then modified to better carry out its function;
hemoglobin, for example, contains the prosthetic group heme. Additionally,
functional proteins may result from assemblies of more than one polypeptide

chain.
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As discussed above, proteins are perhaps best viewed as self-organizing
molecular machines - the ultimate nanotechnology. They are the enzymes
that make life possible, even responsible for the translation and transcription
of DNA to form new proteins (although proteins are sometimes coupled with
other molecules, including RNA). Proteins can also play structural roles, such
as that of collagen, which maintains the cellular structure of connective
tissue, and messenger roles, such as that of the polypeptide hormone insulin.
Proteins are also ubiquitous - they make up 18% of the weight of a

mammalian cell (water accounts for 70%).

Protein Folding

The incredible range of protein functions is possible because,
depending on the sequence of amino acids which constitute it, a protein
always folds into a particular “native” compact structure (under physiological
conditions, and not considering exceptional cases such as prions). Only the
sequence of amino acids comprising the protein is necessary to determine the
ultimate structure of the protein — for example, dilute protein solutions may
be heated until the protein unfolds (denatures), and cooled again, to form
functional protein again. However, as discussed in more detail below, no
theory can yet predict a protein's native structure from just its sequence,
despite nature's ability to solve this problem in usually less than a second.

The ability of a protein to fold is demonstrated in Figure 2. The
backbone has a degree of freedom at each single bond, at which rotation
around the bond is possible. Such rotation is described by a dihedral angle.
Each amino acid has three dihedral angles, not including those specific to the
side chain, denoted ¢, y and ®. The last of these, however, corresponds to

rotation about the peptide bond (the bond formed by the polymerization
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between two amino acids), which has a slight double bond character and is
constrained to be flat, with @ = 180°, as shown in the figure (although ® = 0°
may also precede proline). Therefore, a folded protein backbone can be largely
described by a sequence of (¢, y) pairs, with one pair for each amino acid (or
“residue”) in the protein.

Protein structures, while not as regular as the double helix of DNA,
nevertheless show some regularity. The backbone often adopts conformations
known as o-helices and B-sheets; these are known as elements of secondary
structure (Figure 3). (Frequently, protein structures are depicted showing only
the backbone, with stylized o-helices and B-sheets.) One feature which
identifies units of secondary structure is their pattern of hydrogen bonding, as
shown in the figure. They also have characteristic (¢, y) angles, as shown in
Figure 4. Linking these elements are less well-defined turns, some of which
are themselves common motifs.

The organization of secondary structure units in a protein is known as
the protein’s tertiary structure. The same tertiary structures can be seen even

in proteins with markedly different sequences.

Protein Structure Prediction

No theory currently explains which physical and chemical forces are
most important in the folding process, or is able to predict the structure that a
particular amino acid sequence will adopt upon folding. One reason is that
the process occurs in aqueous solution. Indeed, the desolvation of
hydrophobic side chains into a hydrophobic core — often referred to as the
“hydrophobic effect” — is characteristic of protein folding. Unfortunately, an

accurate but computationally tractable way to model solvation has yet to
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emerge — modeling every solvating water molecule is beyond current
computing power.

Another reason is that protein stability is finely balanced between
competing effects. A protein’s stability is defined to be the change in free
energy, AG, between its native (folded) and denatured (unfolded) states. Both
enthalpy and entropy contribute to free energy. The change in entropy on
folding is large and negative, as the polypeptide chain moves from a loosely
restricted state to an essentially unique state. This opposing force almost
exactly cancels the benefits gained from improved physical and chemical
interactions in the native state. For example, at 25 °C and pH 2.5, the protein
ribonuclease, which hydrolyzes RNA, has a change in enthalpy on folding,
AH, of -238 kcal/mol, but an entropic contribution to free energy, -TAS (where
T is the temperature), of 231 kcal/mol. The resulting protein stability is thus

only -7 kcal/mol.

Protein Design

It makes sense to approach the issue of what forces are most important
in protein folding from another direction. Instead of asking what structure a
given amino acid sequence will adopt, we can ask what amino acid sequence
will adopt a given protein structure. This approach has a number of
advantages over the more direct approach. In particular, it is easier to
experimentally test our method by actually constructing the predicted
sequences and determining their structures. Another important advantage is
provided by degeneracy — there are many sequences which will fold to a given
structure, but only one structure per (foldable) sequence.

As discussed earlier, successful protein design will lead to practical

applications, from new catalysts for industrial processes, to improved stability
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for existing medicines, to completely de novo enzymes. It may also pave the

way towards a general theory for designing self-organizing macro-molecules.

The Road Ahead

Computational protein design is taken up in more detail in Chapter 2,
giving an overview of the forces thought to be important for protein design,
and the main algorithms we use to search through the enormous number of
sequences available. Important issues such as backbone flexibility and
negative design are also discussed.

In Chapter 3, I take a step back from designing proteins and ask what
causes some amino acids to occur more frequently than others in B-sheets. A
concise physical theory behind this phenomenon had previously been
lacking. I show that it is largely due to the van der Waals interactions between
the side chain and the local backbone. This result is interesting because the
non-local nature of B-sheets (i.e., B-strands from different regions of the
sequence fold up adjacent to each other) had suggested that non-local effects
might play a dominant role.

In Chapter 4, I embark on a study of the role of negative design in the
design of B-sheet surfaces. Specifically, I examine whether penalizing
exposure to solvent of hydrophobic surface area can improve B-sheet surface
design efforts. Chapter 5 details my development of a new two body treatment
of surface area determination, which was required for accurate calculation of
the exposed hydrophobic surface area.

Finally, in Chapter 6, I develop a general theoretical approach for
incorporating negative design into the design of real proteins (again,
specifically their B-sheet surfaces), and apply it to the design of two real

proteins. The culmination is a protein of greater stability than the naturally
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occurring protein. This is the first time greater stability has been achieved
solely through mutations to the B-sheet surface, and marks a major step
towards an ability to completely design de novo arbitrary proteins of arbitrary

size.
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Figure 1-1. Amino acids. a) The naturally occurring biological amino acids are
all a-amino acids, meaning they have one carbon (called the a-carbon)
between the amino (NH3z*) and acid (COO-) termini. They differ from one
another only in the side chain R. The a-carbon has four different substituents,
so that sterically different molecules result from the two possible placements
of the side chain and the hydrogen; all naturally occurring amino acids have
the same left-handed placement shown (with the side chain coming out of
the page and the hydrogen going into the page). b) The side chains of the 20
naturally occurring amino acids, and their three-letter abbreviations. The
respective full names and one-letter codes are glycine G, alanine A, cysteine C,
methionine M, valine V, leucine L, isoleucine I, serine S, threonine T,
aspartic acid D, aspargine N, glutamic acid E, glutamine Q, lysine K, arginine
R, histidine H, proline P, phenylalanine F, tyrosine Y and tryptophan W.

Proline is unique in that it reconnects to the backbone nitrogen.
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Figure 1-2. A section from a sequence of polymerized amino acids (peptide)
showing the backbone dihedral angles ¢ and y, whose rotation lead to the
phenomenon of protein “folding.” The direction defined as positive rotation
is shown. The extended conformation of the chain is shown, when both

dihedral angles are defined to be 180°. Figure copyright Irving Geis.
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Figure 1-3. The major types of secondary structure. a) The a-helix. b) The
parallel B-sheet, in which neighboring B-strands go in the same direction. c)
The anti-parallel B-sheet, in which neighboring B-strands go in opposite

directions. Figures copyright Irving Geis.
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Figure 1-4. A “Ramachandran” plot showing the sterically allowed regions of
(¢, v) space. The broad features of this plot are valid for all amino acids except
glycine, which has more flexibility, and proline, which is more restricted.
Specific regions on this plot are associated with the o-helix, the parallel B-
sheet and the anti-parallel B-sheet, as shown. 80% of (¢, y) angles from
crystallographically-determined structures lie within the dark regions of the
plot, 95% lie within the dark and medium regions, and 98% lie within all the

shaded regions.



I-18

-120 -

180 120 -60 0 60 120 180



II-1

Chapter 2.
Computational Protein Design

The text of this chapter is partially adapted from the publication
Street A.G. and Mayo S.L. (1999) Structure 7, R105-R109.

Abstract

A “protein design cycle,” involving cycling between theory and
experiment, has led to recent advances in rational protein design. In
particular a reductionist approach, in which protein positions are classified by
their local environments, has aided development of an appropriate energy
expression. Here we discuss the computational principles and practicalities of
the protein design cycle, including energy minimization, backbone flexibility

and negative design issues.

Introduction

There are many reasons to pursue the goal of protein design. In
medicine and industry, the ability to precisely engineer protein hormones
and enzymes to perform existing functions under a wider range of conditions,
or to perform entirely new functions, has tremendous potential.
Furthermore, in the case of rational protein design, the obtained knowledge
would likely be linked to a more complete understanding of the forces
underlying protein folding, enabling more rapid interpretation of the wealth
of genomic information being amassed. Advances in protein design may also
make possible the construction of a range of other self-organizing

macromolecules.
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Although some steps have been taken towards rationally designing
functional enzymes (Wilson et al., 1991), such a goal lies some distance away.
Currently, attention is focused on redesigning portions of proteins to insert
particular motifs, increase stability or modify function. Examples include the
engineering of metal binding centers, reviewed recently by Hellinga
(Hellinga, 1998b) and the introduction of disulfide bonds (Pabo & Suchanek,
1986; Matsumura & Matthews, 1991; Yan & Erickson, 1994). Theoretical work
in the context of lattice models has also led to important insights. This work
has been recently reviewed (Dill et al., 1995; Shakhnovich, 1998).

Attempts to design entire proteins de novo have been increasingly
successful over the past decade. Early design efforts typically led to poorly
characterizable states or molten globules, instead of a single target fold (Betz et
al., 1993). Other difficulties became apparent when a designed o-helical dimer
(O'Neil & DeGrado, 1990) was shown to actually form a trimer (Lovejoy et al.,
1993). This and subsequent studies relied on largely qualitative examination
of the target molecule (Bryson et al., 1995), making generalization to other
targets difficult.

This review focuses on the advances made in computational
approaches to protein design. In particular, we examine those atomistic
approaches which involve cycling between experiment and theory in a

“protein design cycle.”

Energy Expression

Atomistic protein design requires an energy expression or force-field to
rank the desirability of each amino acid sequence for a particular backbone
structure. Over the last decade, elements of a suitable energy expression for

atomistic protein design have been suggested and explored. To avoid over-
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fitting and to focus on only the most important contributors, the energy
expression should contain as few terms as possible while maintaining
predictive power. Communication between theory and experiment is
required to determine which energy terms to include, and the relative
importance of the included terms. In a protein design cycle, an energy
expression is used to generate sequences which are subsequently made in the
laboratory. Alterations and additions to the energy expression are then
considered which improve the correlation between the computed and
experimentally determined properties of the sequences. The improved energy

expression is then used to generate new sequences, completing the cycle.

Energy Minimization

In order to experimentally test the energy expression, the minimum
energy sequence on the target backbone must be determined. In the simplest
implementation, the energy of every possible sequence is calculated using the
energy expression, and the lowest energy sequence is reported. The size of
most problems of interest renders this exhaustive approach impractical.
Ignoring the possibility of multiple conformations of each amino acid,
allowing the 20 naturally occurring amino acids at every position of a 100
amino acid protein yields 10130 possible sequence solutions. Clearly,
ingenious energy minimization techniques are necessary.

Published search algorithms including self-consistent mean-field
approaches (Lee, 1994; Vasquez, 1995; Koehl & Delarue, 1996), Monte Carlo
techniques (Lee & Levitt, 1991; Hellinga & Richards, 1994), neural networks
(Kono & Doi, 1996) and genetic algorithms (Desjarlais & Handel, 1995;
Pedersen & Moult, 1996) share the advantage of being able to sample large

combinatorial space but the disadvantage of not being guaranteed to find the
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global optimal solution. By contrast dead-end elimination, and branch and
terminate (discussed in more detail below) are search algorithms whose final
solution is guaranteed to be the global optimum, but which require the
discretization of side chain conformations into rotamers (Janin et al., 1978;
Ponder & Richards, 1987). Such requirements will be discussed below. Search

algorithms have been recently reviewed (Desjarlais & Clarke, 1998).

Dead-End Elimination
The dead-end elimination theorem was originally introduced (Desmet
et al., 1992) to aid protein homology modeling, in which side chain identities
are known and the adopted side chain conformations (or rotamers) are
desired. Iteration of the theorem progressively eliminates rotamers which can
be shown not to be part of the global minimum energy conformation
(GMEC). Denoting positions on the protein backbone by i,j and specific
rotamers at each position by i, jo (where ¢ is a position-specific index
indicating the rotamer present), the energy E of a conformation can be written
E= Etemplate + ZE(ic) + ZZE(iC/jC) : (1)
i i j<i
Here Etemplate 18 the template (or backbone) self-energy, E(i.) is the energy of
the rotamer i, interacting with the template only, and E(i.j.) is the pairwise
energy of interaction between rotamers i, and j.. The theorem states that, for a
pair of rotamers r and ¢ at the same position i (denoted 7, and i), if

E(i,)+ Y minE(i,, j) > E(ir) + Y, maxE(iy, jg); i#j (2)
joe joe

then i, is not in the GMEC. Conceptually, the theorem says that if the best
possible energy a rotamer could achieve in its interactions with other

rotamers is higher than the worst possible energy of another rotamer at the
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same position, then it cannot be a member of the GMEC. This is illustrated in
Figure 1a.

The method has since been improved substantially, so that it may be
applied to the much larger problem of protein design, in which the number
of rotamers allowed at each position may be an order of magnitude greater
than in homology modeling. Typically an energy cutoff is applied to remove
the worst rotamers from consideration before applying dead-end elimination
(DeMaeyer et al., 1997). A less restrictive criterion (Goldstein, 1994) replaces (2)

with
me( iv,js)—E(it, js))>0; i#j, (3)

as demonstrated in Figure 1b. Goldstein also considered unifying two or more
positions into one “super-residue.” Critical to the ability of the method to find
the GMEC is the extension of the theorem to eliminate pairs of rotamers

(Desmet et al., 1994). Defining

e([ir,js]) = E(ir) + E(js) + E(ir. js) (4)

and

e([irjs] ke) = E(ir e ) + E(js Ke) o )

a rotamer pair [i]s] is flagged if there exists another rotamer pair [i, j,] such

that

([ rols ) (Zu/]v]) Zmln{ (er]s] kt) ([ u/jv]/kt)}> 0; i,j#k. (6)

Flagged pairs are inconsistent with the GMEC and may be ignored in the
“singles” summation of (3) as well as in future iterations of (6).
Application of (6) to every possible pair of rotamers involves a

calculation which scales as the fourth power of the number of rotamers per
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position, which significantly slows the search. By carefully employing
quantities which can be calculated more quickly, it is possible to apply (6) only
to pairs with a high likelihood of being flagged (Gordon & Mayo, 1998).
Symmetry arguments further reduce the number of pairs which need to be
examined by a factor of four.

Further enhancements can be derived from “conformational splitting”
(N. Pierce, unpublished results), in which conformational space is partitioned
by pulling, for a given position k, the interaction energies involving position
k outside the summation in (3). The technique can be further extended to

more than one such position.

Branch And Terminate

Branch and bound algorithms, from which the branch and terminate
algorithm derives, have been applied to many problems of interest in
structural biology in recent years (Gordon & Mayo, 1999). The search problem
is arranged as a combinatorial tree, where each path through the tree
corresponds to a solution to the problem. For protein design, each level of the
tree corresponds to an amino acid position, and each node represents a
particular rotamer at each position. The object is to find the one path through
the tree which corresponds to the GMEC. Given a path down to a given level
of the tree (i.e., with certain rotamers already chosen for some positions), a
bounding energy is computable which is guaranteed to be lower than (or
equal to) the lowest energy possible through the remainder of the tree. The
algorithm keeps track of the lowest energy it has found so far, and
exhaustively searches the combinatorial tree, in the process pruning away

branches with higher bounding energies.
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Two features of the branch and bound algorithm are apparent. First,
the calculation of the bounding energy must balance stringency (so that as
many branches are pruned as possible, resulting in faster execution) against
the time it takes to compute (since the energy is calculated at each node, a
complex bounding expression can significantly affect performance). A suitable

balance can be found by recasting the energy (1) as

E=Y > Flicj) (7)

ij#i
where
E(i.)+E(7
Pl o) = 5 LD i ) ®

and p is the number of amino acid positions. Then, at a given level in the
tree, all the rotamers above that level have been fixed (denote the set of such
positions F), and the remaining rotamers are variable (V). One can then
expand (7) into four terms, two of which are identical, to yield
E=YY Flic,jo)+2 ), Y. Flic,jc)+ Y, D Flic,je) - 9)
ieFjeF ieVjeF ieVjeV
j#i j#i

The most stringent bounding expression that can be derived from (9) is thus

Epound = 2, O, Flic.jc)+ X, mind2 Y F(i,, jc)+ >, minF(i,,js)¢ . (10)
icF jeF iev " | jeF jev ®
J#i J#i
The second observation is that when the levels in the tree correspond
to amino acid positions, their ordering is arbitrary. Yet the organization of the
tree significantly impacts the performance of the algorithm — placing a branch

at the lowest level of the tree that would be pruned if placed at the top level

results in the same pruning step being repeated unnecessarily. This suggests a
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pre-processing procedure in which each amino acid in turn is placed at the
top level of the tree, and rotamers pruned from this position are discarded
from the rest of the optimization. This procedure is called “termination,” and
may be repeated until no further rotamers are pruned. The branch and
terminate algorithm applies termination at each level of the tree, resulting in
a significant performance improvement over the original branch and bound
algorithm (Gordon & Mayo, 1999).

The search algorithms described in these two sections can be used in
concert. In particular, we have found that once application of dead-end
elimination has reduced the number of rotamer conformations available by
several (often over twenty) orders of magnitude, branch and terminate can
frequently be used to find the GMEC more quickly than continuing with
dead-end elimination. This opens up the possibility of applying

computational protein design to ever larger systems.

Discretization of Side Chain Conformations

To place a reasonable limit on the complexity of the computation, the
allowed side chain conformations are typically chosen from a library of
discrete possibilities, known as rotamers. This discretization is necessary for
some efficient search algorithms to be applicable — in particular, the dead-end
elimination theorem.

Discretization of the side chain conformations increases the likelihood
of “false negative” results. To be useful, atomistic protein design has only to
output a subset of the sequences leading to the target fold, with simulation
energies that correlate with their experimental stabilities. The simulation
does not need to predict how well externally supplied sequences will fit the

target fold. For example, the crystallographic structure of the Streptococcal
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protein G Bl domain (GB1) (Gronenborn et al., 1991) shows Leu 7 in an
unusual conformation which does not appear in standard rotamer libraries
(Ponder & Richards, 1987). Therefore, an atomistic algorithm using such a
library may not suggest Leu at position 7 in the top ranked sequences.

The effect of the size of the rotamer library has also been considered
(DeMaeyer, et al., 1997; Tufféry et al., 1997); in general, the larger the better.
However, if the library contains too many similar conformations of each
amino acid, the energy landscape is flattened and energy minimization can be

slow.

Residue Classification

A reductionist approach to protein design, in which subsets of a protein
are designed independently, has proven fruitful. Computational attempts to
design protein cores date back many years. More recently, there have been
attempts to design surfaces and boundary positions as well.

The size of the design problem is reduced if only a subset of amino acid
types need be considered in each of these three classes of residue positions.
Protein cores are typically composed of hydrophobic amino acids, and protein
surfaces are largely composed of hydrophilic amino acids, but the boundary
residues must be selected from the full range of amino acids since these
positions are observed to be both hydrophobic and hydrophilic. An
automated way to classify residue positions is desirable, and a number of
approaches have been described (Sun et al., 1995; Dahiyat & Mayo, 1997a).

The important components of the energy expression relevant to the

core, surface and boundary will be discussed in the following sections.
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The Core

Early attention on the protein design problem focused on the generally
hydrophobic cores of proteins. It is believed that the folding process is driven
principally by hydrophobic collapse of the polypeptide, implying that a well-
designed hydrophobic core is crucial to the protein’s structure and stability
(Dill, 1990).

As might be expected, van der Waals forces (that is, packing
constraints) are crucial when designing the protein core. Models in which
packing constraints are the only element of the energy expression are able to
predict the stabilities of core mutations with high accuracy, when polar
substitutions are not allowed (Hellinga & Richards, 1994; Desjarlais & Handel,
1995; Dahiyat & Mayo, 1996; Dahiyat & Mayo, 1997b; Lazar et al., 1997). The
importance of packing constraints can be determined by scaling the atomic
van der Waals radii by a factor a. When o is varied to very high (>105%) or
very low (<85%) values, implying too little or too much volume being packed
into the available space, the resulting proteins exhibit unfolded or molten
globule-like behavior (Dahiyat & Mayo, 1997b). This is not surprising. Too
much volume clearly requires the backbone to shift to accommodate the
excess (Baldwin et al., 1993). Too little volume would either leave cavities in
the core, which have been shown to destabilize proteins (Lim & Sauer, 1989),
or again force the backbone to shift to fill the cavity. When the protein
backbone is significantly different from the model backbone, the model can
no longer accurately predict the protein’s stability, and there may cease to be a
single stable folded state. The optimal value of a was found to be 90%,
implying that a slight over-packing of hydrophobic residues in the core can
actually stabilize a designed protein (Dahiyat & Mayo, 1997b). The benefit of

using slightly diminished van der Waals radii can also be interpreted in
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terms of accommodating some backbone and rotamer flexibility (discussed in
a later section).

Consistent with the belief that the hydrophobic effect is a dominant
cause of protein folding, the protein design cycle has been used to show that
solvation effects also play an important role in the design of protein cores
(Dahiyat & Mayo, 1996). The hydrophobic effect is usually approximated as an
energy benefit proportional to the amount of solvent-accessible hydrophobic
surface area that is buried upon folding (Eisenberg & McLachlan, 1986). A
penalty for burying polar area may also be included. Calculation of solvation
energies is complicated by the need to construct the energy expression as a
sum of two-body interactions (Kurochkina & Lee, 1995; Street & Mayo, 1998).

An entropic term has been tested (Kono et al.,, 1998), which may
improve correlation between predicted energy and biological activity
(Hellinga & Richards, 1994). Such a term should in particular penalize
methionine, whose loss of rotational freedom upon burial in a protein core

can otherwise lead to destabilized proteins (Gassner et al., 1996).

The Surface

With the successful redesign of a range of protein cores, it is natural to
consider the redesign of protein surfaces. Despite the incontrovertible role of
the hydrophobic core in folding, the surface is also crucial to a protein’s
structure and stability.

The protein design cycle has been utilized to design surface sites, using
as a starting point the energy expression determined from studies of protein
cores. These studies showed the importance of electrostatics and
hybridization-dependent hydrogen bonds (Dahiyat et al., 1997). In the case of

o-helical surfaces, no further energy terms are necessary to achieve good
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predictive ability. This is possibly because the side chains which are better
hydrogen bond formers are also good o-helix formers, as quantified by o-
helical propensity (Chakrabartty et al., 1994; Dahiyat, et al., 1997).

The above energy terms are not sufficient to design B-sheet surfaces
(Hecht, 1994). It may be necessary additionally to directly bias the energy
expression towards those side chains with good B-sheet propensities (see
Chapter 3). This is physically justifiable because common energy expressions
do not otherwise include side chain self-energies, which must at some level
lead to propensities.

It is also possible that a main source of B-sheet stability is to be found
elsewhere, for example in the hydrogen bonds that cause alignment with
neighboring B-strands. In the case of anti-parallel B-strands, the turn joining
the two strands plays an important role. Modifying the turn’s component
residues can seriously affect protein stability (Garrett et al., 1996; Ybe & Hecht,
1996; Blanco et al., 1998). In the case of non-continuous strands, it has been
suggested that small clusters of hydrophobic area on the surface may help to
set the register (Tisi & Evans, 1995). The hydrophobic effect may drive
neighboring strands to align in such a way as to bury as much of the exposed
hydrophobic area as possible, for example by covering it with long
amphiphilic side chains. The role of hydrophobic exposure will be examined

in Chapter 4.

The Boundary

Some residues cannot be easily classified as core or surface. Depending
on the side chain orientation they can interact with either the protein’s core
or with the solvent. One example is Trp 43 of GB1 (Dahiyat & Mayo, 1997b),

which is predicted by modeling to rotate out into the solvent when nearby
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core residues are replaced with larger side chains. Such unfavorable behavior
can be attenuated by a hydrophobic exposure penalty (Sun, et al., 1995; Dahiyat
& Mayo, 1997b).

Recent work has shown that the design of boundary residues can lead
to impressively enhanced stability (Malakauskas & Mayo, 1998). Just four
boundary site mutations in the 56-residue GB1 improve the stability from 3.3
kcal/mol to 7.1 kcal/mol at 50 °C, converting a mesophilic protein into a

hyperthermophilic protein.

Full de Novo Sequence Design

To date there exists only a single example of a complete sequence
calculation in which the structure of the designed protein was experimentally
shown to achieve the design target (Dahiyat & Mayo, 1997a). This calculation
included one core position, 7 boundary positions and 18 surface positions,
leading to a total of 1027 possible sequence solutions. The success of this

design effort underscores the power of computational approaches.

Backbone

Most atomistic protein design efforts require a fixed backbone. The
calculation is performed under the assumption that the target backbone is
precisely the backbone that will be achieved by the computed sequence.
Fortunately, alterations in the backbone do not necessarily lead to large
changes in the accessible sequence space (Su & Mayo, 1997). In one study, a 2 A
root mean square deviation (r.m.s.d.) in the backbone led to only a 0.5 A
r.m.s.d. in predicted side chain conformations (Tufféry, et al., 1997). Backbone
flexibility can be modeled by using a softer van der Waals potential — in other

words, giving the modeled atoms a fuzzy edge. This effect can be obtained by
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using reduced atomic radii, which has been shown to improve the stability of
designed proteins (Dahiyat & Mayo, 1997b).

Protein backbone movements may be incorporated if the backbone is
parameterizable (Harbury et al., 1995; Su & Mayo, 1997), although to keep the
calculation tractable, the number of side chain rotamer combinations may be
limited. A coiled-coil with right-handed superhelical twist, whose backbone
was necessarily designed de novo, has recently been reported (Harbury et al.,

1998), where 216 amino acid sequences were considered.

Negative Design

The importance of negative design is the subject of much discussion.
Recent work by Hellinga (Hellinga, 1998a) highlights the importance of this
issue in computational protein design. The inverse-folding design method
determines the sequence of amino acids whose energy is lowest when
threaded onto the target backbone. It is conceivable that in some cases the
computed sequence may actually prefer to fold to a different target structure,
and that a sequence with a slightly higher computed energy would fold to the
desired target (Figure 2). Unfortunately, knowledge of which structure will be
adopted by the computed sequence requires a solution to the protein folding
problem. Lattice models consisting of only two amino acid types can,
however, be used to perform both sequence design and fold prediction. In this
context, proposals to include non-thermodynamic potential functions aimed
at addressing negative design issues have been developed (Shakhnovich &
Gutin, 1993; Deutsch & Kurosky, 1996; Chiu & Goldstein, 1998), and are
discussed in more detail in Chapter 6. The hydrophobic exposure penalty is
one example of negative design that improves predictive power (Sun, et al.,

1995; Dahiyat & Mayo, 1997b). Despite the power of lattice model simulations,
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it has been suggested that the design procedure may be qualitatively different

in such binary patterned systems (Micheletti et al., 1998).

Conclusions

The design of proteins which fold to a specified target backbone
structure is becoming possible. Future advances are likely to follow from a
tight coupling of experimental and computational work in a protein design
cycle, with the near future revealing ever larger protein sequences being
designed de novo. Discovering the forces critical to the determination of
backbone conformation and their coupling to sequence selection is the major
challenge in solving the “complete” protein design problem. A general ability
to design specific protein structures will pave the way toward the goal of

rationally designing novel functional molecules.
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Figure 2-1. The elimination of dead-ending rotamers. a) Criterion (2)
eliminates a rotamer i, if all conformations containing it have energies
higher than all conformations containing some other rotamer i;. b) Criteron
(3) eliminates a rotamer i, if, for every conformation containing it, replacing

ir with a rotamer i; lowers the energy.
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Figure 2-2. The role of negative design. Using a thermodynamic energy
expression, a protein design algorithm computes that sequence 1 is the lowest
energy sequence when threaded onto the target structure T. The ground state
structure of sequence 1, however, is an alternative structure X. In this case,
the design algorithm would ideally return sequence 2, the lowest energy

sequence with ground state structure T.
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Chapter 3.

Understanding the Origin of Intrinsic B-Sheet
Propensities

The text of this chapter is partially adapted from the publication
Street A.G. and Mayo S.L. (1999) Proceedings of the National Academy of
Sciences U.S.A. 96, 9074-9076.

Abstract

The intrinsic secondary structure-forming propensities of the naturally
occurring amino acids have been measured both experimentally in host-guest
studies and by statistical examination of the protein structure databank. There
has been significant progress in understanding the origins of intrinsic a-
helical propensities but a unifying theme for understanding intrinsic -sheet
propensities has remained elusive. To this end we modeled dipeptides using
a van der Waals energy function and derived Ramachandran plots for each of
the amino acids. These data were used to determine the entropy and
Helmholtz free energy of placing each amino acid in the B-sheet region of ¢-
y space. We quantitatively demonstrate that the dominant cause of intrinsic
B-sheet propensity is the avoidance of steric clashes between an amino acid
side chain and its local backbone. Standard implementations of electrostatic

and solvation effects are seen to be less important.

Introduction
Understanding the relationship between a sequence of amino acids and

its folded three-dimensional structure is of paramount importance for
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protein design and protein folding studies. Conceptually, the relationship can
be simplified by considering the formation of secondary and tertiary structure
separately. One may then independently consider what forces drive the
formation of secondary structure, and how these structures then pack
together to form tertiary structure. Our concern here is with the first of these
questions.

Examination of the frequencies of occurrence of the naturally occurring
amino acids in a-helices or B-sheets of proteins of known structure led to the
early recognition that amino acids exhibit differing propensities to form
secondary structure (Chou & Fasman, 1974). The existence of stable helical
peptides then enabled relatively unambiguous experimental determination
of o-helical propensities (Lyu et al., 1990; O'Neil & DeGrado, 1990;
Padmanabhan et al., 1990; Rohl et al.,, 1996), which agree with statistical
studies of the protein structure database (Mufoz & Serrano, 1994). Together,
these studies quantify the concept of “a-helical propensity,” but do not
elucidate the physical-chemical basis of propensities. Clarification of the
physical-chemical basis of a-helix propensities awaited theoretical studies
which compared distributions of side chain dihedral angles for each amino
acid in a 9- or 11-residue o-helix and in a dipeptide standard state (Creamer &
Rose, 1992; Creamer & Rose, 1994). These studies supported the view that the
a-helical propensities of hydrophobic amino acids result from the loss of side
chain entropy on folding. Thus alanine has the best a-helical propensity,
since it loses no side chain entropy when its backbone is constrained to a
helical conformation. Other studies have utilized molecular dynamics
simulations using an elaborate energy expression (Hermans et al., 1992).

Because B-sheets do not appear to fold in isolation, experimental

determination of P-sheet propensities has been more difficult than for a-
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helices. A model protein with a suitable host site is required, and different
choices yield different propensity scales (Kim & Berg, 1993; Minor & Kim,
1994b; Minor & Kim, 1994a; Smith et al., 1994; Luo et al., 1999). The preference
for a certain amino acid to be in a B-sheet is therefore a more complicated
issue than for o-helices, depending also on the structural context of the
amino acid in the B-sheet. A statistical survey of the protein structure
database nevertheless correlates well with an average of the experimental
scales, supporting the idea that intrinsic B-sheet propensities do play an
important role in determining a protein’s stability (Munoz & Serrano, 1994).
Correlation has been observed between one experimental B-sheet
propensity scale and the ability of a side chain to sterically interfere with the
formation of hydrogen bonds between its neighboring peptide group and
solvent molecules (Bai & Englander, 1994). Electrostatic screening has also
been proposed as an important factor (Avbelj & Moult, 1995). Other work has
modeled equilibrium constants for secondary structure formation using a
complex energy function (Finkelstein & Ptitsyn, 1977), which was extended to
model B-sheet propensities (Finkelstein, 1995). There has also been related
work modeling NMR coupling constants (Smith et al., 1996; Penkett et al.,
1997). However, no concise theoretical description that fully explains the B-
sheet propensities of the naturally occurring amino acids has yet emerged.
Our approach is to construct an ensemble of self-avoiding states of a
dipeptide chain by fixing the bond angles and lengths and allowing the
dihedral angles (¢, y and the y’s) to vary randomly over a uniform
distribution. The resulting ensemble of structures represents the denatured
state of the peptide. Assuming a microcanonical ensemble, the entropy

change on occupying B-space is
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where kg is the Boltzmann constant, W is the number of members in the
entire ensemble, and Wy is the number of members in -space (i.e., those
members with appropriate ¢ and y's, as defined in Methods). Comparison of
AS calculated in this way (Table 1) with the experimentally observed B-sheet
propensities is shown in Figure la. In order to average out as much as
possible the context effects in individual experimental studies, we compare
our results here with the average of the normalized available experimental
data (Luo, et al., 1999). Excluding the amino acids Pro, Gly and Asn (discussed
below), the correlation coefficient R is 0.92.

With the inclusion of an additional parameter to calibrate the
calculated energies, this analysis can be furthered by assigning an energy €; to
each self-avoiding chain i. The partition function over a canonical ensemble

is
Q=Y exp(-Pe;) 2)

where B=1/kgT, T is the temperature, and where the summation is over all
chains i in the ensemble. The change in Helmholtz free energy on folding

into a B-sheet is then

Q
AA = —kBTlnEﬁ 3)

where Q is the partition function for the entire ensemble and Qpis the
partition function for the B-space ensemble. However, the assigned energies
g; may need to be scaled in order to correspond to experimental energies. This
can be achieved by appropriately selecting a value of B. In order for the range

of AA's to reproduce the experimental range of the AG's (for central strands
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the experimental scales each range over approximately 2.5 kcal/mol excluding
Gly and Pro), we select 1/f to be 9 kcal/mol. Comparison of AA calculated in
this way with the experimentally observed B-sheet propensities is shown in
Figure 1b, with R = 0.95.

It is conceivable that forces other than the van der Waals force may
also play important roles in determining B-sheet propensity. The canonical
ensemble formalism provides a convenient framework to explore this
possibility, since the energies €; of each chain may include terms other than
just the van der Waals energy. We therefore considered additional energy
terms proportional to the amount of exposed (or, mathematically
equivalently, buried) hydrophobic surface area, and electrostatic energies. No
combination of these terms improved the correlation beyond that in Figure
1b. Electrostatic and solvation effects, in their standard implementations, are

thus less important in determining B-sheet propensity.

Discussion

Our results reproduce the marked high preference in B-sheets for the B-
branched amino acids Ile, Val and Thr, as well as the aromatic amino acids
Phe and Tyr, and the marked low preference for Ala and Asp. Gly and Pro are
excluded due to the imprecise determination of their experimental
propensities. The only amino acid which lies significantly off the line of best
fit in the figures is Asn. We note that, sterically, Asn and Asp have very
similar side chains, so the calculated energies for the two are expected to be
similar despite the wide experimental difference between their propensities.
However, including surface area or charge terms in our energy expression
does not improve the position of Asn. One possible explanation for Asn's

better than expected experimental propensity is that hydrogen bonding may
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play a greater role in determining the B-sheet propensity of Asn than for the
other amino acids (Baker & Hubbard, 1984; Srinivasan et al., 1994).

One important implication of this work is that inherent B-sheet
propensities can indeed be dissociated from context, as for o-helical
propensities. In fact, the results of this study indicate that B-sheet propensity
arises from even more local phenomena than o-helical propensity — namely,
the steric interaction of an amino acid side chain with its local backbone.
Thus, even in the absence of neighboring B-strands (Smith & Regan, 1995),
the notion of B-sheet propensity remains valid. This agrees with studies in
which a high correlation is seen between the statistically-derived preferences
of amino acids in B-sheets and B-coils, where B-coils are defined to be residues
in B-space but not in true PB-sheets (Swindells et al.,, 1995). However, the
existence of neighboring B-strands imposes additional contextual constraints
— in particular, edge strands and central strands may present consistently
different environments (Minor & Kim, 1994a). In contrast to the local nature
of our description of B-sheet propensities, o-helical propensity is believed to
arise from interactions between a side chain and the backbone of the
neighboring turns (Creamer & Rose, 1992) (that is, from non-local
interactions).

We have demonstrated that the dominant cause of intrinsic B-sheet
propensity is the avoidance of steric clashes between an amino acid side chain
and its local backbone. Standard implementations of electrostatic and
solvation effects are less important. Our work shows, surprisingly, that the
origins of B-sheet propensities may be more straightforward than those of o-

helices.
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Methods

We modeled each amino acid Xaa in a dipeptide environment, Ala-
Xaa-Ala, with bond angles and lengths fixed (Brant & Flory, 1965). Each model
peptide chain was created de novo using backbone and side chain dihedral
angles chosen randomly from a uniform distribution. Chains were discarded
if the DREIDING (Mayo et al.,, 1990) van der Waals energy of any atom
exceeded a threshold of 2.5 kcal/mol; this threshold was chosen to best
reproduce the standard Ramachandran plot for Ala (the results were not
overly sensitive to changes in this value). The 1-4 van der Waals interaction
energy was included except for intra-side chain contacts. Using chains which
terminated at the Co position on each flanking residue instead of full
dipeptide chains did not significantly affect the results. All runs consisted of
105 successful chains, with relative standard errors of < 0.5%.

Our definition of B-space is based on the definition of Mufioz and
Serrano (Mufoz & Serrano, 1994), bounded by the closed polygon with the
following vertices in (¢, y) space: (-180, 180), (-54, 180), (-54, 90), (-144, 90), (-144,
108), (-162, 108), (-162, 126) and (-180, 126).

It is noted that the absolute propensities obtained depend quite
sensitively on the N-Ca-CPB bond angle, although the relative propensities do
not. However, when this bond angle was allowed to vary according to a
Gaussian distribution with mean 110° and standard deviation 2°, the reported
correlations were not significantly affected.

Surface areas were calculated using the Connolly algorithm (Connolly,
1983), with a dot density of 10 A-2, a probe radius of zero and an add-on radius
of 1.4 A (Lee & Richards, 1971). Atoms that contribute to the hydrophobic

surface area are carbon, sulfur, and hydrogen atoms attached to carbon and
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sulfur. Trials were conducted using the side chain area only, and the side
chain and backbone areas together.

Electrostatic energies were calculated using Gasteiger (Gasteiger &
Marsili, 1980) or charge equilibration (Rappé & Goddard, 1991) point charges;
neutral and charged versions of the side chains where appropriate were both
tried, as were both 1/r and 1/r2 forms of the Coulomb potential. Trials were
conducted using energies of the side chain only and alternatively of the full

residue.
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