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ABSTRACT

Proteins, such as specialized catalysts called enzymes, offer transformative poten-
tial for sustainable chemical synthesis, environmental remediation, and advanced
therapeutics. However, engineering proteins for specific industrial or clinical func-
tions remains a formidable challenge due to the expansive and high-dimensional
sequence design space. While directed evolution has facilitated significant break-
throughs, the methodology is often constrained by slow iteration cycles and the
requirement for a functional starting point. This thesis introduces novel machine
learning frameworks, integrated with experimental workflows, to transcend tradi-
tional enzyme engineering approaches. We first present Active Learning-Assisted
Directed Evolution (ALDE), which employs Bayesian optimization to enable more
efficient optimization of protein properties (Chapter 2). Afterward, Contrastive
Reaction-Enzyme Pretraining (CREEP) is introduced for the annotation and discov-
ery of enzymes with desired “new-to-nature” functionalities (Chapter 3). Finally, a
new paradigm for Steering Generation for Protein Optimization (SGPO) is demon-
strated, unifying these two perspectives into a holistic generative framework for
efficient protein engineering (Chapter 4). Collectively, these innovations advance
the transition toward automated, artificial intelligence-driven biomolecular design—
unlocking sustainable synthesis, novel therapeutics, and programmable biology at
the molecular level.
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C h a p t e r 1

AN INTRODUCTION TO ENZYME ENGINEERING

(1) Yang, J.; Li, F.-Z.; Long, Y.; Arnold, F. H. Cell Systems 2026, 17, 101372.

(2) Yang, J.; Li, F.-Z.; Arnold, F. H. ACS Central Science 2024, 10, 226�241.

Abstract Scienti�c research has revealed only a minuscule fraction of the enzymes

that evolution has generated to power life's essential chemical reactions�and an

even tinier fraction of the vast universe of possible enzymes. Beyond the enzymes

already annotated lie an astronomical number of biocatalysts that could enable

sustainable chemical production, degrade toxic pollutants, and advance disease

diagnosis and treatment. For the past few decades, directed evolution has been a

powerful strategy for reshaping enzymes to access new chemical transformations: by

harnessing nature's existing diversity as starting points and taking inspiration from

nature's most powerful design process, evolution, to modify enzymes incrementally.

Recently, arti�cial intelligence (AI) methods are revolutionizing how we understand

and compose the language of life. In this introduction, we discuss a vision for

AI-driven enzyme discovery to unveil a world of enzymes that transcend biological

evolution and contextualize the individual components of this thesis that contribute

toward that vision.

1.1 Motivation: Illuminating the Universe of Enzyme Catalysis

Nearly all of biology's chemistry is catalyzed by protein catalysts, the enzymes.

Enzymes drive cell growth and development, repair wounds, and generate wonder-

fully complex and functional materials such as wood or shells�all while deriving

energy and starting materials from their environments. Enzymes have an unrivaled

ability to catalyze chemical reactions cleanly, selectively, and under mild, physio-

logical conditions. These brilliant natural inventions o�er powerful and sustainable

chemical routes to make food ingredients, materials, fuels, and specialty chemicals;

to degrade pollutants into recyclable or biodegradable forms; and to diagnose and

treat disease [1�4].

Imagine that we could expand biology's DNA-encoded chemistry to encompass

even more useful chemical transformations, including the best of those invented by
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human chemists. Since the beginning of life, nature has explored only the tiniest

fraction of the universe of life's possible chemistry. While many natural reactions

have proven valuable to humans, from cellulose hydrolysis for biofuel production [5]

to antibiotic synthesis via polyketide synthases [6], many applications will require

enzymes that are not likely to be found in nature. Thus, the challenge is to identify

protein sequences that encode desirable new functions, where overall performance in

an application is quanti�ed as ��tness.� The di�erent modalities relevant to protein

engineering can be thought of as falling on a spectrum ranging from speci�c design

goals (�tness/function) at one end to general design outputs (structures/sequences)

at the other end (Fig. 1.1).

Figure 1.1: Spectrum of modalities relevant to protein engineering. Sequence design
is often the ultimate downstream task, with other sources of information providing
useful forms of conditioning (design goals). There are many solutions that satisfy
each form of conditioning, as one moves from left to right on the spectrum.

However, the vast majority of the staggering number of possible proteins�orders

of magnitude greater than the number of particles in the universe�are either non-

functional or unsuitable (Fig. 1.2A) [7, 8]. There are unfortunately many, many

more ways to be non-functional in the library of possible genomes, just as the vast

majority of Babel's books contain pure gibberish. The collection of all possible

proteins is also vast, and the density of �meaningful� sequences is miniscule.

But, unlike the librarians of Borges' random book collection, we the librarians of

the protein collection have an easier time �nding the meaningful sequences, because

we have evolution to guide us. John Maynard Smith described a conceptual space

such that each protein sequence is surrounded by all its single-mutant neighbors [9].

For evolution to occur, he argued, a functional protein must be surrounded by at

least one other functional protein. Evolution could then pass through the network

of functional protein sequences to explore new possibilities, one mutation at a time.
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Figure 1.2: (A) Directed evolution has been a powerful tool for expanding the
functional space of enzymes and achieving speci�c �tness goals, in a vast design
space where most sequences are not functional. This search has been largely
constrained to local search from existing functions, leaving many useful regions of
sequence space underexplored and distant regions completely unknown. (B) Only
a minuscule fraction of enzymatic chemical reaction space (function space) that
would be useful for human purposes has been characterized.

This process has given rise to the billions upon billions of proteins found in nature

today�rare meaningful sequences that we can literally scrape from the bottom of

our shoes. And it can give rise to many more. Such an exploration, one (or a few)

mutations at a time, can discover and improve enzymes, including ones that would

be particularly useful to humans [1]. These directed evolution �greedy uphill walks�

(Fig. 1.2A) have led to the thousands of improved enzymes used in products from

laundry detergents to disease therapies [4].

Directed evolution (DE) tackles the problem of optimizing extant enzymes for

speci�c �tness goals such as enhanced stability or enzymatic activity, but it can also

be used to discover and explore whole new functional spaces. By taking advantage of

the ability of enzymes to catalyze reactions that are not their native ones, a property

called catalytic promiscuity [10], one can obtain enzymes that operate on whole

new substrates [11, 12] and even perform chemistry that is unknown in nature, such

as the formation or cleavage of carbon-silicon bonds [4, 13�15]. One day, perhaps,

all useful chemistry could be encoded in DNA and performed cleanly, as nature

does. Of course, we do not know if all relevant chemistry can be accomplished

by enzymes�but with so many sequence possibilities, and with the assistance of

cofactors like metals�it is likely that many, if not all, useful chemistries could be

encoded in DNA and catalyzed by enzymes (Fig. 1.2B).
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1.2 The Current Approach for Enzyme Engineering

At its core, protein engineering is a design problem: the goal is to generate and/or

alter a protein's amino acid sequence to encode a desired function. �Fitness� is a nu-

merical quanti�cation of that desired function, which may include multiple features

that contribute to overall performance. Altering �tness is equivalent to traversing

the protein's �tness landscape, which is a surface in high-dimensional space that

maps sequence to �tness (Fig. 1.2A). Protein engineering is challenging because

accurate biophysical prediction methods for determining protein �tness are rare

or nonexistent, and the search space of possible proteins is beyond-astronomically

large [16]. To make matters worse, functional proteins are scarce in the space of all

protein sequences, and �nding an optimal sequence on this protein �tness landscape

is NP-hard, as there is no known polynomial-time solution [17].

Under the umbrella of protein engineering, enzyme engineering poses some unique

challenges: catalysis is more complex than binding and may involve multiple sub-

strates, cofactors, and elementary steps. Furthermore, typical experimental screen-

ing methods for measuring enzymatic �tness are lower throughput than binding

assays, for which powerful positive and negative selections can usually be devised.

Enzymes are often engineered to enhance their native functions, or alternatively to

target �promiscuous� activities, such as reactivity on non-native substrates or even

non-native reactivities (Fig. 1.3A) [13].

As a result, engineering an enzyme involves discovering an enzyme with some

initial level of activity (satisfying some but not all desired properties), followed by

�tness improvement using DE (Fig. 1.3) [18]. Thus, the �rst step of an enzyme

engineering work�ow involves identifying (or designing) an enzyme with some

measurable �tness. Consider engineering an enzyme to catalyze a new chemical

reaction. To �nd a new activity that is related to a known activity, one might

screen previously engineered enzymes for �promiscuous� activity for the desired

function (Fig. 1.3A) [19, 20]. If none is detected, it may be necessary to explore

other known enzymes or proteins in annotated databases (Fig. 1.3B) [21]. Those

with active sites amenable to accommodating a particular substrate, evolvable folds,

cofactors relevant to a desired activity, or similar mechanisms may be valid starting

points. However, these approaches rely too much on experimental intuition and

luck, and such an Edisonian search through existing proteins is ine�cient and often

ine�ective. Even if activity is found, the enzyme might need to be stabilized so that

it has suitable behavior for screening or can undergo further evolution, and it must
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Figure 1.3: The enzyme engineering work�ow. Enzyme engineering begins with
a discovery phase to identify an enzyme with initial activity (desired function). If
�tness is not su�cient, the enzyme is then optimized using DE. (A) Enzyme discov-
ery involves screening for desired activities, which could include native activity or
promiscuous activities. (B) Enzyme starting points can be found in known proteins
or by (C) diversi�cation of enzymes using various computational methods to gener-
ate starting sequences that are more stable and evolvable. (D-E) In its simplest form,
optimization using DE involves generating a pool of protein variants, identifying
one with improved �tness, and using this variant as the starting point for the next
generation of mutation and screening. DE can be thought of as a greedy hill climb
on a protein �tness landscape. The natural ordering of sequences in the DE �tness
landscape is that all sequences are surrounded by their single-mutant neighbors [9].

express well in the host organism, such as bacteria or yeast.

Computationally assisted methods such as chimeragenesis and ancestral sequence

reconstruction have emerged to propose diverse protein starting points (sometimes

having higher stability, evolvability, di�erent substrate scopes, Fig. 1.3C) [22�

24]. Methods aided by software suites such as Rosetta have been successful in

re-designing enzymes and enhancing their stabilities [25�30], but de novo enzyme

design is still nascent and works well only for relatively simple reactions [31�

33]. Protein binder design is often framed as a structure design problem, as bind-

ing interactions can be modelled relatively accurately with physics, given a target

structure [34, 35]. In contrast, enzyme engineering requires precisely positioned

catalytic residues and an active site capable of accommodating reactant(s) and in-

termediates(s), often containing metals and cofactors that can be challenging to
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model computationally [36]. Transition state energies can be useful predictors of

enzymatic activity [37], but many enzyme reaction mechanisms remain poorly un-

derstood. Further complicating matters, enzymes are tasked with simultaneously

balancing overall protein stability with dynamic conformation �exibility�an inter-

play that is poorly understood [38�40]. A single mutation, even one distant from

the active site, can a�ect activity in ways that are di�cult to explain, much less

to predict [1]. Thus, before the advent of deep learning, impressive examples of

rationally designed enzymes were relatively rare [31, 41, 42].

Once a suitable enzyme with measurable function is identi�ed, �tness can be im-

proved by DE and related techniques [43, 44]. DE sidesteps the need to understand

protein sequence-�tness relationships and optimizes protein �tness by performing

greedy hill climbing on the protein �tness landscape (Fig. 1.3D) [1, 9, 16]. In its

simplest form, DE involves accumulating bene�cial mutations by making mutations

to the protein (mutagenesis) and screening for variant(s) with higher performance on

target properties (Fig. 1.3E). The targeted properties can change during optimization

by changing the screening criteria, and informative screens can investigate multiple

properties simultaneously. Recombination is often used to shu�e bene�cial mu-

tations so that screening can identify mutation combinations that further increase

�tness [45, 46]. DE takes advantage of the fact that functional sequences are clus-

tered in sequence space, i.e., functional sequences are surrounded by many other

functional sequences, and smooth uphill paths exist in the landscape [9]. Due to

the complex nature of rational enzyme design, DE has historically been the primary

driver for improving enzyme �tness and achieving non-natural activities.

1.3 Arti�cial Intelligence is Revolutionizing Enzyme Engineering

Despite its many successes, DE is not the most e�cient way to explore the vast space

of possible enzymes. DE has been e�ective because many protein-�tness landscapes

are smooth in at least some of their many dimensions, but it faces severe limitations

when this is not the case [16, 47, 48]. It is also slow and resource-intensive, and, as

a local search in sequence space, it will ignore other parts of the space that may hold

even greater functional potential (Fig. 1.2A) [16]. Furthermore, directed evolution

requires a starting point with some level of the desired function, or at least a strategy

for acquiring that function through incremental steps. Arti�cial intelligence (AI)

methods are well-positioned to overcome these major bottlenecks in the quest to

unveil new regions of functional enzyme space.
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To address the slow, laborious nature of DE (Fig. 1.3D-E), machine learning (ML)

has increasingly been used to suggest combinations of bene�cial mutations and re-

duce the burden of having to perform many generations of mutagenesis and screening

for protein �tness optimization [49, 50]. Sampled sequence-function data can be

used to build a statistical model of the �tness landscape, enabling predictions about

combinations of mutations with improved functions, i.e. semi-local expansions in

functional and sequence space. Such supervised ML methods can make directed

evolution more e�cient and e�ective in the real world [51�54]. Besides learning

directly from labeled data collected through experiments, the models constructed

from the data can additionally include what we already know of natural proteins,

e.g., in the form of zero-shot scores based on evolutionary conservation [55�59] or

protein structures and physics [60, 61]. Overall, there are many emerging super-

vised ML approaches combining the utility of unlabeled data on natural sequences

with labeled assay data [53, 55, 58, 59, 61�64]. In this thesis, we extend existing

methods into an iterative setting that leverages deep learning and balances future

exploration with exploitation of previous knowledge through uncertainty quanti�-

cation. Namely, in Chapter 2, we demonstrate active learning-assisted directed

evolution (ALDE), which advances the ability to navigate protein �tness landscapes

e�ciently (Optimization, Fig. 1.3D-E).

To attain starting points for protein engineering (Fig. 1.3A-C), scientists are addi-

tionally leveraging ML to improve computational methods for protein annotation

and discovery [65]. Approximately 250 million protein sequences are catalogued

in the UniProt database, but less than 0.3% are annotated with function [66]. Thus,

hundreds of millions of known proteins have not been explored as starting points for

enzyme engineering. If these proteins could be accurately annotated, protein engi-

neers would have access to a wealth of diverse candidates for engineering. While

enzyme engineers have long been using multiple sequence alignments (MSAs) and

homology to predict the functions of unannotated protein sequences [67], ML clas-

si�cation models extend these approaches and draw from more complete features

describing protein sequences and structures to predict more speci�c functions, such

as type of reactivity and kcat [68�77]. Focusing on known sequences without an-

notations, many of these methods aim to classify enzyme sequences based on their

enzyme commission (EC) numbers, which is a hierarchical classi�cation scheme

that divides enzymes into general classes and then further subclasses, based on their

catalytic activities. For example, contrastive learning-enabled enzyme annotation

(CLEAN) has demonstrated state-of-the-art success at accurately classifying enzyme
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sequences based on their EC numbers [75]. Impressively, CLEAN also correctly

identi�ed an enzyme with three di�erent EC numbers, corresponding to promiscu-

ous activities, where promiscuity prediction was framed as multitask classi�cation

[78]. Still, there is a need to identify enzymes with unannotated, promiscuous activ-

ities as starting points for evolving enzymes for non-natural activity [19, 75]. This

thesis addresses this challenge by presenting a computational pipeline for functional

annotation and retrieval of previously unannotated enzyme activities. Speci�cally,

in Chapter 3, we present a benchmark suite for the classi�cation and retrieval of

enzymes (CARE) and an ML method for contrastive reaction-enzyme pretraining

(CREEP) (Starting Point Discovery, Fig. 1.3A-C).

Related to this, data-driven generative AI approaches are revolutionizing our ability

to design novel proteins, which could unlock unseen combinations of properties and

even new-to-nature activities [50, 65, 79�84]. Generative ML can learn the distribu-

tion of proteins that nature has already made and humans have deposited in rapidly

growing databases: it learns to compose new proteins using the �language� of na-

ture's proteins to infer functional sequences that nature has not explored [80, 85�87].

Such generative protein language models, from Potts models [88] to deep learning

models [89�95] have generated sequences, for example, of functional lysozymes

[93], carbonic anhydrases [94], and even Cas9 nucleases [96] with low sequence

identity and activities comparable to naturally occurring enzymes. While generative

approaches are powerful techniques for generating proteins with natural functions,

these models typically have not utilized labeled sequence-�tness data from real-

world assays to optimize proteins for speci�c �tness properties, or to design proteins

with non-native functions. To address this gap, in Chapter 4, we introduce a new

paradigm for holistic protein design and optimization that uni�es sequence-based

generative modeling with supervised learning from labeled sequence-�tness data,

called steered generation for protein optimization (SGPO).

Generative ML methods can also integrate structure and physics for de novo design

of novel folds [97]�mostly binders, but also enzymes, including luciferases [98],

serine hydrolases [99], and retro-aldolases [100]. A prevailing approach is to

use a generative model [101, 102] to design protein backbone structures that will

accommodate a desired active-site conformation (motif sca�olding) [103, 104] or

a certain reaction transition state [105, 106]. These structures are then mapped

to sequences using inverse folding models based on deep learning [107, 108], as

sequence design is generally the ultimate goal. Recently, there have been e�orts to
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design structures jointly with sequences [109�116] to directly sca�old active-site

residues in enzymes (not just the backbone coordinates) and leverage all available

data for more reasonable designs [117]. Structure prediction has quickly become an

indispensable tool for validating these designs [118, 119], along with models that

can predict enzymatic function from sequence [75, 120�122]. Besides conditioning

on structure, an interesting direction of research involves using descriptions of

function as keywords or natural language descriptions to generate enzymes with

desired function [91, 115, 123�125]. While we do not elaborate on speci�c e�orts

in this thesis toward function-conditioned de novo protein design, we acknowledge

that this is an important area of current and future work.

Ultimately, utilizing AI-driven methods, researchers are achieving success rates

orders of magnitude higher than those of design methods before the deep learning era,

and they are generating real, functional proteins [100, 126]. Furthremore, AI-driven

design enables bigger jumps in protein space, allowing for more novelty in functional

space or more useful combinations of properties such as high thermostability and

catalytic promiscuity, compared to previous approaches. The future of AI-driven

protein engineering is bright, and one day, we may in fact genetically encode (via

enzymes) the universe of all useful chemical transformations. In Chapter 5, we

conclude this thesis with an outlook on how best to use AI to achieve this dream.
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C h a p t e r 2

ACTIVE LEARNING-ASSISTED DIRECTED EVOLUTION

(1) Yang, J.; Lal, R. G.; Bowden, J. C.; Astudillo, R.; Hameedi, M. A.; Kaur, S.;
Hill, M.; Yue, Y.; Arnold, F. H. Nature Communications 2025, 16, 714.

Abstract Directed evolution (DE) is a powerful tool to optimize protein �tness

for a speci�c application. However, DE can be ine�cient when mutations exhibit

non-additive, or epistatic, behavior. Here, we present Active Learning-assisted

Directed Evolution (ALDE), an iterative machine learning-assisted DE work�ow

that leverages uncertainty quanti�cation to explore the search space of proteins

more e�ciently than current DE methods. We apply ALDE to an engineering

landscape that is challenging for DE: optimization of �ve epistatic residues in the

active site of an enzyme. In three rounds of wet-lab experimentation, we improve

the yield of a desired product of a non-native cyclopropanation reaction from 12%

to 93%. We also perform computational simulations on existing protein sequence-

�tness datasets to support our argument that ALDE can be more e�ective than DE.

Overall, ALDE is a practical and broadly applicable strategy to unlock improved

protein engineering outcomes.

2.1 Introduction

Protein engineering is an optimization problem, where the goal is to �nd the amino

acid sequence that maximizes "�tness," a quantitative measurement of the e�cacy

or functionality for a desired application, from chemical synthesis to bioremediation

and therapeutics [4]. Protein �tness optimization can be thought of as navigating a

protein �tness landscape, a mapping of amino acid sequences to �tness values, to

�nd higher-�tness variants [16]. However, since protein sequence space is vast, as

a protein of length N can take on 20N distinct sequences and functional proteins are

vanishingly rare, �nding an optimal sequence is hard. Because functional proteins

are surrounded by other functional proteins one mutation away [9], protein engineers

often use directed evolution (DE) to optimize protein �tness [43, 44].

In its simplest form, DE involves accumulating bene�cial mutations by searching

through sequences near one that exhibits some level of desired function for vari-

ants that exhibit enhanced performance on a target �tness metric (Fig. 2.1A). This
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Figure 2.1: Conceptual di�erences between DE and ALDE. (A) A common
work�ow for DE, where a starting protein is mutated and �tnesses of variants are
measured (screened). The best variant is used as the starting point for the next round
of mutation and screening, until desired �tness is achieved. (B) Conceptualization of
DE as greedy hill climbing optimization on a hypothetical protein �tness landscape.
(C) Work�ow for ALDE. An initial training library is generated, where k residues
are mutated simultaneously (for example k=5). A small subset of this library
is randomly picked, after which the variants are sequenced and their �tnesses are
screened. A supervised ML model with uncertainty quanti�cation is trained to learn
a mapping from sequence to �tness. An acquisition function is used to propose new
variants to test, balancing exploration (high uncertainty) and exploitation (high
predicted �tness). The process is repeated until desired �tness is achieved. (D)
Conceptualization of active learning on a hypothetical protein �tness landscape.
Active learning is often more e�ective than DE for �nding optimal combinations of
mutations. In these conceptualizations, a single sequence is queried in each round,
but in practical settings, active learning operates in batch where multiple sequences
are tested in each round.
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approach can be thought of as greedy hill climbing optimization across the protein

�tness landscape (Fig. 2.1B). DE is limited because screening for performance can

only explore a small, local region of sequence space. Additionally, taking one mu-

tational step at a time can cause the experiment to become stuck at a local optimum,

especially on rugged protein �tness landscapes where mutation e�ects exhibit epis-

tasis [48]. Machine learning (ML) techniques o�er a pathway to circumvent these

obstacles, providing strategies to more e�ciently navigate these complex landscapes

[49, 50, 127�129].

While supervised ML has been used to propose ideal combinations of mutations�

such as in ML-assisted DE (MLDE) [53, 54]�these approaches are often limited

to small design spaces as they do not take advantage of the fundamentally iterative

manner in which protein engineering can take place in real-world applications. By

contrast, active learning is an ML paradigm that gathers data iteratively using a

supervised model which is, in turn, updated as new data are acquired (Fig. 2.1C).

By leveraging uncertainty quanti�cation to choose which variants should be tested at

each step, active learning has the potential to unlock improved engineering outcomes

(Fig. 2.1D) [130�134]. Approaches related to active learning have been used in

the wet lab to optimize arti�cial metalloenzymes, nucleases, and other proteins

[55, 59, 62, 64]. Past work has also explored the use of Bayesian optimization

(BO), a particular class of active learning algorithms, to experimentally improve the

thermostability of protein chimeras [51, 135] and to optimize proteins with one to

several mutations [134, 136, 137]. However, few studies have explored the utility

of active learning methods in comparison to DE, especially where epistatic e�ects

are prevalent [138]. In addition, understanding of the practical role of uncertainty

quanti�cation in the context of deep learning [139�141] and high-dimensional [142]

representations learned from protein language models [119, 143] is limited.

To address the limitations of existing methods, we introduce Active Learning-

Assisted Directed Evolution (ALDE), a computationally assisted work�ow for pro-

tein engineering that employs batch Bayesian optimization. ALDE alternates be-

tween collecting sequence-�tness data using a wet-lab assay and training an ML

model to prioritize new sequences to screen in the wet lab (Fig. 2.1C); it resem-

bles existing wet-lab mutagenesis and screening work�ows for DE and is generally

applicable to any protein engineering objective. In this study, we use ALDE to

�nd the ideal combination of �ve mutations in the active site of a biocatalyst based

on a protoglobin from Pyrobaculum arsenaticum (ParPgb) for performing a non-
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native cyclopropanation reaction with high yield and stereoselectivity. We chose

this model system because the residues of interest are in close structural proximity

and there is evidence of negative epistasis, which hinders DE. After performing

three rounds of ALDE (exploring only ~0.01% of the design space), the optimal

variant has 99% total yield and 14:1 selectivity for the desired diastereomer of the

cyclopropane product. The mutations present in the �nal variant are not expected

from the initial screen of single mutations at these positions, demonstrating that the

consideration of epistasis through ML-based modeling is important. We solidify

our argument that ALDE is more e�ective than DE by computationally simulat-

ing ALDE on two combinatorially complete protein �tness landscapes. We also

provide an extensive analysis of the e�ects of protein sequence encodings, models,

acquisition functions, and uncertainty quanti�cation for protein �tness optimiza-

tion, to determine best practices for real-world engineering campaigns. In short, we

�nd that frequentist uncertainty quanti�cation works more consistently than typical

Bayesian approaches, and incorporating deep learning does not always boost perfor-

mance. Ultimately, we demonstrate that ALDE is a practical and e�ective tool for

navigating protein �tness landscapes and provide experimental and computational

tools (https://github.com/jsunn-y/ALDE) so that the method is easy to use

and broadly applicable.

2.2 Results

Practical implementation of ALDE

Broadly, ALDE alternates between library synthesis/screening in the wet lab to

collect sequence-�tness labels and computationally training an ML model to learn

a mapping from sequence to �tness in order to suggest a new batch of sequences

to test (Fig. 2.1C), resembling batch BO. Before beginning ALDE, a combinatorial

design space on k residues is de�ned, corresponding to 20k possible variants. The

choice of k will vary depending on the system, as larger values of k can consider

a greater extent of epistatic e�ects (allowing for better possible outcomes) but

will likely require collecting more data to �nd an optimal variant. First, those k

residues are simultaneously mutated, and an initial round of sequence-�tness data is

collected in the wet lab. ALDE is compatible with low-N, batch protein engineering

settings where tens to hundreds of sequences are screened in each round. The

collected sequence-�tness data are then used to computationally train a supervised

ML model that can predict sequence from �tness. Di�erent ways to encode protein

sequence numerically and di�erent types of models which can provide uncertainty
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quanti�cation are analyzed in this study. Afterward, an acquisition function is

applied to the trained model to rank all sequences in the design space, from most

to least likely to have high �tness. Several acquisition functions are evaluated in

this study, to balance exploration of new areas of protein space with exploitation

of variants that are predicted to have high �tness (Fig. 2.1D). The computational

component of ALDE can be performed using the codebase at https://github.

com/jsunn-y/ALDE. For the next round of ALDE, the top N variants from the

ranking are then assayed in the wet-lab to provide additional sequence-�tness data,

and the cycle is repeated until �tness is su�ciently optimized.

The active site of ParPgb is a challenging design space for standard DE

To initiate wet lab studies with ALDE, we identi�ed a target enzymatic activity on

a protein design space that would be di�cult to engineer with simple DE methods.

Enzyme-catalyzed carbene transfer reactions have the potential to be useful in many

synthetic chemistry applications, and thus we decided to focus on the cyclopropa-

nation of 4-vinylanisole (1a) using ethyl diazoacetate (EDA) as a carbene precursor

to a�ord the 1,2-disubstituted cyclopropanes trans-2a and cis-2a (Fig. 2.2A). En-

zyme engineering for styrenyl cyclopropanation poses a stimulating challenge for

evolution toward two properties, higher yield and improved selectivity toward one

of the diastereomers of the cyclopropane product. While this non-native chemistry

has been demonstrated with cytochromes P411 [144], we decided to engineer this

activity in a protoglobin. Protoglobins are archaeal hemoproteins, which are attrac-

tive engineering targets due to their high thermostability (T50 ~ 60°C), small size

(~200 amino acids) [145], and ability to perform novel carbene and nitrene transfer

chemistries [21, 146�148]. After screening a diverse set of protoglobins, including

wild-types and engineered homologs, for cyclopropanation activity, we decided to

proceed with ParPgb W59L Y60Q (ParLQ) as a starting point (parent) for ALDE.

Because our goal was to arrive at a variant with high yield and high selectivity for

the cis-product, we de�ned the objective to be explicitly optimized as the di�erence

between the yield of cis-2a and the yield of trans-2a. The ParLQ variant demon-

strates only moderate cyclopropanation yield (~40% yield) and stereoselectivity (3:1

preferring trans-2a) under screening conditions, and no known protein variant of

ParPgb has high �tness for our objective.

Based on previous engineering studies using protoglobin sca�olds, we selected

�ve active-site residues (W56, Y57, L59, Q60, and F89; WYLQF) positioned

above the distal face of the heme cofactor, which display epistatic e�ects and are
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Figure 2.2: A challenging, epistatic protein design space: optimization of �ve
active site residues in ParPgb. (A) Our objective was to optimize an enzyme
to catalyze the formation of the cis product of a cyclopropanatiom reaction with
high yield and high selectivity, which we quantify in a single value as cis � trans
Yield. (B) The parent protein ParLQ is two mutations (W59L and V60Q) away
from the wild-type ParPgb sequence. Five residues in the active site of ParLQ
which were likely to exhibit epistasis were targeted: W56, Y57, L59, Q60, and
F89. (C) The single mutations from parent at the �ve targeted sites do not o�er
signi�cant improvements to the objective of cis � trans Yield. Very few single-
mutation variants have the desired selectivity (positive cis � trans Yield), and it
would not be obvious which variant to take forward in a DE campaign. Parent
yields vary between runs but consistently show moderate yield and selectivity for
the trans product. (D) Various recombinations of ideal single mutations are not
e�ective proteins for the desired objective (cis � trans Yield), and related metrics
such as cis Yield and cis/trans Selectivity. DAYFW, DGMDW, and DGMVW are
the ideal combinations of single mutations naively predicted to have the highest cis
Yield, cis � trans Yield (objective), and cis/trans Selectivity, respectively. Yields
were measured in biological triplicate. Overall, these results suggest an optimization
problem that is challenging for standard DE methods. Source data are provided as
a Source Data �le.
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known to impact non-native activity (Fig. 2.2B) [146, 148]. Single-site saturation

mutagenesis (SSM) was performed at these sites, and variants were screened by

gas chromatography for their cyclopropanation products. None of the screened

mutants demonstrated a signi�cant, desirable shift in the value of the objective

(Fig. 2.2C) or related metrics such as cis yield and cis/trans selectivity. Given these

data, a protein engineer might opt to perform a simple recombination of all positive

variants to exploit the typically additive character of mutations [149]. However, in

our recombination studies of the single-site mutants with the highest fold-change

in cis yield (DAYFW), the objective (DGMDW), or the selectivity (DGMVW),

respectively, we did not observe a variant which generated cis-2a with high yield

and selectivity (Fig. 2.2D). Overall, these �ndings suggest that our design problem

is quite challenging for standard DE approaches.

Using ALDE to e�ciently optimize ParPgb for a non-native carbene transfer

reaction

With the design space con�ned to �ve residues and a well-de�ned objective, we

began an ALDE engineering campaign. First, we synthesized an initial library of

ParLQ variants which were mutated at all �ve positions under study (Fig. 2.3A).

Mutants in this library were generated through sequential rounds of PCR-based

mutagenesis methods utilizing NNK degenerate codons. We elected to use random

selection from this library because we did not know if any zero-shot predictors

might enrich the starting library with useful variants [50, 53]. In fact, retrospective

analysis of the initial library revealed that our objective is not strongly correlated with

conventional zero-shot predictors [53, 150], likely because the objective involves

non-native chemistry, for which �tness is not su�ciently captured by evolutionary

or stability-based metrics alone (Fig. B.1). Four 96-well plates of these random

variants were picked and sequenced using the LevSeq long-read pooled sequencing

method [151], yielding 216 unique variants without stop codons. Screening revealed

that nearly all of the variants had higher cyclopropanation activity than free-heme

background activity, likely because ParLQ was moderately active to begin with,

and its high thermostability allows it to tolerate multiple mutations. The majority

of variants displaying improved cyclopropanation yield strongly favored formation

of trans-2a; however, several of the randomly selected sequences were capable

of forming cis-2a in much higher yield than any previously tested ParLQ variant

(Fig. 2.3B). Notably, the F89Y mutation was particularly important for inverting

selectivity to favor the cis-2a, but only in the context of certain mutations at positions
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