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ABSTRACT

The primary contribution of this manuscript is a systematic asymptotic analysis of a range

of learning and approximation algorithms, together with the development of analytical

tools that enable such studies and may be broadly applicable to related problems. To

deepen the understanding of generalization and compression, we establish novel Gaussian

universality results and combine them with Gaussian comparison inequalities to derive

precise asymptotic performance characterizations.

Gaussian Universality is a general principle suggesting that, for a wide class of learning

problems, key quantities such as training and test performance can be characterized by

replacing complicated data or design distributions with high-dimensional Gaussians having

matching first- and second-order statistics. This perspective is used to analyze transfer

learning in linear models, performance of the one-bit random features model, and the

approximation error of the Randomized Singular Value Decomposition.

Model compression, another central theme in modern machine learning, refers to the re-

duction of model size while preserving predictive performance. This is typically achieved

through techniques such as quantization, sparsification, or low-rank factorization. In this

thesis, we investigate one-bit quantization in random features models, sparsification and

one-bit compression in regularized linear classification, and low-rank approximation al-

gorithms for matrix-valued optimization problems. Our results demonstrate that, in the

over-parameterized regime, aggressive compression is often possible with only minimal

degradation in predictive accuracy.

In addition to the results mentioned above, the present manuscript studies linear denoisers in

the proportional regime and develops new Gaussian comparison tools for high-dimensional

inference. Taken together, the results of this thesis contribute to a broader picture in

which properties of data distribution, model structure, and the optimizer jointly determine

generalization behavior in modern machine learning.
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C h a p t e r 1

INTRODUCTION

Generalization is a cornerstone principle of machine learning. Informally, it states that

a model trained to perform well on a su�cient number of training samples should also

achieve low error on unseen data. In practice, the unseen samples may come from a

di�erent distribution than the training data, a phenomenon known as distribution shift, or

may even involve di�erent input and output spaces (Rohlfs, 2025). However, throughout

this manuscript, we assume that the training and test data lie in the same space and are drawn

from the same underlying distribution. This assumption is made because, even in the latter

setting, existing theories that attempt to explain generalization in highly over-parameterized

models remain limited.

To understand why classical statistical learning theory does not capture important general-

ization phenomena in modern machine learning, we �rst recall its core principle, known as

the bias-variance trade-o� (Hastie, Tibshirani, and Friedman, 2009). Denote the training

dataset by D = f¹x1– H1º– • • • – ¹x=– H=ºg, where x1– • • • – x= 2 R3 are the data and H1– • • • – H=

are the corresponding labels, which we will for simplicity assume to be one-dimensional.

Also denote the prediction of the model trained on D for an input x 2 R3 by 5D ¹xº 2 R

and let ¹x– Hº � P be the true data distribution. Then the expected test error admits the

following bias-variance decomposition:

EP–D¹ 5D ¹xº � Hº2 = EP–D¹ 5D ¹xº � E D 5D ¹xºº2 ¸ E P–D¹H � ED 5D ¹xºº2 • (1.1)

The �rst term on the right-hand side is the variance, which quanti�es the sensitivity of

the model predictions to the particular choice of training set. The second term is the bias,

which measures the error of the average model prediction relative to the true label. The

bias-variance trade-o� suggests that, to achieve low test error, a model must strike a balance:
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it should be complex enough to keep bias low, yet not so complex that variance becomes

excessively large.

Modern machine learning models are typically over-parameterized, meaning the number of

trainable parameters greatly exceeds the number of training samples. This regime appears to

contradict the bias-variance principle: over-parameterized models can perfectly interpolate

the training data (achieving zero training error), which should lead to enormous variance and

poor generalization. Nevertheless, deep networks such as ResNet-18 (He et al., 2016), with

over 12 million parameters trained on only 60,000 CIFAR-10 images, routinely generalize

well despite fully interpolating the training labels.

A second pillar of classical statistical learning theory is the Vapnik-Chervonenkis (VC)

generalization bound (Vapnik, 1995). For illustration, consider a binary classi�cation task

encoded via H 2 f�1– 1g.

De�nition 1 (VC dimension). The VC dimension 3VC of a hypothesis class H is the largest

integer < such that there exist points x1– • • • – x< 2 R3 that can be shattered by H, meaning

that for every labeling ¹H1– • • • – H< º 2 f�1– 1g< there exists a function 5 2 H such that

5 ¹x8º = H8 for all 8 = 1– • • • – <.

Theorem 1 (VC generalization bound). Let H be a hypothesis class with VC dimension

3VC. Then there exists a universal constant � ¡ 0 such that, for any X 2 ¹0– 1º, with

probability at least 1 � X over the draw of the training dataset D, every 5 2 H satis�es

�
�
�
�
�
P

�
5 ¹xº < H

�
�

1
=

=Õ

8=1

1f 5 ¹x8º < H8g

�
�
�
�
�
� �

vt
3VC log¹=º ¸ log

�
1
X

�

=
• (1.2)

In the over-parameterized regime, the bound (1.2) becomes vacuous for two reasons. First,

3+� � = due to over-parameterization and, as such, the right hand side of (1.2) grows

with = instead of going to zero. Second, over-parameterized models can achieve perfect

training accuracy1=
Í =

8=11f 5 ¹x8º < H8g = 0, yet the test accuracy P¹ 5 ¹xº < Hº can remain

as high as1
2, which is equivalent to random guessing for binary classi�cation. The latter
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happens, for example, in the case when x and H are uncorrelated (Zhang et al., 2017a). Thus,

unlike in classical theory, training accuracy is no longer a reliable proxy for test accuracy

in over-parameterized models.

1.1 Overview of Our Approach

This thesis develops a di�erent framework for understanding generalization in over-

parameterized models. The key idea is that, in the over-parameterized regime, generaliza-

tion is jointly determined by the properties of the data distribution, the optimizer, and the

model structure. The optimizer matters because multiple solutions can perfectly interpolate

the training data; which one is selected (the implicit bias) crucially a�ects generalization.

The data distribution matters because even with zero training loss, generalization can

fail completely if features and labels are uncorrelated (Zhang et al., 2017a). The role of

model structure is already central in classical theory, but must be revisited in the modern

over-parameterized setting.

For over-parameterized linear models trained on Gaussian data, we leverage tools based on

the Convex Gaussian Min-Max Theorem (CGMT) (Thrampoulidis, Oymak, and Hassibi,

2014) to derive precise asymptotic formulas for the generalization error. We denote the

data matrix by X 2 R=�3 and the corresponding vector of labels by y 2 R=, where = is

the number of samples and 3 is parameter dimension. A linear model with weight vector

w 2 R3 outputs 5 ¹xº = w) x. Then one of the standard approaches of �tting ¹X– yº into 5

is solving the following objective via Stochastic Gradient Descent:

min
w

kXw � yk 2
2•

According to (Azizan and Hassibi, 2018; Azizan, Lale, and Hassibi, 2021), if 3 ¡ =, then

the SGD solution initialized at a point w0 2 R3 can be described by the following property

among the set of interpolating solutions, which is known as the implicit bias of SGD:

min
w

kw � w 0k2
2– s.t. Xw = y• (1.3)
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Following the standard assumptions for linear regression, take y = Xw� ¸ �, where w � is

the ground truth and � � N ¹0– f 2I=º is the measurement noise. Then (1.3) can be rewritten

as:

min
w

kw � w 0k2
2– s.t. X¹w � w� º = �• (1.4)

Denoting ~w = w � w � and introducing a Lagrange multiplier to (1.4), we arrive at:

min
~w

max
u

u) X ~w ¸ k ~w ¸ w � � w 0k2
2 � u ) �• (1.5)

CGMT can be seen as a tool that can be leveraged to analyze stochastic objectives of the

following form under a crucial assumption that X is i.i.d. standard Gaussian, where k¹w– uº

is any function convex in w and concave in u:

min
w

max
u

u) Xw ¸ k¹w– uº• (1.6)

In particular, CGMT can be readily appleid to (1.5) if X is i.i.d. Gaussian. However, many

real-world datasets are not Gaussian. This is where Gaussian universality enters: it allows

us to show that, asymptotically, the test error remains unchanged when the original data

distribution is replaced by a Gaussian distribution with matching �rst- and second-order

moments. Universality thus reduces the original problem to a Gaussian one that can be

analyzed via CGMT. Our approach can be summarized by the following diagram:

Problem with Non-Gaussian features

Problem with Gaussian features Analysis

Universality

CGMT

Additional challenges arise when moving from regression to classi�cation, when data

comes from Gaussian mixture models with heterogeneous covariances, or when structural
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constraints (e.g., one-bit compression) are imposed on the weights. We develop extended

versions of both universality and CGMT that handle these settings.

After demonstrating that these tools enable sharp asymptotic analyses of generalization

performance in over-parameterized models across a wide range of settings, we further

illustrate their broader applicability by applying them to classical problems in numerical

linear algebra and signal processing. In particular, we derive precise characterizations of

the approximation error of the Randomized Singular Value Decomposition (RSVD) and its

polynomial-�ltered variants, and design improved linear denoisers that outperform standard

empirical Wiener �lters in the proportional regime.

1.2 Organization of the Thesis

This thesis is organized around several interconnected themes in modern machine learn-

ing theory: Gaussian universality, generalization, model compression, implicit bias, and

optimization in over-parameterized regimes. Although the chapters originate from distinct

projects, they share a common methodological thread and a unifying goal: understanding

how data distribution, selected optimizer, and added structural constraints together govern

the behavior of high-dimensional learning systems.

Chapter 2 introduces a novel Gaussian min-max theorem and develops the associated com-

parison framework. This chapter provides the mathematical machinery used in later chapters

and demonstrates how new Gaussian comparison principles lead to tractable analyses for

problems beyond the reach of standard CGMT arguments.

Chapter 3 studies transfer learning and �ne-tuning in linear models for both regression

and binary classi�cation. We analyze stochastic gradient descent applied to a linear model

initialized with pretrained weights and trained on a small target dataset. In the high-

dimensional asymptotic regime, we derive exact characterizations of the generalization

error (regression) and classi�cation error (binary classi�cation) for both the pretrained and

�ne-tuned models, and provide conditions under which �ne-tuning improves performance.
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All results are universal, depending only on the �rst- and second-order statistics of the target

distribution, and extend naturally beyond Gaussian data and standard SGD training.

Chapter 4 sheds light on the theoretical underpinnings of weight compression in machine

learning by analyzing one-bit quantization in the Random Features model, a simpli�ed

framework that corresponds to neural networks with random representations. We prove

that, asymptotically, quantizing weights of all layers except the last incurs no loss in gener-

alization error, compared to the full precision random features model. We also demonstrate

empirically that one-bit quantization leads to signi�cant inference speed ups for the Ran-

dom Features models even on a laptop GPU, con�rming the practical bene�ts of our work.

Additionally, we provide an asymptotically precise characterization of the generalization

error for Random Features with an arbitrary number of layers.

Chapter 5 investigates Gaussian universality for di�usion-generated data. It compares

the performance of linear models trained on di�usion samples with that of corresponding

Gaussian mixture models, and explores concentration phenomena arising from the di�usion

sampling process. It also containts a universality proof for multiclass classi�cation.

Chapter 6 presents a precise asymptotic analysis of the Randomized Singular Value Decom-

position (RSVD). We derive sharp expressions for the approximation error of RSVD relative

to the optimal SVD low-rank approximation as matrix dimensions grow to in�nity. The

results depend only on the singular values of the matrix and are evaluated for power-law and

bi-level singular value spectra. We also extend the analysis to polynomial-�ltered RSVD,

providing insights into optimal �lter design.

In Chapter 7, we study the performance of linear denoisers for noisy data of the form

x ¸ z, where x 2 R3 is the desired data with zero mean and unknown covariance �,

and z � N ¹0– � zº is additive noise. Since the covariance � is not known, the standard

Wiener �lter cannot be employed for denoising. Instead, we assume we are given samples

x1– • • • – x= 2 R3 from the true distribution. A standard approach would then be to estimate
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� from the samples and use it to construct an �empirical� Wiener �lter. However, motivated

by the denoising step in di�usion models, we take a di�erent approach whereby we train

a linear denoiser W directly from the data. In particular, we synthetically construct noisy

sampleŝx8of the data by injecting the samples with Gaussian noise with covariance �1 < � z

and �nd the best W that approximates Ŵx8 � x 8in a least-squares sense. In the proportional

regime =
3 ! ^ ¡ 1, we use the CGMT to analytically derive a closed-form expression for

the generalization error of the denoiser obtained from this process. Using this expression,

one can optimize over �1 to �nd the best possible denoiser. Our numerical simulations

show that our denoiser outperforms the �empirical� Wiener �lter in many scenarios and

approaches the optimal Wiener �lter as ^ ! 1.

Chapter 8 applies CGMT to analyze regularized linear regression for binary classi�ca-

tion with corrupted labels. It examines how explicit regularization a�ects classi�cation

performance in high dimensions and studies the behavior of di�erent regularizers in the

over-parameterized regime.

Chapter 9 extends the ideas of Chapter 8 to multi-class classi�cation under strong regular-

ization. In more detail, we study the use of linear regression for multi-class classi�cation

in the over-parametrized regime where some of the training data is mislabeled. In such

scenarios it is necessary to add an explicit regularization term, _ 5 ¹�º, for some convex

function 5 ¹�º, to avoid over�tting the mislabeled data. In our analysis, we assume that the

data is sampled from a Gaussian Mixture Model with isotropic covariances, equiangular

means and equal class sizes, and that a proportion of the training labels is corrupted for

each class. Under these assumptions, we prove that the best classi�cation performance is

achieved when 5 ¹�º = k � k2
2 and _ ! 1. We then proceed to analyze the classi�cation

errors for 5 ¹�º = k � k1 and 5 ¹�º = k � k1 in the large _ regime and notice that it is often

possible to �nd sparse and one-bit solutions, respectively, that perform almost as well as

the one corresponding to 5 ¹�º = k � k2
2.



8

Chapter 10 investigates Stochastic Mirror Descent (SMD) with matrix parameters and

vector-valued predictions, a framework relevant to matrix completion problems, broadly

relating it to compression. Focusing on the over-parameterized regime, we prove that

SMD with matrix mirror functions k¹�º converges exponentially to a global interpolator.

Furthermore, we generalize classical implicit bias results of vector SMD by demonstrating

that the matrix SMD algorithm converges to the unique solution minimizing the Bregman

divergence induced by k¹�º from initialization subject to interpolating the data. These

�ndings reveal how matrix mirror maps dictate inductive bias in high-dimensional, multi-

output problems.

In Chapter 11 we study the convergence properties of the Dual Space Preconditioned

Gradient Descent, encompassing optimizers such as Normalized Gradient Descent, Gradient

Clipping and Adam. We consider preconditioners of the form r , where  : R? ! R is

convex and assume that the latter is applied to train an over-parameterized linear model with

loss of the form �¹XW � Yº, for weights W 2 R3�: , labels Y 2 R=�: and data X 2 R=�3 .

Under the aforementioned assumptions, we prove that the iterates of the preconditioned

gradient descent always converge to a point W1 2 R3�: satisfying XW1 = Y. Our proof

techniques are of independent interest as we introduce a novel version of the Bregman

Divergence with accompanying identities that allow us to establish convergence.

Chapter 12 concludes the thesis with a discussion of the broader picture connecting these

results and outlines several directions for future work.
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C h a p t e r 2

A NOVEL GAUSSIAN MIN-MAX THEOREM AND ITS
APPLICATIONS

This chapter is devoted to an extension of the standard CGMT based on a joint work of the

author with David Bosch, Reza Ghane, Nithin K Varma and Babak Hassibi (Akhtiamov

et al., 2025). The author chose to include it in the very beginning because it is leveraged in

several subsequent chapters.

2.1 Setting

Assume the matrix G 2 R=�3 , the vectors g 2 R3 and h 2 R=, and the scalar W all have i.i.d.

N ¹0– 1º, i.e., standard normal entries. Then, considering deterministic vectors w 2 R3 and

v 2 R=, belonging to some sets SF and SE, we can obtain the following pair of Gaussian

processes,

- wv = v) Gw ¸ Wkwk2kvk2 and .wv = kvk2g) w ¸ kwk 2h) v–

which we will refer to as a Slepian pair (Slepian, 1962). For such Slepian pairs, it can be

readily shown that

E- wv- w0v0 � E. wv. w0v0 =
�
kwk2kw0k2 � w ) w0º¹kvk2kv0k2 � v ) v0

�
•

By recalling Cauchy-Schwarz, this implies that the processes -wv and .wv satisfy the

following (so-called) comparison inequalities

E- wv- w0v0 � E. wv. w0v0 and E-wv- wv0 � E. wv. wv0• (2.1)

For Gaussian processes that satisfy the inequalities (2.1), (Gordon, 1985) showed that it is

possible to relate

P
�

min
w2SF

max
v2SE

- wv � k¹w– vº
�

•
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to

P
�

min
w2SF

max
v2SE

. wv � k¹w– vº
�

–

for any function k¹w– vº. We refer the reader to the next section for more details. This

remarkable result allows one to infer properties of a so-called primary optimization (PO)

min
w2SF

max
v2SE

v) Gw ¸ k¹w– vº

in terms of a simpler so-called auxiliary optimization (AO)

min
w2SF

max
v2SE

kvk2g) w ¸ kwk 2h) v ¸ k¹w– vº•

This is the gist of the Gaussian min-max (GMT) (Gordon, 1988) and convex Gaussian

min-max (CGMT) (Thrampoulidis, Oymak, and Hassibi, 2014) theorems. The CGMT, in

particular, has found numerous recent applications where, along with statistical physics-

inspired methods, such as the replica method and approximate message passing (AMP),

it has been used to derive sharp bounds on the performance of a variety of problems

in high-dimensional statistics, machine learning, non-smooth convex optimization, and

signal processing (Stojnic, 2013; Salehi, Abbasi, and Hassibi, 2019; Akhtiamov, Ghane,

and Hassibi, 2024; Mignacco et al., 2020; Thrampoulidis, Abbasi, and Hassibi, 2018;

Javanmard and Soltanolkotabi, 2022; Montanari et al., 2019a; Salehi, Abbasi, and Hassibi,

2020; Aolaritei, Sha�eezadeh-Abadeh, and Dör�er, 2023; Zhou et al., 2024).

In this paper, we identify a novel pair of Gaussian processes that satisfy Gordon's inequalities

(2.1). This, in turn, allows us to compare a new primary optimization with a new auxiliary

optimization, which, as we show below, can express problems that the known CGMT cannot

analyze.

The new pair of processes are as follows:

- w–v1–•••–v: =
:Õ

�=1

�
v)

� G� �
1
2
� w ¸ W� k�

1
2
� wk2kv� k2

�
–
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and

. w–v1–•••–v: =
:Õ

�=1

�
kv� k2g)

� �
1
2
� w ¸ k�

1
2
� wk2h)

� v�

�
–

where fG� 2 R=� �3 g:
�=1 , fg� 2 R3g:

�=1 , fh � 2 R=� g:
�=1 and fW� 2 Rg:

�=1 all have i.i.d. N ¹0– 1º

standard normal entries and �1•2
� are 3 � 3 are positive semi-de�nite (PSD) matrices.

The remainder of the paper is devoted to obtaining the CGMT counterpart of the above pair

of Gaussian random processes and to applying this novel CGMT to analyze two speci�c

problems: �rstly, multi-source Gaussian regression and, secondarily, binary classi�cation

of general Gaussian mixture models. Although some steps become more technical, this part

is similar to the proof and usage of the conventional CGMT. We note that neither problem

in the applications section lends itself to analysis via the conventional CGMT. As such, the

main novelties of this work are introducing the new pair of Gaussian Processes and relating

it to the applications.

The main limitation of this work is that the analyses are applicable only to Gaussian data.

Despite the existence of a large body of works on Gaussian Universality (Montanari and

Saeed, 2022; Huang, Austern, and Orbanz, 2024; Dandi et al., 2023; Ghane, Akhtiamov, and

Hassibi, 2024)�a phenomenon saying that, asymptotically, the test error of the linear model

trained on a mixture of non-Gaussian distributions equals the performance of the linear

model trained on the mixture of Gaussian distributions with matching means and covariances

under certain technical assumptions� it is unclear if these assumptions necessarily hold

for real world data. As such, we hope that this topic will be studied in more depth in the

future papers on Gaussian universality.

We would like to highlight two recent works that provide other interesting examples of

Gaussian Processes satisfying (2.1). (Dhifallah and Lu, 2021) introduce another gener-

alization of the Convex Gaussian Min-Max Theorem that they use to analyze the e�ects

of noise injection on the generalization performance of Random Feature Models. (Jain,

Montanari, and Sasoglu, 2024) apply Gaussian Comparison Inequalities to analyze a pair
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of processes that arises in their analysis of the performance of linear models trained on a

mixture of true and synthetic data. An interested reader can see Remarks 2 and 1 in Section

2.3 for more details.

2.2 Preliminaries

Gordon's Comparison Inequality for Gaussian Processes

Introduced by Gordon in his landmark paper (Gordon, 1985), the following comparison

inequality is instrumental in proving the main results of our paper:

Theorem 2 (Gordon's comparison inequality (Gordon, 1985)). Let � and � be two �nite

sets and f-8 9g82�– 92�, f. 8 9g82�– 92�be two real valued centered Gaussian processes, which

satisfy the following conditions:

1. E- 2
8 9= E. 2

8 9for all 8 2 �– 9 2 �

2. E- 8 9- 8 90 � E. 8 9. 8 90 for all 8 2 �– 9– 90 2 �

3. E- 8 9- 8090 � E. 8 9. 8090 for all 8 < 80 2 �– 9– 90 2 �.

Let fC8 9g82�– 92�be an arbitrary sequence of real numbers indexed by ¹8– 9º 2 � � �. Then

the following inequality holds:

P

 
Ù

82�

Ø

92�

».8 9� C8 9¼

!

� P

 
Ù

82�

Ø

92�

»-8 9� C8 9¼

!

•

Now, let G 2 R=�3 , W 2 R, g 2 R3, h 2 R= all have i.i.d N ¹0– 1º components, � and �

be �nite sets and fw8g82� � R 3, fu 9g92� � R = be arbitrary discrete subsets. It was �rst

observed in (Gordon, 1988) that the following processes satisfy the assumptions of Theorem

2:

. 8 9= v)
9Gw8¸ Wkw8k2kv9k2

- 8 9= kv9k2g) w8¸ kw 8k2h) v9•
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By making an appropriate choice for the values of fC8 9g82�– 92�, and by proving that �nite

discrete subsets can be extended to compact sets, the following theorem can be proven.

This theorem provides a probabilistic upper bound on the value of a more complicated

optimization problem �, which extends .8 9, being larger than some threshold C, by means

of the same quantity for an alternative optimization q, which extends -8 9. The alternative

problem, q, is in general easier to analyze.

Theorem 3. Let SF � R 3– SE � R = be compact sets and k¹w– vº : SF � S E ! R be

a continuous function. Let G 2 R=�3 , W 2 R, g 2 R3, h 2 R= all have i.i.d N ¹0– 1º

components, and be independent of each other. Then letting

�¹G– Wº := min
w2SF

max
v2SE

v) Gw ¸ Wkwk2kvk2 ¸ k¹w– vº

q¹g– hº := min
w2SF

max
v2SE

kvk2g) w ¸ kwk 2h) v ¸ k¹w– vº•

we have for any C 2 R

P¹�¹G– Wº Ÿ Cº � P¹q¹g– hº Ÿ Cº•

The theorem above has an immediate corollary:

Corollary 1 (Gaussian Min-Max Theorem). Assume the same setup as Theorem 3. Then

letting

�¹Gº := min
w2SF

max
v2SE

v) Gw ¸ k¹w– vº

q¹g– hº := min
w2SF

max
v2SE

kvk2g) w ¸ kwk 2h) v ¸ k¹w– vº•

we have for any C 2 R

P¹�¹G– Wº Ÿ Cº � 2P¹q¹g– hº Ÿ Cº•

Standard CGMT

Informally, the corollary above has the following interpretation: if q¹g– hº concentrates to

a value 2, then �¹G– Wº Ÿ 2 ¸ n holds with high probability for n ¡ 0. While the above
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corollary is su�cient for some applications, it has two distinct drawbacks. Firstly, it only

provides a probabilistic upper bound, without a corresponding lower bound the exact value

of � cannot be determined asymptotically. Secondarily, it only provides information about

the value of � in terms of the optimal value of q but provides no information about the

relationship between their solutions.

It turns out that the inequality from the Corollary 1 can be reversed under the additional

assumptions that k¹w– vº is convex-concave and that the sets SF and SEare convex. Further-

more, in this case, if the solution of q belongs to an open set S � SF with high probability

then so does the solution of �. Formally, the following theorem holds (Thrampoulidis,

Oymak, and Hassibi, 2014; Thrampoulidis, Oymak, and Hassibi, 2015; Thrampoulidis,

2016):

Theorem 4 (Convex Gaussian Min-Max Theorem). Let SF � R 3– SE � R 3 be compact

convex sets and k¹w– vº : SF � S E ! R be convex-concave. Furthermore, let G 2 R=�3 ,

g 2 R3, h 2 R= all have i.i.d N ¹0– 1º components. De�ne

�¹Gº := min
w2SF

max
v2SE

v) Gw ¸ k¹w– vº

q¹g– hº := min
w2SF

max
v2SE

kvk2g) w ¸ kwk 2h) v ¸ k¹w– vº•

The following statements hold:

1. For any [– 2 2 R

P¹j�¹Gº � 2j ¡ [º � 2P¹jq¹g– hº � 2j ¡ [º•

2. Let S be an arbitrary open subset of SF and S2 = SF n S. De�ne:

� S2 ¹Gº := min
w2S2

max
v2SE

v) Gw ¸ k¹w– vº

qS2 ¹g– hº := min
w2S2

max
v2SE

kvk2g) w ¸ kwk 2h) v ¸ k¹w– vº

w� ¹Gº := arg min
w2SF

max
v2SE

v) Gw ¸ k¹w– vº•
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Assume also that there exist n ¡ 0, X ¡ 0,�q– �qS2 such that

ˆ �qS2 � �q ¸ 3X

ˆ q¹g– hº Ÿ �q ¸ X with probability at least 1 � n

ˆ qS2 ¡ �qS2 � X with probability at least 1 � n.

Then

P¹w� ¹Gº 2 Sº � 1 � 4n•

Multi-Source Gaussian Regression

To demonstrate the power of the novel CGMT presented in this work, we will focus on

two examples. Here we consider Multi-source Gaussian Regression. Consider a setup

of :-measurement devices and consider a dataset of
�
¹x�

8– H�8º 2 R3 � R
	 =–:

8=1–�=1 of = 3-

dimensional observations by each of the : devices, with corresponding labels H�
8. We will

de�ne y� 2 R= element-wise by ¹y� º8 = H8–�and similarly de�ne X� 2 R=�3 by means of

¹X� º8– 9= ¹x�
8º9. Our regression problem then takes the form of

min
\2R3

1
=:

:Õ

�=1

L �

�
y� �

1
p

3
X� �

�
¸ '¹�º– (2.2)

where � 2 R3 and L� and ' are convex loss and regularization functions, respectively. We

shall assume that X� are independent Gaussian matrices, de�ned by X� = G� �
1•2
� , where

G� 2 R=�3 have i.i.d standard Gaussian elements, and �� 2 R3�3 are covariance matrices.

Finally, we will assume the following model, which relates the labels to the datapoints:

y� =
1

p
3

X� � � ¸ � � –

where � � 2 R3 denotes the "true" relationship, and �� 2 R= is i.i.d zero mean noise, with

variance f2�–� independent of X� . In other words, we assume some true linear relationship,

between data and labels subject to corruption due to noise. We allow for di�erent noise

power for each channel. We will speci�cally concentrate on the generalization error of this
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regression problem, which we will de�ne by:

E64= =
1

2:
E

:Õ

�=1








 y�–=4F �

1
p

3
x)

�–=4F
^�










2

– (2.3)

where x�–=4Fare drawn from the same distribution as X� and y�–=4F = 1p
3
x)

�–=4F�
� ¸ � �–=4F,

where ��–=4F is new noise drawn from the same noise distribution. We discuss and analyze

this multi-source regression problem in section 2.4.

One cannot leverage the usual CGMT to tackle the problem in (2.2) which will be made

explicit in the following. By setting z� := y� � 1p
3
X� � and introducing Lagrange multipliers:

min
\–z� 2R3

max
v�

' ¹�º¸ (2.4)

¸
1

=:

:Õ

�=1

�
1

p
3

v)
� X� � � v )

� y� ¸ v )
� z� ¸ L � ¹z� º

�
• (2.5)

De�ning X ) =
�
X)

1 jX)
2 j • • • jX)

:

�
and v) =

�
v)

1 v)
2 • • • v):

�
allows us to rewrite (2.4) as

min
�–z� 2R3

max
v

' ¹�º¸ (2.6)

¸
1

=:
p

3
v) X� ¸

1
=:

v) z �
1

=:
v) y ¸

1
=:

L¹zº– (2.7)

where z) =
�
z)

1 • • • z):

�
, y) =

�
y)

1 • • • y):

�
, and L¹zº =

Í :
�=1 L � ¹z� º. Now note that we

cannot apply the standard CGMT to either of (2.4) or (2.6) since in (2.4) the vector \

couples the optimizations over v� – z� , and in (2.6), as discussed, the rows of the Gaussian

matrix X are not identically distributed. We therefore need a new CGMT that can apply

to the Gaussian process, v) X� =
Í :

�=1 v)
� G� �

1•2
� �, which is the main contribution of the

current paper.

Binary Classi�cation for Gaussian Mixture Models

We next consider the binary linear classi�cation problem on data generated from a Gaussian

Mixture Model (GMM) with arbitrary covariance. To be precise, the data x8 2 R3 is

generated as:

x8 � N ¹� : – � : º where : � Uniff1– 2g•
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Here, � : 2 R3 are the mean vectors and �: 2 R3�3 are the corresponding covariance

matrices. For simplicity, we assume that we uniformly sample from both the mixtures but

the analysis can be extended to arbitrary sampling priors. We set the labels H8 = 1 if data is

generated from the cluster with mean �1 and H8 = �1 if data is generated from the cluster

with mean � 2. We then formulate the learning objective in terms of the following regression

problem:

min
w

L¹¹A ¸ Mºw � zº ¸ _ 5 ¹wº– (2.8)

where _ 2 Ŗ controls the degree of regularization, M) = ¹� 1 ••• � 1
|        {z        }

=
2

� 2 ••• � 2
|        {z        }

=
2

º

encodes the means corresponding to each class, z) = ¹1 ••• 1
|    {z    }

=
2

�1 ••• �1
|        {z        }

=
2

º corresponds

to the labels, and

A =
©
­
­
«

G1 0

0 G2

ª
®
®
¬

©
­
­
«

�
1
2
1

�
1
2
2

ª
®
®
¬

–

where G1– G2 2 R
=
2 �3 are Gaussian matrices with iid N ¹0– 1º entries. Therefore, the rows

of A ¸ M denote the data generated by the GMM and without loss of generality we assume

that the data is ordered and split into two equal halves from the two mixtures. Additionally,

we assume both loss function L¹�º and regularization function 5 ¹�º to be separable convex

functions. Given a linear̂w, the classi�cation rule at inference is Ĥ¹Gº = sign¹ŵ) Gº. The

classi�cation error, or the error on unseen data, generated for the above GMM is given as:

� ¹ ŵº =
1
2

&

 
� )

1ŵ
p

ŵ) � 1ŵ

!

¸
1
2

&

 

�
� )

2ŵ
p

ŵ) � 2ŵ

!

– (2.9)

where &¹�º is the standard Gaussian CCDF.

Finally, to make the results as explicit as possible we assume that �1 and � 2 are i.i.d. N ¹0– 1º

and their matching entries are correlated according to E�18� 28 = A for some �1 � A � 1.

Under this assumption we have k�1k � k� 2k �
p

3 and � )
1 � 2 � A3.1

1Theorem 7 further below is true for arbitrary �1 and � 2 and one can still use it to derive versions of
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To illustrate why one cannot just readily apply the standard CGMT in this setting, we have

to spell out (2.8) further. The standard way of dealing with (2.8) is introducing

u := ¹A ¸ Mºw � z and inserting a Lagrange multiplier, after which we would have:

min
w–u

max
v

v) Aw ¸ v ) Mw � v ) z � v ) u ¸ L¹uº ¸ _ 5 ¹wº•

The standard CGMT cannot be applied here because A is not i.i.d. To try resolving it, one

can denote v) = ¹v)
1– v)2º for v1– v2 2 R

=
2 and obtain

min
w–u

max
v1–v2

v)
1G1�

1
2
1w ¸ v )

2G2�
1
2
2w¸ (2.10)

¸ v ) Mw � v ) z � v ) u ¸ L¹uº ¸ _ 5 ¹wº• (2.11)

Note �rst of all that the objective above does not separate into a CGMT instance with G1

and a CGMT instance with G2 because w "sees" both of these matrices. If �1 = � 2, we can

de�ne ~w = �
1
2
2w, ¹M�

� 1
2

2 º) =
� ~M1j ~M2

� ) – ~M1– ~M2 2 R3� =
2 , ~5 ¹Gº = 5 ¹�

� 1
2

2 Gº and arrive at:

min
~w–u

max
v

v) ¹G)
1 jG)

2º) ~w ¸ v ) ~M ) ~w � v ) z � v ) u ¸ L¹uº ¸ _ ~5 ¹~wº•

Hence, when �1 = � 2, since ¹G)
1 jG)

2º is i.i.d. Gaussian we can analyze (2.11) using the

standard CGMT. However, for the case of general �1 and � 2 the same argument does not

apply and it appears that one just has to develop a framework allowing for terms of the form

v)
1G1�

1
2
1w ¸ v )

2G2�
1
2
2w to be present in the objective. This is essentially what Theorem 5

addresses.

2.3 Main Results

We will occasionally shorten k � k2 to k � k for brevity in the expressions below.

Lemma 1. Let G1 2 R=1�3 – • • • – G: 2 R=: �3 , W1– • • • – W: 2 R, g1– • • • – g: 2 R3, h1 2

R=1– • • • – h: 2 R=: all have i.i.d N ¹0– 1º components, U1– • • • – U: : R3 ! R 3 and V1 :

Theorem 8 and Corollary 2 for any other given model for �1 and � 2 but we prefer to follow with this speci�c
assumption because it is meant to capture the simplest case of two "typical" 3-dimensional vectors that are
not necessarily orthogonal.
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R=1 ! R =1– • • • – V: : R=: ! R =: be arbitrary functions, �– �1– • • • – �: be �nite sets and

fw8g82� � R 3, fv 91g912� 1 � R =1– • • • – fv9: g9: 2� : � R =: be arbitrary discrete subsets. Then

the following two Gaussian Processes de�ned on � � �, where � = �1 � � � � � � : and 9 2 �

denotes ¹ 91– • • • – 9: º 2 � 1 � � � � � � : , satisfy the assumptions of Theorem 2:

. 8 9=
:Õ

�=1

�
V� ¹v9�º) G� U� ¹w8º ¸ W� kU� ¹w8ºkkV� ¹v9�ºk

�

- 8 9=
:Õ

�=1

�
kV� ¹v9�ºkU� ¹w8º) g� ¸ kU � ¹w8ºkh)

� V� ¹v9�º
�

•

Moreover, the processes de�ned by~- 98= - 8 9and ~. 98= . 8 9on � � � satisfy these assumptions

as well.

Consider arbitrary convex functions U1– • • • – U: : R3 ! R 3 and V1 : R=1 ! R =1– • • • – V: :

R=: ! R =: , and de�ne:

�¹Gº := min
w2SF

max
v2Sv

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº (2.12)

q¹g– hº := min
w2SF

max
v2SE

:Õ

�=1

�
kV� ¹v� ºk2g)

� U� ¹wº ¸ kU� ¹wºk2h)
� v�

�

¸ k¹w– vº• (2.13)

After making several additional technical steps, Lemma 1 combined with Theorem 2 can

be used to deduce the following generalization of Theorem 4:

Theorem 5 (Generalized CGMT). Let SF � R 3– Sv1 � R =1– • • • – Sv: � R =: be compact

sets. Denote SE := Sv1 � � � � � S v: , let v 2 SE stand for ¹v1– • • • – v: º 2 Sv1 � � � � � S v: and

k¹w– vº : SF �S v ! R be continuous, U1– • • • – U: : R3 ! R 3 and V1 : R=1 ! R =1– • • • – V: :

R=: ! R =: be also arbitrary continuous functions. Furthermore, let G1 2 R=1�3 – • • • – G: 2

R=: �3 , g1– • • • – g: 2 R3, h1 2 R=1– • • • – h: 2 R=: all have i.i.d N ¹0– 1º components and

G = ¹G1– • • • – G: º, g = ¹g1– • • • – g: º, h = ¹h1– • • • – h: º be the corresponding :-tuples.

De�ne �¹Gº and q¹g– hº as in (2.12). Then the following statements hold:
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1. For any C 2 R we have

P¹�¹G– Wº Ÿ Cº � 2: P¹q¹g– hº Ÿ Cº•

2. Assume, moreover, that SF and Sv1– • • • – Sv: are convex, k is convex-concave and

U� , V� are a�ne functions of their inputs, that is they take the form of U� ¹wº =

A� w ¸ a � – V� ¹uº = B� u ¸ b � for some A� 2 R3�3 – B� 2 R=� �= � – a� 2 R3– b� 2 R=� .

Then for all [– 2 2 R such that [ ¡ 0 the following statement holds:

P¹j�¹Gº � 2j ¡ [º � 2 : P¹jq¹g– hº � 2j ¡ [º•

3. Assume the same setting as in (2). Let S be an arbitrary open subset of SF and

S2 = SF n S. De�ne:

� S2 ¹Gº := min
w2S2

max
v2Sv

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº

qS2 ¹g– hº := min
w2S2

max
v2SE

:Õ

�=1

�
kV� ¹v� ºk2g)

� U� ¹wº ¸ kU� ¹wºk2h)
� v�

�
¸ k¹w– vº

w� ¹Gº := arg min
w2SF

max
v2Sv

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº•

Assume also that there exist n– X ¡ 0,�q– �qS2 such that

ˆ �qS2 � �q ¸ 3X

ˆ q¹g– hº Ÿ �q ¸ X with probability at least 1 � n

ˆ qS2 ¡ �qS2 � X with probability at least 1 � n.

Then P¹w� ¹Gº 2 Sº � 1 � 2 :¸1 n.

Part 2 of Theorem 5 says that if q¹g– hº concentrates to a value 2, then so does �¹Gº, albeit

with a possibly slightly worse tail bound. Moreover, it turns out that q¹g– hº concentrates
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to Eq¹g– hº exponentially fast, which we prove in Appendix B. As such, Theorem 5 implies

that �¹Gº concentrates exponentially fast to the same value. Part 3 of the theorem says that

if the solution of q¹g– hº satis�es a certain property with probability very close to 1, such

as for example belonging to a ball of a �xed radius, then the same is true for the solution of

�¹Gº.

Remark 1. We would also like to point out Theorem 3 from (Dhifallah and Lu, 2021) that

considers similar objectives, namely ones of the following form, where the entries of G� are

again i.i.d. N ¹0– 1º:

�¹Gº := min
w2SF

max
v2Sv

:Õ

�=1

v)
� G� w� ¸ k¹w– vº• (2.14)

After establishing the corresponding comparison inequality, (Dhifallah and Lu, 2021)

proceed to apply it to study the e�ects of noise injection on the generalization performance

of Random Feature Models. Our work is concerned with characterizing the generalization

performance for binary classi�cation with arbitrary covariance matrices and multi-source

Gaussian regression. These problems lead to analyzing objectives of the following form:

�¹Gº = min
w2SF

max
v2Sv

:Õ

�=1

v)
� G� �

1
2
� w ¸ k¹w– vº• (2.15)

Note that (2.15) di�ers from (2.14) in two substantial ways. First, (2.15) explicitly contains

the covariance matrices, which is clearly crucial for the applications we mentioned. Second,

note that in (2.15) the same w is shared between each term, while in (2.14) each w� is taken

to be di�erent. If, however, one were to still take each w� to be the same in (2.14), analyzing

the resulting problem would reduce to the standard CGMT with a larger Gaussian matrix

G = »G1– • • • – G: ¼) .

Remark 2. The �rst arXiv version of this manuscript considered only the less general case

of A� = �
1
2
� being an arbitrary PSD matrix, B� = I =: , a� = 0, and b� = 0, as this was

enough to address the applications mentioned in Subsections 2.2 and 2.2. Concurrent with



22

the posting of that version on arXiv, we noticed the posting of (Jain, Montanari, and Sasoglu,

2024), which considers a di�erent pair of processes to which CGMT can be applied. By

combining insights from that work with ours, we arrived at the current version of Theorem

5. In terms of the terminology above, the processes designed in (Jain, Montanari, and

Sasoglu, 2024) correspond to A� = I 3 and B� = I =� and arbitrary a� – b� .

2.4 Applications

Multi-Source Regression

We recall the problem given in equation (2.2). Also recall the de�nition of the Moreau

envelope, for a function 5 and matrix T:

M T 5 ¹�º¹xº = min
z

5 ¹zº ¸
1
2

¹x � zº ) T �1 ¹x � zº– (2.16)

where T�1 is a positive de�nite matrix. We also note that the optimal point of the opti-

mization in (2.16) is the proximal operator, denoted proxT 5 ¹�º¹xº. The application of the

generalized CGMT to the multi-source regression problem gives us the following theorem:

Theorem 6 (Multi-source Generalization Error). Consider the following scalarized opti-

mization problem:

min
�–q�0

max
�–s�0

:Õ

�=1

V� @�

2:
�

b� B�

2:
¸

1
=:

M @�
V�

I L �
¹� � � b � h� º

�
1
: 2

V2
�

=
Tr� �

 
1
:

:Õ

� 0=1

B� 0

b� 0
� � 0

! �1

¸
1
3

M A �1 R

�
� � � A �1 b

�
• (2.17)

Here �– q– �– s 2 R: are element-wise non-negative, and h� 2 R= for � = 1– • • • – : are i.i.d

standard Gaussian vectors independent of each other. Furthermore, � and 1 are de�ned as

follows:

A¹s– �º 2 R3�3 =
1
:

:Õ

�=1

B�

b�
� �

b¹�º 2 R 3 =
1
:

r
3
=

:Õ

�=1

V� �
1•2
� G� •
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Assume that the scalarized optimization problem (2.17) has unique optimal values

ŝ8–^� 8–V̂8– @̂8. De�ne Â = A¹ ŝ–^�º and b̂ = b¹ ^�º. Then the generalization error (as de�ned

in equation 2.3) for the multi-source Gaussian Regression problem is given by:

E64= =
1

2:
E

:Õ

�=1








 y�–=4F �

1
p

3
x)

�–=4FproxÂ �1 ' ¹� � � Â �1 b̂º








 •

Binary Classi�cation for General GMMs

In this section, we provide the precise asymptotic analysis of binary linear classi�cation for

data generated from a GMM with arbitrary covariances.

Theorem 7 (Binary Classi�cation Error). Assume that W1– W2– \1– \2 solving the following

scalar optimization problem are unique:

min
g8–\8–Z8�0–W8

max
V8�0–[ 8

_M
_ 5 ¹� � 1

2 º

�
� � 1

2 x
�

�
x) � �1 x

2

¸
2Õ

8=1

�
V8

g8

2
¸ M g8

V8
L ¹W81 � \ 8h8 � z 8º �

\ 8Z8

2
� [ 8W8

�
–

where � =
Í 2

8=1
Z8
\ 8

� 8and G =
Í 2

8=1V8�
1
2
8 g8 � [ 8� 8

Then the classi�cation error obtained from the solution of (2.8) is given as

1
2

&
�
W1

\ 1

�
¸

1
2

&
�
�

W2

\ 2

�
•

Remark 3. Note that we assume in Theorems 6 and 7 that the corresponding scalar

optimization problem has a unique solution. Verifying this condition often requires case by

case analyses that depend on the regularizer and on the loss function. To provide several

examples from the literature, (Taheri, Pedarsani, and Thrampoulidis, 2020) operates in a

setting similar to ours and establishes uniqueness and existence of the solutions to their

scalar optimization problem by observing that it is strictly convex-concave. However,

the strategy they employed to observe the latter works only for the case when there is no

regularizer, i.e., 5 ¹�º = 0. (Thrampoulidis, Abbasi, and Hassibi, 2018) conducted a more
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elaborate analysis to establish uniqueness for the regularized objectives corresponding to

M-estimators, but they showed it only for one of the parameters, which was su�cient for

their purposes, but would not be su�cient for ours. (Bellec and Koriyama, 2023) is devoted

speci�cally to the subject of existence and uniqueness of the scalar objectives characterizing

the performance of M-estimators. These objectives have two parameters and (Bellec and

Koriyama, 2023) shows that, while the solution for one of them is always unique, the

solution for the second parameter might not be unique, but it is not unique only when the

corresponding M-estimator has zero generalization error.

Due to these complexities, we determined that the uniqueness of solutions for scalarized

objectives warrants further independent investigation. Consequently, we veri�ed the associ-

ated conditions solely for the cases subjected to comprehensive mathematical and numerical

analyses in this study�speci�cally, when both the loss and regularizer are de�ned as �2
2.

In the special case of the �2-norm square loss and regularization, we have the following

simpli�ed result:

Theorem 8. The classi�cation error obtained from the solution of (2.8) when L¹�º = k � k2

and 5 ¹�º = k � k2 is given as

1
2

&
©
­
­
«

W1 ¸ 2
q

8
=g2

1 � W2
1

ª
®
®
¬

¸
1
2

&
©
­
­
«

�W2 ¸ 2
q

8
=g2

2 � W2
2

ª
®
®
¬

–

where V8– W8and g8are the unique solutions of the following scalar optimization problem:

min
g8�0

max
V8�0–W8

�
1
4

Tr
h
¹_I ¸

=V1

4g1
� 1 ¸

=V2

4g2
� 2º�1 �

¹
=2V1V2W1W2

8g1g2
AI ¸

2Õ

8=1

V2
8� 8¸

=2V2
8W2

8

16g2
8

Iº
i

¸
2Õ

8=1

"
V8g8

2
�

=V8W2
8

16g8
�

=V8W8¹�1º 8¸1

4g8
�

V2
8

4

#

•
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The performances of various classi�cation algorithms have been analyzed in depth using

the standard CGMT for the case of scalar �1 and � 2 (see, for example, (Mignacco et al.,

2020; Thrampoulidis, Oymak, and Soltanolkotabi, 2020; Akhtiamov, Ghane, and Hassibi,

2024)). As a baby step towards developing a better understanding of the e�ects of the

structure of �1 and � 2 on the classi�cation error, we apply Theorem 8 to the following

explicitly de�ned model:

� 1 = f 2
1 I ¸ � 1� )

1 and � 2 = f 2
2 I ¸ � 2� )

2 (2.18)

where f1– f2– f 2 R and � 1– �2 are i.i.d. N ¹0– f2º•

Plugging in these assumptions into Theorem 8 yields the following Corollary.

Corollary 2. The classi�cation error obtained from the solution of (2.8) when L¹�º =

k � k2– 5 ¹�º = k � k2 for � 1 and � 2 de�ned as above is given as:

1
2

&
©
­
­
«

W1 ¸ 2
q

8
=g2

1 � W2
1

ª
®
®
¬

¸
1
2

&
©
­
­
«

�W2 ¸ 2
q

8
=g2

2 � W2
2

ª
®
®
¬

–

where V8– W8and g8are the unique solutions of the following scalar optimization problem:

min
g8�0

max
V8�0–W8

¹3 � 2º¹_ ¸
=V1

4g1
f 2

1 ¸
=V2

4g2
f 2

2º�1

�

 
=2V1V2W1W2

8g1g2
A ¸

2Õ

8=1

"

V2
8f 2

8 ¸
=2V2

8W2
8

16g2
8

#!

¸ ¹_ ¸
=V1

4g1
¹f 2

1 ¸ f 23º ¸
=V2

4g2
f 2

2º�1

�

 
=2V1V2W1W2

8g1g2
A ¸ V2

1f 23 ¸
2Õ

8=1

"

V2
8f 2

8 ¸
=2V2

8W2
8

16g2
8

#!

¸ ¹_ ¸
=V1

4g1
f 2

1 ¸
=V2

4g2
¹f 2

2 ¸ f 23ºº�1

�

 
=2V1V2W1W2

8g1g2
A ¸ V2

2f 23 ¸
2Õ

8=1

"

V2
8f 2

8 ¸
=2V2

8W2
8

16g2
8

#!

¸
2Õ

8=1

"
V8g8

2
�

=V8W2
8

16g8
�

=V8W8¹�1º 8¸1

4g8
�

V2
8

4

#

•
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Remark 4. Since the �rst term in the objective above has ¹3 �2º in front of it, and the other

two do not, one might approximate the objective by only the �rst term for large enough 3.

Indeed, even though the second and the third terms have some occurrences of 3 as well, in

both cases this quantity is present both in the numerator and the denominator of a certain

fraction. This tells us that as 3 grows large, we should not expect the performance to be

very di�erent from the case~� 1 = f 2
1 I– ~� 2 = f 2

2 I, as this is what the �rst term corresponds

to if we replace ¹3 � 2º by 3, again by the virtue of the fact that 3 is large. Since this

observation is not rigorous, we check it numerically in the next section.

To conclude, note that it is also feasible to study linear classi�cation for GMMs via ap-

proaches based on AMP (see (Loureiro et al., 2021b)). Since this chapter is devoted to

studying approaches based on Gaussian comparison inequalities, covering other methods

goes beyond its scope. Nevertheless, developing new tools for tackling a problem remains

valuable.

2.5 Numerical Experiments

Multi-Source Regression Plots

To validate Theorem 6 numerically we consider the speci�c case of all L� being the square

loss and ' being square regularization parameterized by regularization strength _, i.e.,

' = _ k�k2
2. For this particular choice of loss and regularizer, the expressions are given in

the supplement section 2.8. The results for a variety of values of the regularization strengths

_ can be seen in Fig. 2.1, for several choices for the ratio3
=. The �gure on the left shows

the training error and the right shows the generalization error with respect to new data. The

data has : = 3 channels, and = = 100, and 3 = 50– 100– 150 for each of the three curves.

For � � we use the model described in equation (2.18), with f1 = 0•5– f2 = 0•7– f3 = 0•3,

respectively, and �8 drawn from i.i.d standard Gaussian. For the choice of �� we choose

a vector of all 1s. Finally, the noise strength for each of the channels was chosen to be

f �–1 = 0•1– f�–2 = 0•2– f�–3 = 0•3. In Fig. 2.1, the solid line denotes the values predicted by
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our alternative optimization, given in (2.17) solved numerically using zeroth order gradient

ascent/descent. The marks are given by a numerical simulation of the problem (2.2) with

the same parameters. As can be observed the predicted values match with a high degree of

accuracy to their numerical equivalents, even while being in the �nite regime.

Numerical plot source �les under Data/ are not present in this
workspace, so this �gure is omitted in the local build.

Figure 2.1: Training and Generalization Error for the Multi-source Gaussian Regression.

Numerical plot source �les under Binary_Data/ are not present in
this workspace, so this �gure is omitted in the local build.

Figure 2.2: The error for binary classi�cation for GMMs.

Binary Classi�cation for General GMMs

We conducted experiments to validate the results of Section 2.4 numerically as presented in

Fig. 2.2. To do so, we �xed L¹�º = 5 ¹�º = k � k22 and de�ned �1– �2 following the notation

from (2.18). We took f1 = f 2 = 3– f = 10– 3 = 700– = = 300– A = 0•9 for the plot on the

LHS and f1 = f 2 = 5– f = 15– 3 = 500– = = 400– A = 0•8 for the plot on the RHS, solved

(2.8) directly for _ 2 f1– 10– 50– 100– 250– 500– 1000– 2000– 5000g using CVXPY (Diamond

and Boyd, 2016; Agrawal et al., 2018), evaluated the corresponding classi�cation errors via

(2.9) and plotted them in red with legends "f = 10" and "f = 15", respectively. After that,

we solved the scalarized objective from Corollary 2 by noticing that V1 = V2, g1 = g2, and

W1 = �W2 due to the distribution of ¹�1– �2º being exchangeable, running a grid search over

g := g1 = g2 and using scipy.optimize.minimize to perform optimization over the remaining

parameters, which we then used to evaluate the corresponding classi�cation error predicted

by Corollary 2 for each _ and plotted it in blue with a legend �AO.� Finally, as an additional

sanity check, we decided to plot the classi�cation error corresponding to~� 1 = f 2
1 I and

~� 2 = f 2
2 I because according to Remark 4 we expect it to not deviate too much from the

classi�cation error for the GMM with the corresponding �1– �2. The results of the latter
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procedure are depicted in black with a legend �f = 0.� All three described lines match

very closely in both settings as expected.

2.6 Conclusion and Future Work

We presented a new pair of Gaussian processes that satisfy Gordon's comparison conditions

and thereby developed a generalization of the Convex Gaussian Min-Max Theorem. We

further demonstrated its use in two examples, namely multi-source regression and binary

classi�cation for Gaussian data with arbitrary covariance matrices. Future work would be

to see if further pairs of comparable processes can be found. Of particular interest are those

where G� and G� 0 do not have to be independent for � < �0, including G1 = G2 = � � � = G : ,

which are not amenable to the methods presented in our work.
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2.7 Appendix

Proof of Theorem 5

We will need the following technical lemma:

Lemma 2. Under the notation from Theorem 5, let X ¡ 0 and SX
F– SX

E be arbitrary �nite X -

nets for SF and SE, respectively, and de�ne

~�¹Gº = min
v2SE

max
w2SF

:Õ

�=1

V� ¹v� º) G� U� ¹wº � k¹w– vº

~� X¹Gº = min
v2SX

E

max
w2SX

F

:Õ

�=1

V� ¹v� º) G� U� ¹wº � k¹w– vº

~q¹g– hº = min
v2SE

max
w2SF

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º

� k¹w– vº

~qX¹g– hº = min
v2SX

E

max
w2SX

F

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º

� k¹w– vº

� X¹Gº = min
w2SX

F

max
v2SX

v

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº

qX¹g– hº = min
w2SX

F

max
v2SX

E

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º

¸ k¹w– vº•

Then the following holds:

lim
X!0

P¹ j X Ÿ jº = 1 if j 2 f�¹Gº– ~�¹Gºg

lim
X!0

P¹ j Ÿ j Xº = 1 if j 2 fq¹g– hº– ~q¹g– hºg•

Proof. De�ne

� = max
w2SF –v2SE–�=1–•••–:

fkU� ¹wºk– kV� ¹v� ºkg

! = max
¹w–vº<¹w0–v0º

f
jk¹w– vº � k¹w 0– v0º j
kw � w 0k ¸ kv � v 0k

–
U� ¹wº � U � ¹w0º

kw � w 0k
g•
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We then have:

qX¹g– hº � q¹g– hº =

min
w2SX

F

max
v2SX

E

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º ¸ k¹w– vº

� min
w2SF

max
v2SE

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º ¸ k¹w– vº

� min
w2SX

F

max
v2SX

E

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º ¸ k¹w– vº

� min
w2SX

F

max
v2SE

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º ¸ k¹w– vº

� min
w2SX

F

"

max
v2SX

E

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º ¸ k¹w– vº

#

�

"

max
v2SE

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º ¸ k¹w– vº

#

�
h :Õ

�=1

kV� ¹vX
� � ºk2g)

� U� ¹w� º

¸ kU � ¹w� ºk2h)
� V� ¹vX

� � º ¸ k¹w � – vX� º
i

�
h :Õ

�=1

kV� ¹v� � ºk2g)
� U� ¹w� º

¸ kU � ¹w� ºk2h)
� V� ¹v� � º ¸ k¹w � – v� º

i

� �

 
:Õ

�=1

¹kg� k ¸ kh � kº

!

� !X � !X

� �

 
:Õ

�=1

p
3 ¸

p
=� ¸

1
p

X

!

� !X � !X

� X¹Gº � �¹Gº =

min
w2SX

F

max
v2SX

v

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº
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� min
w2SF

max
v2Sv

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº

� min
w2SX

F

max
v2SX

v

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº

� min
w2SF

max
v2SX

v

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº

� max
v2SX

v

:Õ

�=1

V� ¹v� º) G� U� ¹wX
� º ¸ k¹w X

� – vº

� max
v2SX

v

:Õ

�=1

V� ¹v� º) G� U� ¹w� º ¸ k¹w � – vº

� max
v2SX

v

"
:Õ

�=1

V� ¹v� º) G� U� ¹wX
� º ¸ k¹w X

� – vº

#

�

"
:Õ

�=1

V� ¹v� º) G� U� ¹w� º ¸ k¹w � – vº

#

=

"
:Õ

�=1

V� ¹v� � º
) G� U� ¹wX

� º ¸ k¹w X
� – v� º

#

�

"
:Õ

�=1

V� ¹v� � º
) G� U� ¹w� º ¸ k¹w � – v� º

#

�
:Õ

�=1

kG� k>?� !X ¸ !X

�

 
:Õ

�=1

p
3 ¸

p
=� ¸

1
p

X

!

� !X ¸ !X–

where the last inequality holds

with probablity at least¹1 � 24
�1
4Xº:

due to Gaussian concentration and

w� = arg min
w2SF

max
v2SX

v

:Õ

�=1

V� ¹v� º) G� U� ¹wº ¸ k¹w– vº–

wX
� 2 SX

F is such that kwX� � w � k � X–

v� = arg max
v2SX

v

"
:Õ

�=1

V� ¹v� º) G� U¹wX
� º ¸ k¹w X

� – vº

#
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�

"
:Õ

�=1

V� ¹v� º) G� U� ¹w� º ¸ k¹w � – vº

#

•

Repeating identical steps with v and w being swapped, we obtain the same upper and lower

bounds for~� X¹Gº � ~�¹Gº and ~qX¹Gº � ~q¹Gº, respectively. Then, taking the limit X ! 0

in all inequalities above, we arrive at the desired results. ƒ

We are now ready to prove Theorem 5 modulo Lemma 1:

Proof. 1. Note that according to Lemma 2, it is enough to prove the desired inequalities for

any sequence of X-nets SX
F– SX

E with X ! 0. Indeed, we would then have

P¹�¹Gº ¡ �º � P¹� X¹Gº ¡ �º � 2 : P¹qX¹g– hº ¡ �º

� 2 : P¹q¹g– hº ¡ �º•

Moreover, we can assume that each SX
E is of the form SX

E = SX
v1

� � � � � S X
v:

. Denote

SX
F = fw 8g82�– SX

v1
= fD91g912� 1– • • • – SXv:

= fD9: g9: 2� : , C8 9 = � � k¹w 8– v9º. Construct

processes -8 9–.8 9as in the statement of Lemma 1 for �– �1– • • • – �: introduced in the previous

sentence. Applying Lemma 1 and Theorem 2 to -– .– C we obtain:

P¹
Ù

82�

Ø

92�

».8 9� C8 9¼º � P¹
Ù

82�

Ø

92�

»-8 9� C8 9¼º•

We then deduce:

P¹min
82�

max
92�

- 8 9̧ k¹w 8– v9º Ÿ �º =

= 1 � P¹
Ù

82�

Ø

92�

»-8 9̧ k¹w 8– v9º � �¼º =

= 1 � P¹
Ù

82�

Ø

92�

»-8 9� C8 9¼º � 1 � P¹
Ù

82�

Ø

92�

».8 9� C8 9¼º

= 1 � P¹
Ù

82�

Ø

92�

».8 9̧ k¹w 8– v9º � �¼º =

= P¹min
82�

max
92�

. 8 9̧ k¹w 8– v9º Ÿ �º•
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Note that

P¹min
82�

max
92�

- 8 9̧ k¹w 8– v9º Ÿ �º = P¹q X¹g– hº Ÿ �º•

Hence, it su�ces to show the following inequality:

P¹� X¹Gº Ÿ �º �
1
2:

P¹min
82�

max
92�

. 8 9̧ k¹w 8– v9º Ÿ �º•

The latter follows directly by conditioning on the event W1– • • • – W: ¡ 0, which happens with

probability 1
2: .

2. Note that j�¹Gº � 2j ¡ [ holds if and only if either �¹Gº ¡ 2 ¸ [ or �¹Gº Ÿ 2 � [ and,

moreover, the latter two events are disjoint since [ ¡ 0. The same description is true for

jq¹g– hº � 2j ¡ [. Thus, it su�ces to show the following two inequalities:

P¹�¹Gº Ÿ 2 � [º � 2 : P¹q¹g– hº Ÿ 2 � [º (2.19)

P¹��¹Gº Ÿ �2 � [º � 2 : P¹�q¹g– hº Ÿ �2 � [º• (2.20)

To simplify the second inequality above, �rst denote V¹vº := ¹V1¹v1º– • • • – V: ¹v: ºº) , where

v is a shorthand notation for ¹v1– • • • – v: º) 2 R=1 � � � � � R =: . Then, assuming that V� ¹vº =

� � v ¸ 1 � and U� ¹wº = � � w ¸ 0 � , we can swap min and max in the de�nition of �¹Gº due

to the convexity-concavity of k¹w– vº. Note that:

� �¹Gº =

� max
v2SE

min
w2SF

V¹vº)

©
­
­
­
­
­
­
­
­
«

G1 0 � � � 0

0 G2 � � � 0
•••

•••
•••

0 0 � � � G:

ª
®
®
®
®
®
®
®
®
¬

©
­
­
­
­
­
­
­
­
«

U1¹wº

U2¹wº
•••

U: ¹wº

ª
®
®
®
®
®
®
®
®
¬

¸ k¹w– vº
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= min
v2SE

max
w2SF

V¹vº)

©
­
­
­
­
­
­
­
­
«

�G 1 0 � � � 0

0 �G 2 � � � 0
•••

•••
•••

0 0 � � � �G :

ª
®
®
®
®
®
®
®
®
¬

©
­
­
­
­
­
­
­
­
«

U1¹wº

U2¹wº
•••

U: ¹wº

ª
®
®
®
®
®
®
®
®
¬

� k¹w– vº•

Hence, using that G1– • • • – G: are i.i.d. N ¹0– 1º, we obtain:

P¹��¹Gº Ÿ �2 � [º = P¹ ~�¹Gº Ÿ �2 � [º–

where

~�¹Gº =

min
V¹vº2SE

max
w2SF

V¹vº)

©
­
­
­
­
­
­
­
­
«

G1 0 � � � 0

0 G2 � � � 0
•••

•••
•••

0 0 � � � G:

ª
®
®
®
®
®
®
®
®
¬

©
­
­
­
­
­
­
­
­
«

U1¹wº

U2¹wº
•••

U: ¹wº

ª
®
®
®
®
®
®
®
®
¬

� k¹w– vº•

Also note that:

P¹�q¹g– hº Ÿ �2 � [º =

P

 

� min
w2SF

max
v2SE

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº

¸ kU � ¹wºk2h)
� V¹v� º ¸ k¹w– vº Ÿ �2 � [

!

= P

 

max
w2SF

min
v2SE

:Õ

�=1

kV� ¹v� ºk2¹�g � º) U� ¹wº

¸ kU � ¹wºk2¹�h � º) V� ¹v� º � k¹w– vº Ÿ �2 � [

!

= P

 

max
w2SF

min
v2SE

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº
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¸ kU � ¹wºk2h)
� V� ¹v� º � k¹w– vº Ÿ �2 � [

!

� P

 

min
v2SE

max
w2SF

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº

¸ kU � ¹wºk2h)
� V� ¹v� º � k¹w– vº Ÿ �2 � [

!

= P¹ ~q¹g– hº Ÿ �2 � [º–

where ~q¹g– hº = min
v2SE

max
w2SF

:Õ

�=1

kV� ¹v� ºk2g)
� U� ¹wº ¸ kU� ¹wºk2h)

� V� ¹v� º � k¹w– vº•

Denoting � = 2 � [ and ~� = �2 � [, we then have to show the following two inequalities:

P¹�¹Gº Ÿ �º � 2 : P¹q¹g– hº Ÿ �º (2.21)

P¹ ~�¹Gº Ÿ ~�º � 2 : P¹ ~q¹g– hº Ÿ ~�º• (2.22)

The �rst inequality is a direct implication of 1. To prove the second inequality, we will

mirror the proof of 1. Namely, start with de�ning

~C98= ~� ¸ k¹w 8– v9º•

Then, according to Lemma 1, the following inequality holds:

P¹
Ù

92�

Ø

82�

»~. 98� ~C98¼º � P¹
Ù

92�

Ø

82�

»~- 98� ~C98¼º•

Using the latter inequality we obtain:

P¹min
92�

max
82�

~- 98� k¹w 8– v9º Ÿ ~�º

= 1 � P¹
Ù

92�

Ø

82�

»~- 98� k¹w 8– v9º � ~�¼º

= 1 � P¹
Ù

92�

Ø

82�

»~- 98� ~C98¼º � 1 � P¹
Ù

92�

Ø

82�

»~. 98� ~C98¼º

= 1 � P¹
Ù

92�

Ø

82�

»~. 98� k¹w 8– v9º � ~�¼º

= P¹min
92�

max
82�

~. 98� k¹w 8– v9º Ÿ ~�º•
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Hence, we arrive at the following:

P¹min
92�

max
82�

~- 98� k¹w 8– v9º Ÿ ~�º = P¹ ~qX¹g– hº Ÿ ~�º•

Thus, conditioning by W1– • • • – W: ¡ 0 again we conclude:

P¹ ~� X¹Gº Ÿ ~�º �
1
2:

P¹min
92�

max
82�

~. 98� k¹w 8– v9º Ÿ ~�º•

3. As we know from the proof of the previous part of the theorem, the following upper

bound takes place:

P¹�¹Gº Ÿ �q ¸ Xº � 2 : P¹q Ÿ �q ¸ Xº � 2 : n•

Since S2 is compact, we can apply the same X-net argument to deduce the following

inequality as well:

P¹� S2 ¹Gº Ÿ �qS2 � Xº � 2 : P¹qS2 Ÿ �qS2 � Xº � 2 : n•

Combining the results above implies:

P¹f�¹Gº ¡ �q ¸ Xg [ f� S2 ¹Gº Ÿ �qS2 � Xgº � 2 :¸1 n–

which yields:

1 � 2 :¸1 n Ÿ P¹f�¹Gº � �q ¸ Xg \ f� S2 ¹Gº � �qS2 � Xgº•

By assumption�qS2 ¡ �q ¸ 3X. Thus:

1 � 2 :¸1 n Ÿ P¹f�¹Gº � �q ¸ Xg \ f� S2 ¹Gº � �qS2 � Xgº

� P¹�¹Gº Ÿ � S2 ¹Gº � Xº•
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Therefore:

1 � 2 :¸1 n Ÿ P¹w�¹Gº 2 Sº•

ƒ

We proceed to prove Lemma 1 now:

Proof. Denote V¹v9º := ¹V1¹v91º– • • • – V: ¹v9: ºº
) , where v9 stands as a shorthand notation

for

¹v91– • • • – v9: º
) 2 R=1 � � � � � R =: .

Recall the de�nitions of the Gaussian processes we have to compare:

. 8 9= V¹v9º)

©
­
­
­
­
­
­
­
­
«

G1 0 � � � 0

0 G2 � � � 0
•••

•••
•••

0 0 � � � G:

ª
®
®
®
®
®
®
®
®
¬

©
­
­
­
­
­
­
­
­
«

U1¹w8º

U2¹w8º
•••

U: ¹w8º

ª
®
®
®
®
®
®
®
®
¬

¸
:Õ

�=1

W� kV� ¹v9� ºkkU� ¹w8ºk and

- 8 9=
:Õ

�=1

kV� ¹v9� ºkU� ¹w8º) g� ¸ V � ¹v9� º
) � � kU� ¹w8ºk•

Calculating the covariances is straightforward using that G� and G� 0 are independent when-

ever � < � 0:

E».8 9. 8090¼ =
:Õ

�=1

V� ¹v9� º
) V� ¹v90

�
ºU� ¹w8º) U� ¹w80º (2.23)

¸kV� ¹v9� ºkkV� ¹v90
�
ºkkU� ¹w8ºkkU� ¹w80ºk (2.24)

E»-8 9- 8090¼ =
:Õ

�=1

kV� ¹v9� ºkkV� ¹v90
�
ºkU� ¹w8º) U� ¹w80º (2.25)

¸V � ¹v9� º
) V� ¹v90

�
ºkU� ¹w8ºkkU� ¹w80ºk• (2.26)
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Hence, the third assumption of Gordon's Gaussian comparison theorem follows from

Cauchy-Schwartz:

E».8 9. 8090 � - 8 9- 8090¼ =

:Õ

�=1

¹V� ¹v9� º
) V� ¹v90

�
º � kV � ¹v9� ºkkV� ¹v90

�
ºkº

� ¹U� ¹w8º) U� ¹w80º � kU � ¹w8ºkkU� ¹w80ºkº

� 0•

Moreover, if either 8 = 80 or 9 = 90 then the expression above vanishes, implying the �rst

and the second assumptions as well. The proof is almost identical for the processes~- and

~. . ƒ

Remark 5. Note that (2.23) is not valid any longer if G1– • • • – G: are allowed to be depen-

dent. In particular, if G1 = � � � = G : , we get

E».8 9. 8090¼ =
:Õ

�=1

:Õ

� 0=1

v9�
) v90

� 0w
)
8 � � w80¸ (2.27)

:Õ

�=1

kv9� kkv90
�
kk�

1
2
� w8kk�

1
2
� w80k• (2.28)

For X� , we need to specify if we are still taking g1– • • • g: to be independent or to be identical

now. In the former case, the expression for E»-8 9- 8090¼ stays the same as in (2.23), while in

the latter it turns into

E»-8 9- 8090¼ =
:Õ

�=1

:Õ

� 0=1

kv9� kkv90
� 0kw)

8 � � w80 (2.29)

¸ v 9�
) v90

� 0k�
1
2
� w8kk�

1
2
� 0w80k• (2.30)

In either case, it is not hard to see that, generally speaking, processes - and . do not satisfy

the conditions of Gordon's theorem anymore.
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Concentration

Lemma 3. q¹g– hº is a
p

2' F ' E- Lipschitz function of ¹g– hº, where

' U–w= max
w2SF –�=1–•••–:

fkU� ¹wºkg

' V–v= max
v2SE–�=1–•••–:

fkV� ¹v� ºkg•

Proof. Let g1– g2 2 R3�� and h1– h2 2 R=�� be �-tuples of i.i.d. Gaussian vectors.

De�ne:

¹w¹1º– v¹1ºº = arg min
w2( F

max
v2( E

:Õ

�=1

kV� ¹v� ºkU� ¹wº) g1�

¸ V � ¹v� º) h1� kU� ¹wºk ¸ k¹w– vº

v¹2º = arg max
v2( E

:Õ

�=1

kV� ¹v� ºkU� ¹w¹1ºº) g2�

¸ V � ¹v� º) h2� kU� ¹w¹1ººk ¸ k¹w ¹1º– vº•

We then have:

q¹g2– h2º �
:Õ

�=1

kV� ¹v¹2ººkU� ¹w¹1ºº) g2�

¸ V � ¹v¹2ºº) h2� kU� ¹w¹1ººk ¸ k¹w ¹1º– v¹2ºº

q¹g1– h1º �
:Õ

�=1

kV� ¹v¹2ººkU� ¹w¹1ºº) g1�

¸ V � ¹v¹2ºº) h1� kU� ¹w¹1ººk ¸ k¹w ¹1º– v¹2ºº•

Therefore:

q¹g2– h2º � q¹g 1– h1º

�
:Õ

�=1

kV� ¹v¹2ººkU� ¹w¹1ºº) ¹g2� � g 1� º

¸ V � ¹v¹2ºº) ¹h2� � h 1� ºkU� ¹w¹1ººk
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�
:Õ

�=1

kV� ¹v¹2ººkkU� ¹w¹1ººkkg1� � g 2� k

¸ kU � ¹w¹1ººkkV� ¹v¹2ººkkh1� � h 2� k

=
:Õ

�=1

kV� ¹v¹2ººkkU� ¹w¹1ººk¹kg1� � g 2� k ¸ kh1� � h 2� kº

�

vut

2
:Õ

�=1

kV� ¹v¹2ººk2kU� ¹w¹1ººk2

�

vut :Õ

�=1

kg1� � g 2� k2 ¸ kh 1� � h 2� k2

�
p

2' U–w' V–v

vut :Õ

�=1

kg1� � g 2� k2 ¸ kh 1� � h 2� k2•

ƒ

Corollary 3. Under the notation from Lemma 3,

P¹jq¹g– hº � Eq¹g– hºj ¡ nº � exp

 

�
n2

4' 2
U–w' 2

V–v

!

•

Proof. Follows immediately from Lemma 3 and Theorem 5.6 in (Boucheron, Lugosi, and

Massart, 2013). ƒ

2.8 Appendix: Applications

Multi-Source Gaussian Regression

Assumptions

The following assumptions are necessary for the Multi-source Gaussian Regression Results

to hold.

A1 The functions L� , for all � = 1– • • • – : and ' are proper, lower semi-continuous, and

convex. Furthermore, the function
Í :

�=1 L � ¸ ' should be coercive, by which we

mean:

lim
k� k2!1

 
:Õ

�=1

L � ¸ '

!

¹�º = ¸1•
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A2 the Regularization function ' must satisfy the following scaling condition. For any

vector G such thatkxk2 � 2
p

3 for some constant 2, this implies that

sup
z2m'¹Iº

kzk � �
p

3–

where m' is the subdi�erential of ', and � is some constant.

A3 the noise �� , for all � = 1– • • • – :, is a zero mean sub-Gaussian random vector, with

variance f�–; .

We recall the setup discussed in section 2.2

min
�2R 3

1
=:

:Õ

�=1

L �

�
y� �

1
p

3
X� �

�
¸ '¹�º– (2.31)

where y� 2 R=– X� 2 R=�3 – � 2 R3. We recall that X� are Gaussian matrices, de�ned by

G� �
1•2
� , where G� 2 R=�3 has i.i.d Gaussian elements, and �� 2 R3�3 are PSD covariance

matrices. Finally, recalling the assumption that y� = 1p
3
X� � � ¸ � � where �� is i.i.d zero

mean noise, with variance f�–� .

We �rst de�ne e = � � � � as the error vector and rewrite our optimization as

min
e2R3

1
=:

:Õ

�=1

L � ¹� � �
1

p
3

G� � 1•2eº ¸ '¹e ¸ � � º•

We then let z� = � � � G � �
1•2
� e and let _� be a Lagrange multiplier

min
e2R3–Z2R=�3

max
�2R =�3

:Õ

�=1

1
=:

� )
� ¹z� � � � ¸

1
p

3
G� �

1•2
� eº (2.32)

¸
1

=:
L � ¹z� º ¸ '¹e ¸ � � º• (2.33)

Before we can apply our application of the generalized CGMT we must restrict our opti-

mization to compact and convex sets. We demonstrate this in the following lemma.
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Lemma 4 (Compact and Convex Sets). Letê, /̂ , �̂ be the optimal solution to (2.32). There

exist positive constants �4– � / – � � such that:

Pr
�
kêk2 � � 4

p
3

�
%

����!
3!1

1

Pr
� 


 Ẑ






2 � � /
p

=
�

%
����!
=!1

1

Pr
� 


 �̂






2 � � �
p

=
�

%
����!
=!1

1•

Proof. We �rst show that the set of minimizers for e is non-empty and compact. We assume

that the sum 5 ¹eº =
Í :

�=1 �¹� � � < �1•2 G� �
1•2
� eº ¸ '¹e ¸ � � º is a coercive, proper, and

lower-semi continuous functions. As the function is proper, there exists at least a single

value 40 such that 5 ¹e0º Ÿ 1. Furthermore, by the fact that 5 is coercive, there exists an

n 2 R � 0 such that for every 4 2 R3�: for which ke � e 0k � n implies that 5 ¹eº � 5 ¹e0º.

We then de�ne

( =
�
e 2 R3 j ke � e 0k2 � n

	
•

we can then see that ( \ R3�: < ; is nonempty and compact. As such, there there

exists anê 2 ( such that 5 ¹̂eº = inf42( 5 ¹eº � 5 ¹e0º. From this we can conclude that

5 ¹̂eº 2 infe2R3 5 ¹eº, and that the set of minimizers is bounded.

Having determined that the set of minimizers is a compact set with at least one element, we

can conclude that there exists a constant �E which is independent of the ambient dimension

3, such that

kêk2 � � 4
p

3•

We now recall equation (2.32), and examine the optimality condition:

r _� : � � � 1p
<

G� �
1•2
� e = z�

r z� : _� 2 mL� ¹z� º

r 4 :
Í :

�=1 � 1•2
� G)

; � � 2 m'¹xº jx=e¸� � •
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From the optimality condition of _: we can see that

kz� k � k� � k2 ¸
1

p
3

kG� k2






 � 1•2

�








2
kek •

We note that �� is a sub-Gaussian random variable, as such its norm can asymptotically be

bounded by a �
p

= for some constant �. Similarly 1p
<

kG� k is bounded in operator norm

by a constant asymptotically by standard random matrix theory results (see for example

(Vershynin, 2018)[Corollary 7.3.3]). By making use of the bound onkek we can �nd that

each z� is bounded in norm. From this we can see that there exists some constant �/ such

that

Pr
� 


 Ẑ






2 � � /
p

=
�

%
����!
=!1

1•

Finally, the scaling condition on ' implies the existence of a constant �_. ƒ

We now de�ne the following sets

S4 =
n
e 2 R3 j kek � � 4

p
3

o

S/ =
�
Z 2 R=�: j kZk � � /

p
=
	

S� =
�
� 2 R =�: j k� k � � �

p
=
	

–

and note that our optimization problem can be expressed as:

min
e2S4–Z2S/

max
�2S �

:Õ

�=1

1
=:

� )
� ¹z� � � � ¸

1
p

3
G� �

1•2
� eº¸

¸
1

=:
L � ¹z� º ¸ '¹e ¸ � � º

34 5
= min

e2S4

P¹e– G1– � � � – G: º•

We note that we now have a min-max optimization over compact and convex sets in the

form required for the application of theorem 5. We apply the generalized CGMT to P, from



44

which we obtain:

min
e2S4

"

min
Z2S/

max
�2S �

' ¹e ¸ � � º ¸
:Õ

�=1

1

=:
p

3
k� � kG)

� � 1•2
� e

¸
1

=:
� )

� z� �
1

=:
� )

� � � ¸
1

=:
p

3






 � 1•2

� e





 h)

� � � ¸
1

=:
L � ¹z� º

#

34 5
= min

e2S4

A¹e– g1– • • • – g: – h1– • • • – h: º•

We can now note that if for a �xed value of 4, if in the asymptotic limit of =– < ! 1 that

A ! �A converges to some �xed value, the CGMT guarantees that P !�A. This implies

pointwise convergence on the set S4, we can further establish uniform convergence by

noting that S4 is compact, and that P is Lipschitz with respect to 4, implying equicontinuity.

Classical results from analysis guarantee uniform convergence in these cases. As such we

drop the outer parenthesis and consider the joint minimization over 4– / in the analysis of

A.

min
Z2S/ –e2S4

max
�2S �

' ¹e ¸ � � º ¸
:Õ

�=1

1

=:
p

3
k� � kG)

� � 1•2
� e

¸
1

=:
� )

� z� �
1

=:
� )

� � � ¸
1

=:
p

3






 � 1•2

� e





 h)

� � � ¸
1

=:
L � ¹z� º•

We now de�ne p� = � 1•2
� e, and reintroduce this constraint using the Lagrange multiplier �� .

We can note for each p� thatkp� k �
p

f <0G¹� � º kek, by noting that �� has �nite maximum

singular value, and the bounds onkek, we can conclude that there exists a compact set

S% =
n
P 2 R3�: j kPk2 � � %

p
3

o
, where P has columns p� :

min
Z2S/ –e2S4–P2S%

max
�2S � –"

' ¹e ¸ � � º ¸
:Õ

�=1

1

=:
p

3
k� � kG)

� p�

¸
1

=:
p

3
kp� kh)

� � � ¸
1

=:
� )

� z� �
1

=:
� )

� � � ¸
1

=:
L � ¹z� º

¸
1

3:
� )

� ¹p� � � 1•2
� eº–

where " 2 R 3�: has columns �� .
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We now let V� = 1p
=

k� � k and solve over �� , as shorthand we will de�ne � 2 R: , with

elements V� .

min
Z2S/ –e2S4–P2S%

max
V�0–M

' ¹e ¸ � � º ¸
:Õ

�=1

V�

:
p

=3
G)

� p

¸
V�

:
p

=










1
p

3
kp� k2 h� ¸ z � � � �










2

¸
1

=:
L � ¹z� º ¸

1
3:

� )
� ¹p� � � 1•2

� eº•

We now interchange the order of min and max, let b� = 1p
3

kp� k2, and solve over %. We

obtain:

max
V�0–"

min
Z2S/ –e2S4–b�0

' ¹e ¸ � � º ¸
:Õ

�=1

V�p
=:

kb� h� ¸ z � � � � k2

�
b�

:
p

3












r
3
=

V� G� ¸ � �












2

¸
1

=:
L � ¹z� º �

1
3:

� )
� � 1•2

� e•

Recalling the square-root trick, where for any vector 0, we can note thatk0k2 = min
@¡0

@
2 ¸ k0k2

2@.

We apply the square root trick twice to the optimization above with parameters @� and A�

max
V–A�0–"

min
Z2S/ –e2S4–b–@�0

' ¹e ¸ � � º ¸
:Õ

�=1

V� @�

2:
�

b� A�

2:

¸
V�

2=:@�
kb� h� ¸ z � � � � k2

2 �
b�

2:3A�












r
3
=

V� G� ¸ � �












2

2

¸
1

=:
L � ¹z� º �

1
:3

� )
� � 1•2

� e• (2.34)

We can now recognize the Moreau envelopes over L� :

max
V–A�0–"

min
e2S4–b–@�0

' ¹e ¸ � � º ¸
:Õ

�=1

V� @�

2:
�

b� A�

2:

�
b�

2:<A�












r
3
=

V� G� ¸ � �












2

2

¸
1

=:
M @�

V�
L �

¹� � � b � h� º

�
1

:3
� )

� � 1•2
� e•
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We once again interchange the order of min and max and now solve over �� . We can �nd

that the optimal solution is given by:

�̂ � = �

r
3
=

V� G� �
A�

b�
� 1•2

� e•

Substituting in this value we obtain:

min
b–@�0–e2S4

max
V–A�0

' ¹e ¸ � � º

¸
:Õ

�=1

V� @�

2:
�

b� A�

2:
¸

1
=:

M @�
V�

L �
¹� � � b � h� º

¸
1

23
4)

 
1
:

:Õ

�=1

A�

b�
� �

!

4 ¸
1
3

 
1
:

:Õ

�=1

V�

r
3
=

� 1•2
� G�

! )

e•

We can now complete the square over e, from which we �nd that

min
b–@�0

max
V–A�0

:Õ

�=1

V� @�

2:
�

b� A�

2:
¸

1
=:

M @�
V�

L �
¹� � � b � h� º

�
1

2:3
1) A�1 b ¸ min

e2S4

1
23

�
4 ¸ A �1 b

� )
�

�
4 ¸ A �1 b

�

¸ '¹e ¸ � � º–

where we have de�ned A =
�

1
:

Í :
�=1

A�
b�

� �

�
and b =

�
1
:

Í :
�=1 V�

q
3
=� 1•2

� G�

�
. We can note

that b) A �1 b will concentrate to

1
: 2

:Õ

�=1

V2
� 3

=
Tr� �

 
1
:

:Õ

� 0=1

A� 0

b� 0
� � 0

! �1

•

We can now return � = e ¸ � � as the optimization variable, and then recognize the Moreau

envelope over ' to obtain the optimization:

min
b–@�0

max
V–A�0

:Õ

�=1

V� @�

2:
�

b� A�

2:
¸

1
=:

M @�
V�

L �
¹� � � b � h� º

�
1
: 2

:Õ

�=1

V2
�

=
Tr� �

 
1
:

:Õ

� 0=1

A� 0

b� 0
� � 0

! �1

¸
1
3

M A �1 R

�
� � � A �1 b

�
•
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� 2
2 Loss and �22 Regularization

We consider the loss functions1
2 k�k2

2. For the regularization we will consider the following

function

'¹�º =
_
23

k� k2
2 –

where _ is a regularization parameter. We will assume that the noise �� will be distributed

normally, by � � � N ¹0– f 2
�–� Iº and the ground truth is normal as well �� � N ¹0– f 2

\ Iº. The

objective then can be written as follows:

min
\2R3

1
=:

:Õ

�=1

ky� �
1

p
3

X� �k 2
2 ¸

_
23

k� k2
2 – (2.35)

where y� 2 R=– X� 2 R=�3 – � 2 R3. We recall that X� are Gaussian matrices, de�ned by

G� �
1•2
� , where G 2 R=�3 has i.i.d Gaussian elements, and �� 2 R3�3 are PSD covariance

matrices. Finally, recall the assumption that y� = 1p
3
X� � � ¸ � � where �� is i.i.d zero mean

noise, with variance f�–�

min
\2R3

1
=:

:Õ

�=1

ky� �
1

p
3

X� �k 2
2 ¸

_
23

k� k2
2 – (2.36)

min
\2R3

1
=:

:Õ

�=1

k
1

p
3

G� �
1•2
� ¹� � � \º ¸ � � k2

2 ¸
_
23

k� k2
2 • (2.37)

Again, taking e = � � � � we get:

min
e2R3

1
=:

:Õ

�=1

k� � �
1

p
3

G� �
1•2
� ek2

2 ¸
_
23

ke ¸ � � k2
2 • (2.38)
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Taking Fenchel dual of the loss:

min
e2R3

max
u�

1
=:

:Õ

�=1

u)
� ¹� � �

1
p

3
G� �

1•2
� eº �

ku� k2

4
¸

_
23

ke ¸ � � k2
2 • (2.39)

Applying the generalized CGMT:

min
e2R3

max
u�

1
=:

:Õ

�=1

u)
� � � �

1
p

3
G)

� � 1•2
� eku� k (2.40)

�
1

p
3

h)
� u� k� 1•2

� ek �
ku� k2

4
¸

_
23

ke ¸ � � k2
2 • (2.41)

Denoting V� := ku� k:

min
e2R3

max
V�0

1
=:

:Õ

�=1

V� k� � �
1

p
3

h� k� 1•2
� ekk (2.42)

V�p
3

G)
� � 1•2

� e �
V2

�

4
¸

_
23

ke ¸ � � k2
2 • (2.43)

Using independence of �� from h� :

min
e2R3

max
V�0

1
=:

:Õ

�=1

V�

r

k� � k2 ¸
1
3

kh� k2e) � � e (2.44)

�
V�p
3

G)
� � 1•2

� e �
V2

�

4
¸

_
23

ke ¸ � � k2
2 • (2.45)

Applying the square root trick:
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min
e2R3–� �0

max
V�0

1
=:

:Õ

�=1

V� g�

2
¸

V�

2g�
¹k� � k2

¸
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kh� k2e) � � eº �
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3
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�

4
¸

_
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ke ¸ � � k2
2

= min
e2R3–� �0
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V�0

1
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:Õ
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V� g�

2
¸
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2g�
k� � k2¸

V� kh� k2

2g� 3
e) � � e �

V�p
3
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� � 1•2

� e �
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�

4
¸

_
23

ke ¸ � � k2
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e2R3–� �0
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V�0

1
=:

:Õ

�=1

V� g�

2
¸
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_
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�
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4
¸

_
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� �0
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V�0

1
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2
¸
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2g�
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�
1
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�
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V�p
3

� 1•2
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V� kh� k2
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_
23

I 3
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_
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max
V�0

1
=:

:Õ

�=1

V� g�

2
¸

V�

2g�
k� � k2�

_2f 2
\

4
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�
V� =
2g� 3

� � ¸
_
23

I 3

� �1

�
V2

�

4
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"

� �

�
V� =
2g� 3

� � ¸
_
23

I 3

� �1
#

�
V2

�

4
¸

_f 2
\

2
• (2.46)

Denote Z� := V�
g�

both as a value and the corresponding variable. Note that, for any function

5 ¹g� º one has according to the chain rule:

m
mV�

5 ¹\;º =
1
g�

m
m\;

5 ¹\;º (2.47)
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m
mg�

5 ¹\;º = �
V�

g2
�

m
m\;

5 ¹\;º• (2.48)

Taking the derivative of the objective w.r.t. V� :

g�

2
¸

1
2g�

k� � k2 ¸
=_2f 2

\

83g�
Tr

 �
Z� =
23

� � ¸
_
23

I 3

� �2

� �

!

(2.49)

�
V�

2
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� �

�
Z� =
23

� � ¸
_
23

I 3

� �1
#

¸
=V2

�

83g�
Tr

"

� 2
�

�
Z� =
23

� � ¸
_
23

I 3

� �2
#

�
V�

2
= 0– (2.50)

and w.r.t. g� :

V�

2
�

V�

2g2
�

k� � k2 �
_2f 2

\ =V�

83g2
�

Tr

 

� �

�
Z� =
23

� � ¸
_
23

I 3

� �2
!

(2.51)

�
V3

� =

8g2
� 3

Tr

"

� 2
�

�
V� =
2g� 3

� � ¸
_
23

I 3

� �2
#

= 0• (2.52)

Adding (2.49) multiplied byV�
g�

to (2.51):
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�
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"

� �

�
Z� =
23

� � ¸
_
23

I 3

� �1
#

�
V2

�

2g�

!

= 0• (2.53)

Dividing by V� :

1 �
Z�

2
Tr

"

� �

�
Z� =
23

� � ¸
_
23

I 3

� �1
#

�
Z�

2
= 0• (2.54)

Tr

"

Z� � �

�
Z� =
23

� � ¸
_
23

I 3

� �1
#

¸ Z � = 2• (2.55)
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To show that (2.55) has a unique positive solution, note that it su�ces to prove that its LHS

increases in Z� , because it equals 0 at Z� = 0 and goes to 1 as Z� ! 1. Take the derivative

of the LHS of (2.55) by Z� :

Tr

"

� �

�
Z� =
23

� � ¸
_
23

I 3

� �1
#

(2.56)

�
Z� =
23

Tr

"

� 2
�

�
Z� =
23

� � ¸
_
23

I 3

� �2
#

¸ 1 = (2.57)

_
23

Tr

"

� �

�
Z� =
23

� � ¸
_
23

I 3

� �2
#

¸ 1• (2.58)

Since (2.56) is positive, the LHS of (2.55) strictly increases and we have shown that (2.55)

has a unique solution.

We also obtain from (2.51)

1
2

�
1

2g2
�

k� � k2 �
_2f 2

\ =

83g2
�

Tr

 

� �

�
Z� =
23

� � ¸
_
23

I 3

� �2
!

(2.59)

�
V2

� =

8g2
� 3

Tr

"

� 2
�

�
V� =
2g� 3

� � ¸
_
23

I 3

� �2
#

= 0• (2.60)

This can be rewritten as:

1
2

�
V2

� =

8g2
� 3

Tr

"

� 2
�

�
Z� =
23

� � ¸
_
23

I 3

� �2
#

= (2.61)

1

2g2
�

 

k� � k2 ¸
_2f 2

\ =

43g2
�

Tr

 

� �

�
Z� =
23

� � ¸
_
23

I 3

� �2
! !

• (2.62)

Multiplying by 2:
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1 �
Z2

� =

43
Tr

"

� 2
�

�
Z� =
23

� � ¸
_
23

I 3

� �2
#

=

1

g2
�

 

k� � k2 ¸
_2f 2

\ =

43g2
�

Tr

 

� �

�
Z� =
23

� � ¸
_
23

I 3

� �2
! !

• (2.63)

Note that (2.63) has at most one solution g� for each ; = 1– • • • – :. Therefore, since Z� = V�
g�

is uniquely de�ned by (2.55) for each ; as well, the objective (2.46) has at most one solution

¹V– gº.

Now, to show existence, note that the objective (2.46) is convex in g and concave in V by

examining (2.34). Since (2.34) also goes to 1 as k� k ! 1 and to �1 as k�k ! 1, it

therefore indeed has at least one optimal point ¹V– gº.

Generalization Error Recall that the optimal value for \ is given by:

\̂ = proxA �1 R

�
� � � A �1 b

�
= ¹_I ¸ Aº �1 ¹A� � � b º • (2.64)

We note that the generalization error is given by:
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! �1
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–

where we have made use of the optimal value of\̂ given in equation (2.64).
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Binary Classi�cation for GMMs with Arbitrary Covariance Matrices

The following trick will be of use for the purposes of the present section:

The square root trick. If G ¡ 0, then its square root can be "linearized" as follows:

p
G = min

V¡0

1
2V

¸
VG
2

•

Proof of Theorem 7

Proof. Recall the notation of Section 2.2, and also de�ne M1– M2 2 R
=
2 �3 as

M ) = ¹� 1 ••• � 1
|        {z        }

=
2

� 2 ••• � 2
|        {z        }

=
2

º =
�
M )

1 jM)
2

�

z) =
�

1)
=
2

�1 )
=
2

�

encode the means and the labels corresponding to each class, respectively, and the classi�er

if found via solving

min
w

L¹¹A ¸ Mºw � zº ¸ _ 5 ¹wº•

Introducing u := ¹A ¸ Mºw � z and inserting a Lagrange multiplier, we have

min
w–u

max
v

v) Aw ¸ v ) Mw � v ) z � v ) u ¸ L¹uº ¸ _ 5 ¹wº•

Applying Theorem 5 to the objective above and denoting v) = ¹v)
1– v)2º we arrive at the

following:

min
w–u

max
v1–v2

v) Mw � v ) z � v ) u ¸ L¹uº ¸ _ 5 ¹wº

¸
2Õ

8=1

kv8kw) �
1
2
8 g8¸ v )

8h8k�
1
2
8 wk•

Performing the optimization over v1– v2 yields:

min
w–u

max
V1–V2�0

L¹uº ¸ _ 5 ¹wº

¸
2Õ

8=1

V8

�
w) �

1
2
8 68¸








 h8k�

1
2
8 Fk ¸ " 8w � I 8 � D 8










�
•
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Using the square root trick we obtain:

min
w–u

max
V1–V2�0

min
g1–g2�0

L¹uº ¸ _ 5 ¹wº ¸
2Õ

8=1

V8

�
w) �

1
2
8 68¸

g8

2

¸
1

2g8

� =
2
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1
2
8 Fk2 ¸

=
2

¹� )
8wº2 ¸

=
2

¸ kD8k2 � 2k�
1
2
8 Fkh)

8D8

� =� )
8w � 2D )

8 " 8w ¸ 2D)
8 I 8

� �
•

Regrouping some terms and swapping the min and the max:

min
g1–g2�0

max
V1–V2�0

2Õ

8=1

V8
g8

2
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w–u
L¹uº ¸ _ 5 ¹wº

¸
2Õ
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�
w) �

1
2
8 68¸ ¸

1
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� =
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1
2
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¸ kD8k2 ¸ 2k�
1
2
8 Fkh)

8D8 � 2I )
8 " 8w � 2D )

8 " 8w ¸ 2D)
8 I 8

� �
• (2.65)

By de�nitions of M1 and M2,

D)
8 " 8w = ¹� )

8Fº¹1) D8º

k" 8Fk2 =
=
2

¹� )
8wº2•

Consider the inner optimization of (2.65):

min
w–u

L¹uº ¸ _ 5 ¹wº ¸
2Õ
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V8

�
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1
2
8 68¸

1
2g8

� =
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1
2
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¸
=
2
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=
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1
2
8 Fkh)
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8 I 8
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• (2.66)

We focus on optimizing over D �rst:

min
D

L¹uº ¸
2Õ

8=1

V8

2g8

�
kD8k2 ¸ 2k�

1
2
8 Fkh)

8D8

� 2¹� )
8Fº¹1) D8º ¸ 2I )

8D8

�
•

Assuming L is separable, we complete the squares and arrive at:

min
D

2Õ

8=1

L¹D8º ¸
V8

2g8

�
k¹� )

8Fº1 � h 8k�
1
2
8 Fk � I 8 � D 8k2

�
•
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Noting that the expression above is the Moreau Envelope of L by the de�nition 2.16:

min
g1–g2�0

max
V1–V2�0

2Õ

8=1

V8
g8

2
¸ min

w
_ 5 ¹wº

¸
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V8F ) �
1
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8 68¸ M g8
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L

�
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1
2
8 Fk � I 8

�
•

Let ?8 = �
1
2
8 F and W8 = � )

8w, then (2.66) can be rewritten as:
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w–?–W
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8 ¹�
1
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8 F � ? 8º

¸ M g8
V8
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Performing the optimization over the direction of ?8and denoting \8 = k?8k:

min
w–\8�0–W
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2Õ
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8 �

1
2
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Applying the square root trick again:

min
w–\8�0–W–Z8�0

max
�–[

_ 5 ¹wº ¸
2Õ

8=1

M g8
V8

L ¹W81 � \ 8h8 � I 8º (2.67)
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\ 8Z8

2
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\ 8

2Z8
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8 �
1
2
8 F ¸ [ 8¹� )

8w � W8º• (2.68)

Optimizing over �8yields:

min
w–\8�0–W–Z8�0

max
[

_ 5 ¹wº ¸
2Õ
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V8
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1
2
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Optimize over w:
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w
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\ 8

2Z8
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\ 8
�

1
2
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Opening up the norm:

min
w

_ 5 ¹wº ¸
1
2

w)
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\ 8
� 8
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w

� w )
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De�ne � =
Í 2

8=1
Z8
\ 8

� 8 and vector G =
Í 2

8=1V8�
1
2
8 g8 � [ 8� 8, then the objective above can

written in terms of the Moreau Envelope as:
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2 º
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2 x
�
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2
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3\ 8V2
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•

Plugging everything back into (2.65), we derive:

min
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2
� [ 8W8•

ƒ

Proof of Theorem 8

Proof. Under the assumptions of Theorem 8, the objective (2.8) turns into the following:

min
w

k¹A ¸ Mºw � zk 2 ¸ _kwk 2•

Taking the Fenchel dual of the �rst term we obtain:

min
w
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1
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1
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Applying Theorem 5 to the objective above:
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w

max
v1–v2

_kwk2 ¸
2Õ

8=1

kv8kw) �
1
2
8 68¸ v )

8 � 8k�
1
2
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Optimizing over the direction of v8yields:

min
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Using the square root trick and de�nition of "8and I8:
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Introducing W8's:
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Changing orders of optimization:

min
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Optimizing over w we are left with the following:
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Due to our assumptions on �8's we have:
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In other words,
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where G � N ¹0– �º•

We now simplify the �rst term of (2.69) by leveraging the corresponding Gaussian concen-

tration:
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Plugging everything back into (2.69) we deduce:
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ƒ

Existence and Uniqueness of Solutions

Proof. De�ne

� ¹\ 1– \2– W1– W2º := �
1
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Then the objective can be rewritten as
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• (2.74)

Taking the derivatives with respect to V8and g8and using \8both as a variable and to denote

V8
g8

with a slight abuse of notation we obtain:
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Setting the derivatives of the objective w.r.t. g8 to zero:
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Multiplying by g2
8 and dropping V8yields:

�
m

m\8
� ¹\ 1– \2– W1– W2º �

m
m\8

%¹V1– V2– \1– \2º (2.75)

¸
g2
8

2
¸

=W2
8

16
¸

=W8¹�1º 8¸1

4
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Now setting the derivatives of the objective w.r.t. V8 to zero:
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Multiplying by g8:
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Grouping the KKT conditions (2.75) and (2.77) together we have:

8>>>>>>>>>>>><

>>>>>>>>>>>>
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(2.79)

Summing equations (2.79) up we obtain:

2
\ 8

%8¹V8– \1– \2º ¸ g 2
8 �

V8g8

2
= 0• (2.80)

Dividing by g2
8 and using that %8¹V8– \1– \2º is quadratic in V8:
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This yields:
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Restricting the arguments \1– \2 to [0,2] (because \1– \2 arising from the objective are

non-negative and it is clear from (2.81) that \8 � 2), we would like to point out that
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Hence, (2.81) for 8 = 1 has a unique solution \2 for any �xed \ 1, because the range of the left

hand side of (2.81) equals 0 at \2 = 0 and exceeds 2 at \2 = 2. Note also that if we increase

\ 1 the corresponding solution \2 increases as well. We will denote the corresponding

dependence via \2 = g¹\ 1º, where g : »0– 2¼ ! »0– 2¼ is an increasing function. Remark

that g is di�erentiable due to the Implicit Function Theorem. Adding versions of (2.81) for

8 = 1 and 8 = 2 multiplied by=4 together we arrive at:
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This yields:
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Plugging in \2 = g¹\ 1º:
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= 3 � =• (2.86)

Note that each term on the LHS of (2.85) is decreasing in \1. As such, we conclude that \1

and \2 solving equations (2.81) for 8 = 1– 2 are unique.

To recover W1– W2, take the derivatives of (2.73) by W1 and W2:
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Recall the de�nition of � ¹\ 1– \2– W1– W2º:
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As such, we arrive at:
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It is easy to see that (2.88) is a system of linear equations with a positive determinant,

therefore it has unique solutions W1– W2.

To recover V8, use (2.75) once more:
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Rewrite this as:
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Thus, we �nally recover
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Thus, we have shown that there exists at most one solution ¹V– g– Wº. To show existence,

note that the objective (2.70) is convex in g and concave in ¹V– Wº by examining (2.67).

Since (2.70) also goes to 1 as k� k ! 1 and to �1 as k�k ! 1 or kWk ! 1, it therefore

indeed has at least one optimal point ¹V– g– Wº.

ƒ

Classi�cation Error

An attentive reader might have noticed that we held up the classi�cation error derivations

to this point. Recall that the classi�cation error for a weightŵ and a general GMM is given

by:
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The proof is a straightforward calculation but we provide it here for completeness:
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Subtracting the means from the sample point we have: G = �1 ¸ [ 1 for G � N ¹� 1– �1º and

G = � 2 ¸ [ 2 for G � N ¹� 2– �2º we obtain:
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) [ 2 ¡ �� )

2ŵº•
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Noticing thatŵ) [ 1 � N ¹0– w ) � 1wº andŵ) [ 2 � N ¹0– w ) � 2wº we derive:
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ŵ) � 2ŵ
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ƒ

The classi�cation error part for Theorem 7 follows immediately then by the de�nitions of

W8and \8 for that case. We now proceed to derive the expressions for the classi�cation error

for Theorem 8 and Corollary 2. Note that by de�nition
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Proof of Corollary 2

Proof. Recall the model:

� 1 = f 2
1 I ¸ � 1� )

1

� 2 = f 2
2 I ¸ � 2� )

2

where �1– �2 2 N ¹0– f 2Iº•
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Denote the space spanned by �1 and �2 by + and also denote
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Note that both + and +? form invariant subspaces of the operator ). Also, since we are

interested in the asymptotic regime 3 ! 1, we can take k�1k = k� 2k � f 23 and � )
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due to the Gaussian concentration. Therefore, we can write:
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Remark 6. One might ask where exactly we used the fact that �1 and � 2 are independent

from � 1 and � 2 in the derivations above. The answer is that we cannot take the expectation

over � 1 and � 2 �rst to get the expression with the trace we used if �1 and � 2 depend on �1

and � 2.



69

C h a p t e r 3

UNIVERSALITY IN TRANSFER LEARNING FOR LINEAR MODELS

This chapter is based on joint work with Reza Ghane and Babak Hassibi (Ghane, Akhtiamov,

and Hassibi, 2024).

3.1 Introduction

Deep neural networks have revolutionized the way data processing and statistical inference

are conducted. Despite their ground-breaking performance, these models often require

a plethora of training samples, which can make the process of data acquisition expen-

sive. Moreover, with the advent of increasingly complex deep networks and especially

Large Language Models (LLMs), the process of training from scratch has also become

prohibitively expensive. To alleviate the scarcity of prepared data and the high training

costs, various strategies have been proposed. One such method is �ne-tuning in which a

network previously trained on a source dataset/task di�erent from the target dataset/task is

leveraged as the initialization point for training on the target dataset/task. In many practical

applications, especially for networks containing billions of parameters, only a subset of

weights are updated to adapt the model to the new task. A particularly attractive method

involves �ne-tuning only the last layer of the network. A foundational question would be:

How e�ective is this procedure? Are there fundamental limits to how much one can achieve

by utilization of a model pretrained on a di�erent distribution?

In this work, we would like to investigate this problem rigorously through the lens of

linear regression and binary classi�cation in the over-parameterized regime, where the

number of weights/parameters exceeds the number of data points. To do so, we analyze

the performance of regressors/classi�ers obtained through performing SGD initialized at

a weight w0 2 R3 acquired through training on the source domain. It was shown in
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(Gunasekar et al., 2018) and (Azizan and Hassibi, 2018) that gradient descent (GD) and

stochastic gradient descent(SGD) iterations converge to the optimal solution w 2 R3 of the

following optimization problem:

min
w

kw � w 0k2
2 (3.1)

B•C y = Xw–

where w0 2 R3 is the initialization point for SGD, X 2 R=�3 is the design/data matrix

which is comprised of independent rows re�ecting the fact that datapoints ¹x8– H8º are

sampled independently, and y 2 R= is the vector of labels. This property of SGD is known

as "Implicit Regularization" and will serve as the basis for our analysis as the pretraining

step is captured by the vector w0. Understanding this "interpolating regime" is key to the

theoretical analysis of machine learning models as most of the deep neural networks, on

account of their highly over-parameterized nature, operate in a setting where they are able to

attain negligible training error. It is noteworthy that, even for linear models, characterizing

the exact performance of �ne-tuning approach has been somewhat limited and is inhibited

furthermore by the Gaussianity assumption on X. One of our main contributions is to

overcome this limitation. In fact, to showcase the ubiquity of our results, we establish a

general universality theorem that applies to a large class of data distributions and extends

beyond the context of Transfer Learning. To go into more detail, we say that Gaussian

universality holds for a data distribution P and a training algorithm ) if the test error

obtained by training on data sampled from P using ) is the same as the test error obtained

by training on data sampled from the Gaussian distribution N ¹�P– �Pº using ), where �P

and � P stand for the mean and the covariance matrix of P, respectively. In the context

of binary classi�cation, we establish universality of the classi�cation error with respect

to the distribution of each class. In light of the the latter result, the problem reduces to

analyzing the case of the Gaussian design matrices. We allow classes with di�erent non-

scalar covariance matrices �1 and � 2 and build on the results of (Akhtiamov et al., 2025)
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to address the problem in this speci�c scenario.

Related Works

Transfer Learning has been an active topic of research at least since the 1970's (Bozinovski,

2020). It is mainly applied in the situations where obtaining data from the true distribution,

which we will refer as the target distribution, is costly but there is a cheap way to access

data from a source distribution, which bears resemblance to the target distribution. The two

most popular approaches to transfer learning consist of instance-based transfer learning and

�ne-tuning.

Instance-based transfer learning incorporates the source dataset, along with the target

dataset, and trains the model on this amalgamated dataset. The key insight is that, provided

that the source distribution is close enough to the target distibution and a suitable training

scheme is chosen, the �nal performance enjoys an improvement. We refer the reader to

the landmark work(Dai et al., 2007) as well as to the comprehensive overviews covering

the empirical advances in this area (Tan et al., 2018; Zhuang et al., 2020). For theoretical

analysis, we would like to emphasize a recent work (Jain, Montanari, and Sasoglu, 2024)

that characterized the scaling laws for ridge regression over the union of the source and

target data in the high dimensional regime.

This chapter focuses on �ne-tuning, in which a model is �rst pretrained on the source

distribution and then �ne-tuned using the target data. (Dar, LeJeune, and Baraniuk, 2021)

analyzes transfer learning for linear regression under a Gaussianity assumption on the data.

The results obtained there, in particular, imply that the corresponding generalization error

is universal, in the sense that it can be immediately extended to a much broader set of target

distributions, which we elaborate on in much greater detail in the main body of the chapter.

(Gerace et al., 2022) consider the problem of binary classi�cation via a two-layer neural

network in a synthetic setting. The source data and the source labels are sampled according

to x = '4;D¹Gaº and H = (86=¹a) zº, respectively, where G– a, and z are i.i.d. Gaussian.
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The target data and labels are generated by perturbing G and a and then applying the

same rules as for the source data. (Gerace et al., 2022) trained the network on the source

dataset and then proceeded by only �ne-tuning the last layer on the target domain using the

cross-entropy loss with an �2 regularizer. The analysis was conducted using the Replica

method. The authors of (Gerace et al., 2022) compared their results with an equivalent

random feature model and observed empirically a certain kind of Gaussian universality for

real-world datasets, such as MNIST.

Extension of results obtained under Gaussianity assumptions to non-Gaussian distributions

remains a pertinent research direction in which the idea of Gaussian universality plays

a central role. (Montanari and Nguyen, 2017) proved the universality of the generaliza-

tion error for the elastic net, assuming the design matrix A is i.i.d subgaussian. (Panahi

and Hassibi, 2017) generalized the result to the problem of regularized regression with a

quadratic loss and a convex separable regularizer which is either 5 ¹�º = k � k1 (LASSO)

or strongly convex. (Han and Shen, 2023) generalized (Panahi and Hassibi, 2017)'s re-

sults to non-separable Lipschitz test functions and provided non-asymptotic bounds for the

concentration of solutions. In the random geometry literature, (Oymak and Tropp, 2018)

showed universality of the embedding dimension of randomized dimension reduction linear

maps with i.i.d entries satisfying certain moment conditions. (Abbasi, Salehi, and Hassibi,

2019b) proved universality of the recovery threshold for minimizing strongly convex func-

tions under linear measurements constraint, assuming the rows are iid and the norm of the

mean is asymptotically negligible compared to the noise. (Lahiry and Sur, 2023), proved

the universality of generalization error for ridge regression and LASSO when the rows are

distributed iid with a speci�c block structure dependence per row, AD where A has zero

mean iid random subgaussian vectors per row and D being diagonal.

Leveraging universality is not limited to the signal recovery literature. As an example, (Hu

and Lu, 2022; Bosch, Panahi, and Hassibi, 2023; Schröder et al., 2023), have analyzed

the performance of the random feature models by replacing nonlinear functions of Gaus-
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sians with the corresponding Gaussian distribution having the same mean and covariance

in single-layer and multiple-layer scenarios, respectively, through a universality argument,

referred to as the Gaussian equivalence principle. In a more general setting, under subgaus-

sianity assumption on the data, (Montanari and Saeed, 2022) proved the universality of the

training error for general loss and regularizer, and of the test error when the regularizer is

strongly convex and the loss is convex. (Hastie et al., 2022) proved universality for the min-

imal �2-norm linear interpolator for data generated via a very speci�c rule x = f¹W�
1
2 zº,

where z is i.i.d. with zero mean and satis�es several other technical properties, and � is

a deterministic PSD matrix. (Dandi et al., 2023) considered the universality of mixture

distributions in a similar setting to (Montanari and Saeed, 2022) and proved the universality

of the free energy of the test error.

Outline of the Chapter

In Section 3.2, we formally de�ne the optimization problem for which we aim to establish

universality. Section 3.2 outlines our primary contributions. In Section 3.3, we present our

main universality result, accompanied by several insightful remarks. Section 3.4 focuses

on our �ndings related to �ne-tuning in the contexts of linear regression and binary classi-

�cation. In Section 3.5, we validate our theoretical results through empirical experiments.

Finally, we conclude with a summary and discussion in Section 3.6.

3.2 Problem Formulation

The Setting

We use bold letters for vectors and matrices. We denote the 8'th largest singular value of

matrix A by B8¹Aº. We consider the proportional regime where 3 = �¹=º and3
= ! ^ ¡ 1.

We refer to Section 3.8 for the other notations and de�nitions necessary for the rest of this

exposition.

Given a training dataset f¹x8– H8ºg=
8=1and a model with a �xed architecture, the conventional

approach of learning the weights for the model consists of choosing a loss function L and
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�nding F minimizing 1
=

Í =
8=1L¹x 8– w8– H8º. In this exposition we focus on linear models

and loss functions of the form L¹x8– w8– H8º = �¹H8 � x )
8w8º, where � is di�erentiable

and �¹0º = 0. (Azizan and Hassibi, 2018) characterized behavior of a broad family of

optimizers, called stochastic mirror descent (SMD) algorithms, for linear models in the

over-parametrized regime. For a strictly convex function 6 : R3 ! R, the update rule of

the SMD with a mirror 6 and a learning rate [ ¡ 0 is de�ned as

r6¹w Cº = r6¹w C�1º � [rL C¹wC�1º– C � 1– (3.2)

where [ ¡ 0 is the learning rate and LCis the loss function L evaluated at a point chosen

at random in the dataset corresponding to the C'th iteration. Due to strict convexity, r6¹�º

de�nes an invertible transformation, which is why (3.2) is indeed a well-de�ned update

rule. Note also that this includes SGD as a special case, which corresponds to taking

6¹�º = k � k22. (Azizan and Hassibi, 2018) show that applying SMD initialized at w0 to

minimize 1
=

Í =
8=1�¹H8 � x )

8wº yields a weight vector de�ned by the following optimization

problem:

min
w

� 6¹w– w0º

B•C H8 = x)
8w– 1 � 8 � =•

We construct the random matrix A 2 R=�3 by setting its rows equal to x8. Hence, stating

in a more general fashion, we are interested in the analysis of the following optimization

problem, with the main case of interest being when 5 is a quadratic:

min
w

5 ¹wº

B•C y = Aw•

As the objective is comprised of minimizing a strongly convex function 5 over a closed

convex set, it has a unique minimizer. By using a Lagrange multiplier _ 2 R, this convex

optimization problem can be written in the unconstrained form:

�¹Aº := sup
_¡0

min
F

_
2

kAw � yk 2
2 ¸ 5 ¹wº• (3.3)
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Considering the objective without the sup_¡0 yields the following regularized linear regres-

sion problem for which we will also establish a universality theorem:

� _¹Aº := min
F

_
2

kAw � yk 2
2 ¸ 5 ¹wº• (3.4)

Note that (3.4) captures the case of explicit regularization, which is of highest importance

whenever there is a high amount of noise or label corruption present. Furthermore, by

deliberately choosing the regularizer 5 , it is possible to obtain solutions that exhibit certain

behavior, viz being sparse or compressed. In order to tackle optimizations such as 3.3,

3.4, we prove their equivalence to a problem with a suitable Gaussian design G which is

described in De�nition 5 in Section 3.8. Our approach for proving universality will be the

Lindeberg approach (Lindeberg, 1922) (Chatterjee, 2006).

Our Contributions

Transfer Learning

Linear Regression We extend the results from (Dar, LeJeune, and Baraniuk, 2021) by

providing precise expressions for the generalization error in linear regression tasks. In

addition, we demonstrate that the test error is always lower-bounded by a quantity that is

attained only when the covariance matrix of the data is scalar. Furthermore, we identify

speci�c conditions under which �ne-tuning is successful.

Binary Classi�cation We present the �rst precise characterization of the classi�cation error

for linear models trained using stochastic gradient descent (SGD) on data drawn from a

general mixture distribution with arbitrary covariance matrices. Moreover, we delineate the

regimes in which �ne-tuning proves e�ective.

Universality

Proof of universality for implicit regularization. In the context of SGD and, more

generally, SMD (see 3.2) with a mirror 5 satisfying the assumptions of Theorem 9, we
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prove universality of the generalization error as well as of the value of the corresponding

implicit regularization objective for a wide range of data distributions characterized by

Assumptions 1. Note that this cannot be reduced to any known results on universality of

constrained objectives as the latter assume that the constraints are deterministic, i.e., the

optimization variables belong to some determinitic set C chatacterized by the constraints.

While to analyze SMD one has to deal with constraints of the form Aw = y which represents

a random polytope. To the best of our knowledge, the only other paper dealing with

universality in the context of implicit regularization is (Hastie et al., 2022). They study

minimal �2-norm linear interpolators, but they work with a very speci�c (random feature)

model for data distributions de�ned by x = f¹W�
1
2 zº, where z is i.i.d zero mean and

W is i.i.d. Gaussian. Our paper generalizes theirs in two non-trivial ways, as it allows

for arbitrary smooth convex strongly convex mirrors 5 ¹wº as well as more general data

distributions.

Relaxing assumptions for explicit regularization. To the best of the authors' knowledge,

all previous results on universality assumed either that the data points x 2 R3 have i.i.d.

entries or that the rows are independent and x is subgaussian. We relax these assumptions.

That is, we show that, for the quadratic loss function and any strongly convex not necessarily

di�erentiable regularizer universality holds as long as the rows are i.i.d., all moments of the

x up to the 6th satisfy Ex j ¹x � Exº ) vj@�  
kvk@

2
3@•2 for v 2 R3, and +0A¹x) Cxº ! 0 for any C

of bounded operator norm.

Extending universality to mixtures of distributions. Since the main motivation behind

this work is the study of generalization in classi�cation tasks, we focus on data matrices

sampled from mixture distributions. Note that most previous papers on universality, such as

(Montanari and Saeed, 2022), do not apply to this setting directly. As an illustration to why

results of (Montanari and Saeed, 2022) cannot just be applied to the mixture distributions

directly, consider P =1
2N ¹�– Iº ¸ 1

2N ¹��– Iº corresponding to a mixture of two classes

with antipodal means and the resulting classi�cation error depends on k�k, while P has
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mean 0 and covariance I meaning that the matching gaussian distribution N ¹0– Iº does not

contain any information about the classes.

However, there is one prior paper (Dandi et al., 2023) that studies universality speci�cally

in the context of mixture distributions. It is worth mentioning that their de�nition of

universality is di�erent. Namely, they prove universality of the expectation with respect to

the Gibbs distribution, which su�ces to show universality of the train but not of the test

error.

Allowing for non-vanishing means. In De�nition 3, we assume only that Eaka � �k 2
2 =

$¹1º, whereas in (Abbasi, Salehi, and Hassibi, 2019b; Montanari and Saeed, 2022) and

(Dandi et al., 2023) they have
k�k 2

2

Eaka��k 2
2

! 0, implying that the norms of the means are

negligible compared to the norms of the data points on average. To our knowledge, our

work is the �rst to tackle it.

3.3 Main Result

In this section, we present our main universality theorem and before doing so, we list the

required technical assumptions. Consider the following convex optimization problem

� _¹Aº := min
F

_
2=

kAw � yk 2
2 ¸

1
=

5 ¹wº• (3.5)

Denote the solution to the optimization problem 3.5 above by w� _ ¹Aº . Then we assume the

following:

Assumptions 1. 1. A is a regular block matrix and G is its matching Gaussian matrix

as in Section 3.8.

2. The regularizer 5 ¹�º is regular also as Section 3.8 or there exists a sequence of

regular 5< 's converging uniformly to 5 .

3. 5 ¹�º is "-strongly convex.

4. Eykyk2
2 = $¹3º with EjH9j@= $¹1º for 9 2 »=¼ and @ 2 »6¼ and is independent of A.
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5. Bmin¹AA ) º = 
¹1º with high probability.

6. +0A¹kyk22º ! 0•

7. kr 5 ¹w� _ ¹Aººk2 �  5
p

= for a constant  5 independent of _.

Theorem 9. If 	 = � = sup _¡0 � _, suppose parts (1) - (7) of Assumptions 1 hold and for

	 = � _, only assume parts (1) - (4) of Assumptions 1. Then

1. (Universality of the training error) For any L-Lipschitz 6 : R3 ! R, and every

C1 ¡ 0– C2 ¡ C1– 2 2 R the following holds:

ˆ If P¹j6¹	¹Gºº � 2j ¡ C 1º ! 0 then P¹j6¹	¹Aºº � 2j ¡ C 2º ! 0.

ˆ Furthermore, if 6 has bounded second derivative, then

lim
=!1

�
�
�EA–y6¹	¹Aºº � E G–y6¹	¹Gºº

�
�
� = 0•

2. (Universality of the solution) For a function k with r2k � @I if either k is regular

(De�nition 2) or there is a sequence of regular functions converging uniformly to k,

ˆ If for every C ¡ 0, P¹j	¹Gº � 2j ¡ Cº ! 0 then for B 2 fA– Gg, there exists

21 2 R such that for any C1 ¡ 0 we have P¹jk¹w	¹Bº º � 2 1j ¡ C1º ! 0.

ˆ Furthermore, if k is bounded

lim
=!1

�
�
�EA–yk¹w 	¹Aº º � E G–yk¹w 	¹Gº º

�
�
� = 0•

To sum up, Theorem 9 says that the vector of weights wA trained on data sampled from

a non-gaussian distribution A either via SMD with a mirror 5 or by minimizing the least

squares objective with regularizer 5 , shares many similar characteristics with the vector of

weights wG trained on data sampled from the matching GMM G via the same optimization

procedure under certain technical assumptions on A and 5 . By "similar characteristics", we

mean that for any k : R3 ! R with bounded Hessian, k¹wAº = k¹w Gº holds in the limit.

We would like to point out a few remarks.
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Remark 7. Note that k need not be convex, in fact any linear combination of regular k

is also regular. An immediate result is the universality of the empirical distribution of the

coordinates of solutions.

Remark 8. The assumption kr 5 ¹w� _ ¹Aººk2 = $¹
p

=º in Theorem 9 is satis�ed for any

function 5 with a locally lipschitz gradient, i.e., kr 5 ¹uºk2 �  ¹1 ¸ kuk 2º. In particular it

applies to 5 ¹�º = k � k22.

Remark 9. In both parts of Theorem 9, the regularizer is allowed to be an "-strongly

convex uniform limit of di�erentiable convex functions, which implies that 5 ¹wº = Ckwk1 ¸

"kwk 2
2– C ¡ 0– " ¡ 0, known as the elastic net, is also included in our results.

Remark 10. In Theorem 9, the optimal value of �_ is only achieved when _ ! 1 and is

not attained at any �nite _. This means that proving the results for 	 = � in Theorem 9

requires additional ideas apart from the case 	 = �_ in Theorem 9, as the latter makes use

of the boundedness of _ extensively. To tackle this issue, we present a uniform convergence

result in _ which might be of independent interest.

Remark 11. The condition Bmin¹AA ) º = 
¹1º can be satis�ed for a variety of random

matrix models. If for each block of A, A8 = ~A8�
1•2
8 where ~A8has iid entries and Bmin¹� 8º =


¹1º, then by the Bai-Yin's law (Bai and Yin, 2008) the condition is satis�ed. The second

family is comprised of blocks with independent and identical rows where the norm of rows

have exponentrial concentration. We prove this in the Appendix. One particular instance

will be the distributions satsifying LCP from De�nition 4.

Remark 12. The second assumption in Assumptions 1 is not too restrictive and is in

particular satis�ed for k¹wº = P¹a) w ¡ 2º. We have with high probability for 	 2 f� _– �g

lim
=!1

�
�
�P¹a) w	¹Aº ¡ 2º � P¹a ) w	¹Gº ¡ 2º

�
�
� = 0–

for a independent of A– G but sampled from the same distribution as the rows of A, respec-

tively. Note that by this argument we have reduced the problem of verifying CLT for a) w	¹Aº
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to its Gaussian counterpart, a) w	¹Gº . Then, speci�cally for the applications presented in

this paper, we provide a proof that a) w	¹Gº satis�es CLT w.r.t. to randomness in a with

high probability in G. However, in general the latter CLT condition has to be veri�ed on a

case by case basis.

3.4 Applications: Transfer Learning

Regression

We consider the classical problem of recovering the best linear regressor for the following

linear model

y = Xw � ¸ z• (3.6)

Here, w� is the ground truth, the rows of the data matrix X are i.i.d with Ex8 = 0 and

Ex8x)
8 =: RG, z is centered and is independent of X and satis�es Ezkzk22 = f 2=. For a given

ŵ, its generalization error is de�ned by:

464=¹ŵº := EG¹x) w� � x ) ŵº2 = ¹ŵ � w � º) RG¹ŵ � w � º•

Now in order to recover w� given observations ¹y– Xº, we choose to optimize the least

squares objective, minw ky � Xwk 2
2, and to do so, we leverage SGD. We would like to

investigate how useful having a pretrained classi�er w0 can be for the recovery of w� . As

pointed out earlier, SGD initialized from w = w0, by its implicit regularization property,

converges to the solution̂w of (3.1). We denote 40 := 464=¹w0º; hence the name �a priori

error,� 40. We provide the assumptions necessary for our results on linear regression in

Section 3.8. In what follows we give a precise characterization of the posterior error, 4?, of

the model after training with SGD, in terms of 40 and the other parameters of the problem.

In order to leverage Theorem 9 to establish the universality of the generalization error, it

is su�cient to apply a change of variable w0 := R�1•2
G w and use k¹wº = kwk22 as the test

function.
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Theorem 10. Under Assumptions 3 in Section 3.8, the generalization error of the SGD

solution initialized from w0 converges in probability to

4? =
2 � ^¹1 � Cº
^¹1 � Cº � 1

f 2 ¸
C

^¹1 � Cº � 1
40– (3.7)

with C =
¯ 4?¹Aº

¹2¸A\º 2 3A, where \ is found througĥ�1
^ = 1

\ ( ?¹� 1
\ º (3.12), and ^ ¡ 1 is the

proportional constant, i.e., for X 2 R=�3 , 3
= ! ^. Moreover, for any distribution ?¹Aº we

have

4? �
1

^ � 1
f 2 ¸

^ � 1
^

40• (3.8)

The lower bound is attained if and only if ?¹Aº = X¹A � A0º for some A0 ¡ 0.

The following remark is immediate:

Remark 13. Theorem 10 entails that, depending on the noise level present in the data,

training could be even potentially harmful. Indeed, if f2 � 4 0, then 4? � 1
^�1 f 2 ¸ ^�1

^ 40 �

f¹2
p

40 �fº � 4 0 for any ^ ¡ 1 and it is therefore more appropriate to use vector w0 instead

of performing �ne-tuning. Moreover, if the covariance Rx is scalar, then the converse is

true. Namely, if 40 � f 2, then the best achievable error corresponds to ^� =
p

40p
40 �f and

equals f¹2
p

40 � fº, which is less than 40. Therefore, transfer learning contributes to

improving the test performance when the variance of the noise is not too high, but the model

has to be �ne-tuned on the correct amount of target data.

Classi�cation

Problem Setting

Consider a binary classi�cation task and let X stand for the data matrix and y denote the

vector of labels where each H8 = �1 depending on what class the 8-th point x8 falls into. We

denote � � := Ex8 and � � := Ex8x)
8 � � � � )

� , for the mean and covariance of each datapoint

x8, respectively, and � 2 f1– 2g depending on the class of x8. After learning a linear classi�er

w, we assign labels to new previously unseen points according to y=4F = B86=¹w) x=4Fº.
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Without loss of generality we will assume that the �rst=
2 rows of X are sampled from the

�rst class and the remaining rows are sampled from the second as we can permute the rows

otherwise. Modulo such permutation, it is straightforward to see that X satis�es parts (1)

- (3) of De�nition 3. Since the topic of this chapter is �ne-tuning, we assume that the

following steps are performed:

1. Obtain a pre-trained classi�er w0.

2. Renormalize w0 obtained during the previous step using the target data via

min
U

ky � UXw 0k2•

This yields:

U =
y) Xw
kXwk2

• (3.9)

After �nding U take w0
0 := Uw0. This transform preserves the direction of w0, while

setting its squared magnitude to U2kw0k2 = ¹y) Xw0º2kw0k2

kXw0k4 , which depends only on the

direction of w0 but not on its magnitude anymore. We �nd applying this transform

very meaningful, as it does not change the classi�cation error for the source data but

simpli�es learning for the regression problem de�ned by the target data.

3. Learn the �nal classi�er from the target data X 2 R=�3 and labels y 2 R= using SGD

initialized at w0
0, obtained from the previous step.

We will use the assumptions in Section 3.8 to de�ne further details of the classi�cation task

we consider. Note that in practice the main di�culty of the classi�cation task in the over-

parametrized regime (= Ÿ 3) arises due to the fact that �1– � 2– �1 and � 2 are not known and

cannot be estimated reliably. Nevertheless, we would like to start with characterizing the

optimal performance in the scenario where these are provided to us by an oracle. Lemma

5 in Section 3.8 provides such a characterization under certain symmetry assumptions. In

view of Lemma 5 it is natural to introduce the following assumption:
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Assumptions 2. The initialization point w0 satis�es

w0 = C� w� ¸ C[ �– (3.10)

where w� = ¹� 1 ¸ � 2º�1 ¹� 1 � � 2º is the optimal classi�er de�ned as in Lemma 5. � is

a noise vector with k�k2 = 1 � A and for any deterministic matrix C of bounded operator

norm it holds that �) C� converges in probability toTr¹Cº¹1�Aº
3 . Note that the smaller the

ratio C[

C�
is, the better performance w0 has.

Indeed, 3.10 captures the closeness of the initilization point w0 to the optimal classi�er w� .

For example, in the isotropic case �1 = � 2 = f 2I, if w 0 has the classi�cation error 40,

this means that we should takeC[

C�
= 3

2f 2

q
3¹1�Aº

f 2& �1 ¹40º2 � 2. Finally, we would like to remark

that, under notation and assumptions from Theorem 9, the following corollary is implied

by Theorem 9 modulo Theorem 12 presented in the Appendix along with the explanation

of the implication:

Corollary 4 (Universality of the classi�cation error for SGD and ridge regression objec-

tives). If 5 ¹wº = kw � w0k2
2, when kw0k2

2 = $¹3º then for a– g independent of A– G but

sampled from the same distribution as their rows, respectively, we have with high probability

for 	 2 f� _– �g

lim
=!1

�
�
�P¹a) w	¹Aº ¡ 0º � P¹g ) w	¹Gº ¡ 0º

�
�
� = 0•

Analysis of the Classi�cation Error

Theorem 11. Let w0 be an initialization point that satis�es Assumption 2 and X be a

data matrix satisfying Assumptions 4 in Section 3.8. Then the classi�cation error of

the SGD solution initialized at Uw0 for U de�ned by (3.9) and trained on X– y is given by

4? = &

 
�W¸2

2
q

g2� W2
4

!

where W and g are determined in terms of a \ solving2
p

2
\
p

=
( � 1¸� 2 ¹� 2

p
2

\
p

=
º =

1 � 1
^ whose expressions are provided in the Appendix (cf. Section 3.15, equation 3.37) with

3
= ! ^ ¡ 1.



84

The expressions from Theorem 11 can be simpli�ed drastically in the case of scalar covari-

ance matrices.

Corollary 5. Under the notation from Theorem 11, assume �1 = � 2 = f 2I 3
3 and de�ne

d := 3¹1�Aº
f 2 . Let 40 be the classi�cation error of w0 initialized according to 3.10. Then

4?¹^– dº
P
�!

&

 �
& �1 ¹40º2¹2^ ¸ d � 2º ¸ d

� p
^¹^ � 1º

q
¹2^ ¸ dº¹¹4^ � 2º& �1 ¹40º4 ¸ & �1 ¹40º2

�
2^3 ¸ ^ 2d � 2^¹d � 1º ¸ d

�
¸ 2^ 2º

!

•

(3.11)

We arrive at the following conclusion summarizing the derivations above.

Remark 14. ˆ If d = l¹1º, then 4?¹^– 1º
P
�! &

� �
& �1 ¹40º ¸ 1

& �1 ¹40º

� p ^
^�1

�
Ÿ 40 and

�ne-tuning always succeeds. It is observed that for 40 ¡ &¹1º, the worse 40 is, the

better 4? will be.

ˆ If d = �¹1º, then the �ne-tuning step may or may not succeed depending on whether

4?¹^– dº Ÿ 40 or not. See Section 3.5 for further (empirical) explorations on the

usefulness of the �ne-tuning of the pre-trained solution for this regime.

ˆ If d = >¹1º, then the classi�cation error of any linear classi�er goes to1
2 as = ! 1

since it is lower bounded by &¹
q

d
2º according to Lemma 5. Thus, any kind of

learning will fail in this regime.

An interesting regime is where the number of samples is much lower than the number of

parameters, which naturally rises in the context of �ne-tuning large models and corresponds

to letting ^ � 1. For this regime, we have

4? � &

 

& �1 ¹40º ¸
1
2

� d � 1
& �1 ¹40º

� 3& �1 ¹40º
� 1

^

!

•
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We observe that if d Ÿ 1, transfer learning always fails independent of value of 40 for

^ � 1 and training would not help with improving performance. On the other hand, if

40 ¡ &¹
q

d�1
3 º ¡ &¹

q
d
2º, for large enough ^, transfer learning always achieves an error

less than 40.

3.5 Numerical Experiments

Regression

To corroborate our �ndings, we plotted the generalization error of the weight obtained

through running SGD according to the Assumptions 3 in Section 3.4 with respect to ^ =3
=.

To do so, we �xed 3 = 1000 and varied = across di�erent values. We used CVXPY

(Grant and Boyd, 2014; Agrawal et al., 2018) to solve (3.1) e�ciently on a Laptop CPU.

To verify the universality of our results, we initially constructed a centered random matrix

X0 with i.i.d components according to the distributions N ¹0– 1º, �4A¹0•5º, and j2¹1º and

using a correlation matrix RG we de�ned X := X0R1•2
G . On the other hand, we generated

RG according to the following three distributions: single level ?¹Aº := X¹A � 1º, bilevel

?¹Aº := 0•3X¹A � 1º ¸ 0•7X¹A � 5º and uniform on the interval »1– 5¼. We speci�cally

consider these cases as they are common in the literature and we use the parameter f2

for the component-wise variance of z in 3.6. Additionally, w0 is chosen according to

Assumptions 3 in such a manner that 40 = 1. In both Figures 3.1, 3.2 the blue line

represents the prediction 3.7 made by Theorem 10, the red line depicts the lower bound 3.8.

The markers showcase the performance of weights obtained under di�erent distributions

as described earlier. It can be seen that from Figures 3.1, 3.2, for the bilevel and uniform

distributions, depending on the value of f, transfer learning might not be bene�cial as

discussed in Remark 13. In particular, in Figures 3.1c and 3.2c, the generalization error

is always lower bounded by 40 = 1 and only in ^ ! 1 can get close to 1. Finally, the

single-level distribution on RGis always a lower bound for the generalization error of various

distributions on RG.
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Classi�cation

Similar to the preceding subsection, we experimented with sampling the entries of X

independently from three di�erent centered distributions: normal, Bernoulli, and j2. We

also sampled the means �1 and � 2 from N ¹0–1
3 I 3º with a cross-correlation A = E»�18� 28¼ =

0•9 and added them to the corresponding rows of X. For Figures 3.3, we �xed d = 0•8– 2– 5,

respectively, and plotted the classi�cation error predicted by Corollary 5 as a solid red

line, empirically observed classi�cation errors for the normal, Bernoulli and j2 entries

as black squares, green circles and red triangles, respectively. The blue lines depict the

classi�cation error at the initialization. It can be seen that there is a close match between the

empirical errors between points from di�erent distributions as well as with the theoretical

prediction, thus validating both Theorem 9 and Theorem 11. Note that �xing d in this setting

corresponds to �xing f2 as d = 3¹1�Aº
f 2 . It is also worth mentioning that �ne-tuning improves

performance in the setting of Figure 3.3c but hurts it for Figure 3.3a. Moreover, note that

in Figure 3.3b, although for smaller ^ transfer learning hurts, past a certain ^, training

improves the performance. Also we observe that by increasing d across the three plots, the

classi�cation task becomes easier and �ne-tuning improves performance as supported by

Remark 14.

2 4 6 8 10
0

0•2

0•4

0•6

0•8

1

^

G
en

er
al

iz
at

io
n

E
rr

or

N
�
j 2

4?
Lower Bound

(a) f = 0•01

2 4 6 8 10

0•4

0•6

0•8

1

^

G
en

er
al

iz
at

io
n

E
rr

or

N
�
j 2

4?
Lower Bound

(b) f = 0•15

2 4 6 8 10

0

50

100

150

^

G
en

er
al

iz
at

io
n

E
rr

or

N
�

j 2¹1º
4?

Lower Bound

(c) f = 2

Figure 3.1: Generalization error for the bilevel distribution on the covariance of the data.
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Figure 3.2: Generalization error for the uniform distribution on the covariance of the data.
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Figure 3.3: Classi�cation error.

3.6 Conclusion and Future Work

We presented a novel Gaussian universality result and used it to study the problem of transfer

learning in linear models, for both regression and binary classi�cation. In particular, we

were able to precisely relate the performance of the pretrained model to that of the �ne-tuned

model trained via SGD and, as a result, identi�ed situations where transfer learning helps

and where it or does not. Possible future directions include investigating other problems

where the universality result may be useful, extending the results to potential functions that

are not necessarily convex nor separable, as well as exploring the implications of universality

for objectives with explicit regularization.
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3.7 Supplementary Material

3.8 Notations, De�nitions and Assumptions

Notations and De�nitions

We call a convex function 5 : R3 ! R separable if 5 ¹wº =
Í 3

8=1 58¹F8º, where 58 : R ! R are

convex. Examples of such functions include k � k?
? for every ? � 1. A function 5 : R3 ! R is

"-strongly convex for " ¡ 0 if for every w 2 R 3 , 5 ¹wº � "kwk 2
2 is convex.

Functions satisfying the following de�nition will be instrumental in the statements of our results:

De�nition 2. We call a function 5 : R3 ! R regular if it satis�es the following conditions

1. 5 is convex with 5 ¹0º = $¹3º.

2. 5 is three times di�erentiable.

3. 5 satis�es the following third-order condition for some �5 ¡ 0:

3Õ

8– 9–:=1

m3 5
mF8mF9mF:

E8E9E: � � 5

3Õ

8=1

jE8j3•

Note that separable functions with bounded third order derivatives satisfy the third assumption of

De�nition 2. For the description of the main results on regression and classi�cation we recall several

probability theory concepts.

Given a real-valued measure `, its Stieltjes transform is de�ned as

( ` ¹Iº :=
¹

R

1
A � I

`¹3Aº– I 2 Ḩ [ R n (D??¹`º– (3.12)

with H¸ = fI : �<¹Iº ¡ 0g. Moreover, we denote convergence in probability and weak convergence

for measures by
P
�! and  , respectively. For a random variable -, we sometimes use +0A¹-º for

the variance of -. For a convex di�erentiable function 6, the Bregman divergence is de�ned by

� 6 ¹w– w0º := 6¹wº � 6¹w 0º � r6¹w 0º) ¹w � w 0º•

Next, we will provide a description of the design matrices investigated in this paper. It will be clear

soon that these assumptions are often satis�ed in practice.
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De�nition 3. 1 We call a random matrix A 2 R=�3 block-regular if it satis�es the following

properties:

1. A) =
�

A)
1 A)

2 • • • A)
:

�
with : being �nite and for each A8 2 R=8�3 , =8 = �¹=º.

2. For 1 � 8 � :, the rows of A 8 are distributed independently and identically.

3. EA8 =: 1� )
8 .

4. Let a be any row of A and � be its mean. Then for any deterministic vector v 2 R3 , and

@ 2 N, @ � 6, there exists a constant  ¡ 0 such that Eaj ¹a � �º ) vj@�  
kvk@

2
3@•2.

5. For any deterministic matrix C 2 R3�3 of bounded operator norm we have +0A¹a) Caº ! 0

as 3 ! 1.

6. Each k�8k2
2 = $¹1º.

Note that assumptions 1-3 from De�nition 3 are satis�ed for the design matrix both in the classi�-

cation and regression scenarios, and the assumption k�8k2
2 = $¹1º is just a matter of normalization.

While assumptions 4 and 5 might appear obscure at �rst, any a 2 R3 satisfying the Lipschitz

Concentration Property (LCP) also satis�es the aforementioned assumptions. Recall that the LCP

is de�ned as follows.

De�nition 4. We say that a distribution a 2 R3 satis�es LCP if the following inequality holds for

any Lipschitz function q : R3 ! R

P¹jq¹aº � Eq¹aºj ¡ Cº � 2 exp ¹�
3C2

2kqk2!8 ?

º•

It is also worth mentioning that, as shown in (Seddik et al., 2020), any data distribution from

which one can sample using a GAN satis�es De�nition 4. Since it is known that many natural

datasets can be approximated well by GAN-generated data in practice, we thus �nd this assumption

1We would like to point out that in this de�nition and throughout this work in general, mathematically
speaking, we are dealing with sequences of vectors and matrices with increasing dimensions. So, for example,
assumption 5 can be formally stated as follows: given any sequence of C8 2 R38�3 8 satisfying kC8k>? �  
for some constant  ¡ 0 and all 8 ¡ 0, we have that +0A¹a8C8a8º ! 0 as 8 ! 1
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realistic. These assumptions also bear signi�cance for the instance-based approach to transfer

learning as utilizing GANs can remedy the dearth of data. What is more, these assumptions are

not limited to the subgaussians and include many other subexponential distributions, including j2

which appears naturally in many signal processing applications such as Phase Retrieval. In order

to tackle optimizations such as 3.3, 3.4, we prove their equivalence to a problem with a suitable

Gaussian design G. For this purpose we will need the following de�nition:

De�nition 5. We call a Gaussian matrix G matching a block-regular A if G is block-regular as well,

EG8 = EA8 = 1� )
8 and for any row g of G8 and any row a of A8, it holds that Egg) = Eaa) .

Assumptions for Theorem 10

Assumptions 3. 1. RG � 0 is diagonal without loss of generality.

2. Let ?̂# be the empirical spectral density of RG, then ?̂#   ? for some probability distribution

?.

3. w0 is a white perturbation of true w� in the RG basis. That is, w0 = w� ¸ R �1•2
G � where

E� = 0, E�� ) = 40
3 I for a �xed 40 ¡ 0.

The third assumption from Assumptions 3 represents the fact that w0 is a perturbation of the ground

truth w� in the eigenbasis of 'G.

Assumptions for Theorem 11

Assumptions 4. 1. The data matrix X satis�es parts (4)-(6) of De�nition 3.

2. The means �1– � 2 are of norm 1 and for any deterministic matrix C of bounded operator

norm it holds that �)1 C� 1– � )
2 C� 2 and � )

1 C� 2 converge in probability toTr¹Cº
3 –Tr¹Cº

3 and

ATr¹Cº
3 , respectively.

3. � 1– �2 are diagonal.

4. Let ?̂# be the joint empirical spectral density of �1– �2, then ?̂#   ?, where the distribution

? is such that ?¹B1– B2º = ?¹B2– B1º holds for all B1– B2.
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For a discussion of the �rst assumption from Assumptions 4, see the paragraph after De�nition 3.

The second assumption from Assumptions 4 is satis�ed, for example, for any random vector of the

form � 1•2z, where � is an arbitrary %(� matrix and z is i.i.d. The third assumption postulates

that the means are normalized generic 3-dimensional vectors with an angle arccos A between them.

The fourth assumption says that �1 and � 2 are simultaneously diagonalizable and, �nally, the �fth

assumption simply introduces notation for the joint density function of the eigenvalues of �1 and � 2.

Lemma 5. Assume that the feature vectors are equally likely to be drawn from class 1 or class 2

and Assumptions 4 hold. Then the optimal classi�er is given by w� = ¹� 1 ¸ � 2º�1 ¹� 1 � � 2º and

its classi�cation error is equal to the following, where &¹�º is the integral of the tail of the standard

normal distribution.

1
2

&

 
Tr¹� 1 ¸ � 2º�1

p
1 � A

p
2Tr¹� 1¹� 1 ¸ � 2º�2 º

!

¸
1
2

&

 
Tr¹� 1 ¸ � 2º�1

p
1 � A

p
2Tr¹� 2¹� 1 ¸ � 2º�2 º

!

•

3.9 Proof of Theorem 9

In this section we provide the complete proof of Theorem 9.

Proof of part 1 of Theorem 9 when 	 = � _

We prove the universality of the objective value and then use it to prove the universality of a k

applied to the optimal solutions. To do so, we construct the perturbed objective. Let

� _–n¹Aº :=
1
=

min
F2S F

_
2

kAw � yk 2 ¸ 5 ¹wº ¸ nk¹wº–

where jn j is small enough that nk¹wº ¸ 5 ¹wº is d-strongly convex. For such n's, we will show that

� _–n¹Aº and � _–n¹Bº converge in probability to the same value and use that to deduce a similar

result involving k¹w� _–0¹Aº º– k¹w� _–0¹Bºº . A key step is to reduce the proof to upper bounding the

di�erence of expectations, to do so, the following proposition will be instrumental whose proof is

given in Appendix 3.11.

Proposition 1. If for any Lipschitz function 6 : R ! R and C1 ¡ 0, P
�
j6¹� _–n¹Bºº � 2j ¡ C1

�
! 0

and for every twice di�erentiable ~6 : R ! R with bounded second derivative, we have that

lim=!1

�
�
�EA–y~6¹� _–n¹Bºº � E B–y~6¹� _–n¹Aºº

�
�
� ! 0 then for any C2 ¡ C1.

lim
=!1

P
�
j6¹� _–n¹Aºº � 2j ¡ C 2

�
= 0•
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Thus it su�ces to prove lim=!1

�
�
�EA–y6¹� _ ¹Bºº � E B–y6¹� _ ¹Aºº

�
�
� = 0 for every twice di�erentiable

6 with bounded second derivative. As stated earlier, we proceed by Lindeberg's approach. Fixing _

and n, to simplify notation we use �¹Aº for �_–n¹Aº. For 0 � 9 � =, let @ 2 N be the largest such

that 9 �
Í @

;=1 =; , and let A = 9 �
Í @

;=1 =; if , then

Â 9 =

8>>>>><

>>>>>
:

�

a1–1 a1–2 • • • a@–Ab@–A¸1• • • b:–=:

� )

A Ÿ =@¸1

�

a1–1 a1–2 • • • a@–Ab@¸1–1 • • • b:–=:

� )

A = =@¸1•

It follows that A = Â0 and B =Â=. Then we have by a telescopic sum

�
�
�EA–y6¹�¹Aºº � E B–y6¹�¹Bºº

�
�
� =

�
�
�EA–B–y

=�1Õ

9=0

6¹�¹ Â 9ºº � 6¹�¹ Â 9�1ºº
�
�
�

�
=�1Õ

9=0

�
�
�EÂ 9–y6¹�¹ Â 9ºº � E Â 9�1 –y6¹�¹ Â 9�1ºº

�
�
�•

Now we de�ne a new matrix by dropping the 9'th row.

~A 9 =

8>>>>><

>>>>>
:

�

a1–1 a1–2 • • • a@–A�1 b@–A¸1• • • b:–=:

� )

A Ÿ =@¸1

�

a1–1 a1–2 • • • a@–A�1 b@¸1–1 • • • b:–=:

� )

A = =@¸1•

Note that

�¹ Â 9º =
1
=

min
F2S F

_
2

kÂ 9w � yk 2 ¸ 5 ¹wº ¸ nk¹wº

=
1
=

min
w2SF

_
2

k ~A 9w � ~yk2¸
_
2

¹a)
9w � H 9º2 ¸ 5 ¹wº ¸ nk¹wº =: M¹a 9º

�¹ Â 9�1º =
1
=

min
F2S F

_
2

kÂ 9w � yk 2 ¸ 5 ¹wº ¸ nk¹wº

=
1
=

min
w2SF

_
2

k ~A 9w � ~yk2¸
_
2

¹b)
9w � H 9º2 ¸ 5 ¹wº ¸ nk¹wº =: M¹b 9º–

and we de�ne M¹aº := minw2SF <¹a– wº. So, we need to bound
�
�
�EÂ 9–y6¹�¹ Â 9ºº �

EÂ 9�1 –y6¹�¹ Â 9�1ºº
�
�
�, to do so, we condition on~A 9:

�
�
�EÂ 9–y6¹�¹ Â 9ºº � E Â 9�1 –y6¹�¹ Â 9�1ºº

�
�
� =

�
�
�
�E~A 9–~yEa9–b9–H9

�
6¹M¹a 9ºº � 6¹M¹b 9ºº

�
�
�
� ~A 9–~y

� �
�
�
�•

Let us de�ne the optimization whose terms are shared by both of M¹a9º and M¹b9º

� :=
1
=

min
w2SF

_
2

k ~A 9w � ~yk2 ¸ 5 ¹wº ¸ nk¹wº•
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Now note that since the second derivative of 6 is bounded, we have

�
�
�6¹�º � 6¹M¹a 9ºº � 6 0¹�º ¹M¹a 9º � �º

�
�
� � k6 00k1 ¹� � M¹a 9ºº2

�
�
�6¹�º � 6¹M¹b 9ºº � 6 0¹�º ¹M¹b 9º � �º

�
�
� � k6 00k1 ¹� � M¹b 9ºº2• (3.13)

Adding and subtracting 6¹�º and taking expectation and moving inside, we have

�
�
�
�E~A 9–~yEa9–b9–H9

�
6¹M¹a 9ºº � 6¹M¹b 9ºº

�
�
�
� ~A 9–~y

� �
�
�
�

�

�
�
�
�E~A 9–~yEa9–b9–H9

�
6¹�º � 6¹M¹a 9ºº � 6 0¹�º ¹M¹a 9º � �º

�
�
�
� ~A 9–~y

� �
�
�
�

¸

�
�
�
�E~A 9–~yEa9–b9–H9

�
6¹�º � 6¹M¹b 9ºº � 6 0¹�º ¹M¹b 9º � �º

�
�
�
� ~A 9–~y

� �
�
�
�

¸

�
�
�
�E~A 9–~yEa9–b9–H9

�
60¹�º ¹M¹a 9º � M¹b 9ºº

�
�
�
� ~A 9–~y

� �
�
�
�•

Using 3.13, and by the independence of � and a9– b9– H9, we have

�
�
�
�E~A 9–~yEa9–b9–H9

�
6¹M¹a 9ºº � 6¹M¹b 9ºº

�
�
�
� ~A 9–~y

� �
�
�
� �

�
�
�
�E~A 9–~y60¹�ºE a9–b9–H9

�
¹M¹a 9º � M¹b 9ºº

�
�
�
� ~A 9–~y

� �
�
�
�

¸ k6 00k1 E~A 9–~y–a9–H9¹� � M¹a 9ºº2 ¸ k6 00k1 E~A 9–~y–b9–H9¹� � M¹b 9ºº2

� E ~A 9–~y j60¹�º j

�
�
�
�Ea9–b9–H9

�
¹M¹a 9º � M¹b 9ºº

�
�
�
� ~A 9–~y

� �
�
�
�

¸ k6 00k1

�
E~A 9–~y–a9–H9¹� � M¹a 9ºº2 ¸ E ~A 9–~y–b9–H9¹� � M¹b 9ºº2

�

� k6 0k1 E~A 9–~y

�
�
�
�Ea9–b9–H9

�
¹M¹a 9º � M¹b 9ºº

�
�
�
� ~A 9–~y

� �
�
�
�

¸ k6 00k1

�
E~A 9–~y–a9–H9¹� � M¹a 9ºº2 ¸ E ~A 9–~y–b9–H9¹� � M¹b 9ºº2

�
•

(3.14)

Thus we focus on M¹a9º– M¹19º conditioned on~A 9. From now on, we drop the index 9 from~A 9,

a9, b9, H9. Intuitively, we show that by dropping ¹a) w � Hº 2 and ¹b) w � Hº 2 and approximating

5 – k by their second-order Taylor expansion, the objective values �¹Â 9º– �¹ Â 9�1º would not change

much. Which implies �¹Â 9º and �¹ Â 9º are also close in value.

Let D := arg min_
2 k ~Aw � ~yk2 ¸ 5 ¹wº ¸ nk¹wº and it is unique because of strong convexity. Now
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we use the second order Taylor expansion of 5 ¸ nk:

5 ¹wº ¸ nk¹wº = 5 ¹uº ¸ nk¹uº ¸ r¹ 5 ¹uº ¸ nk¹uºº ) ¹w � uº

¸
1
2

¹w � uº ) r 2¹ 5 ¹uº ¸ nk¹uºº¹w � uº ¸ '¹w � uº–

where limw!u
' ¹w�uº
kw�uk 2 = 0. Let g := r¹ 5 ¹uº ¸ nk¹uºº, H := r 2¹ 5 ¹uº ¸ nk¹uºº. Moreover, let

L¹aº := min
w2SF

�¹a– wº =
1
=

min
w2SF

_
2

k ~Aw � ~yk2

¸
_
2

¹a) w � Hº 2

¸ 5 ¹uº ¸ nk¹uº ¸ g ) ¹w � uº ¸
1
2

¹w � uº ) H¹w � uº•

Note that a and b match in distribution up to the second moment, which implies that

Ea–H¹a) u � Hº 2 = Eb–H¹b) u � Hº 2

Eaa) 
 �1 a = Ebb) 
 �1 b•

By triangle inequality we obtain

E~A–~y

�
�
�
�Ea–b–H

�
¹M¹aº � M¹bºº

�
�
�
� ~A–~y

� �
�
�
�

� E ~A–~y

�
�
�
�Ea–H

�
¹M¹aº � L¹aºº

�
�
�
� ~A–~y

� �
�
�
� ¸ E ~A–~y

�
�
�
�Eb–H

�
¹M¹bº � L¹bºº

�
�
�
� ~A–~y

� �
�
�
�

¸ E ~A–~y

�
�
�
�Ea–H

�
L¹aº � � �

_
2=

Ea–H¹a) u � Hº 2

1 ¸ _E aa) 
 �1 a

�
�
�
� ~A–~y

� �
�
�
�¸

E~A–~y

�
�
�
�Eb–H

�
L¹bº � � �

_
2=

Eb–H¹b) u � Hº 2

1 ¸ _E bb) 
 �1 b

�
�
�
� ~A–~y

� �
�
�
�

� E ~A–~y–a–HjM¹aº � L¹aºj ¸ E ~A–~y–b–HjM¹bº � L¹bºj

¸ E ~A–~y

�
�
�
�Ea–H

�
L¹aº � � �

_
2=

¹a) u � Hº 2

1 ¸ _E aa) 
 �1 a

�
�
�
� ~A–~y

� �
�
�
�¸

E~A–~y

�
�
�
�Eb–H

�
L¹bº � � �

_
2=

¹b) u � Hº 2

1 ¸ _E bb) 
 �1 b

�
�
�
� ~A–~y

� �
�
�
�

� E ~A–~y–a–HjM¹aº � L¹aºj ¸ E ~A–~y–b–HjM¹bº � L¹bºj

¸
_
2=

E~A–~y–a–H

�
�
�
�

¹a) u � Hº 2

1 ¸ _a ) 
 �1 a
�

¹a) u � Hº 2

1 ¸ _E aa) 
 �1 a

�
�
�
�

¸
_
2=

E~A–~y–b–H

�
�
�
�

¹b) u � Hº 2

1 ¸ _b ) 
 �1 b
�

¹b) u � Hº 2

1 ¸ _E bb) 
 �1 b

�
�
�
�• (3.15)
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First we will provide an upper bound for the third and fourth terms in 3.15. As the function G 7!1
1¸G

is 1-Lipschitz and using Cauchy Schwartz we arrive at

_
2=

E~A–~y–a–H

�
�
�
�

¹a) u � Hº 2

1 ¸ _a ) 
 �1 a
�

¹a) u � Hº 2

1 ¸ _E aa) 
 �1 a

�
�
�
�

�
_2

2=
E~A–~y–a–H

�
�
�¹a) u � Hº 2¹a) 
 �1 a � E aa) 
 �1 aº

�
�
�

�
_2

2=

q
E~A–~y–a–H¹a) u � Hº 4E~A–~y–a–H¹a) 
 �1 a � E aa) 
 �1 aº2• (3.16)

By Lemma 11, there exists a constant �1 Ÿ 1 such that E~A–~y–a–H¹a
) u � Hº 4 Ÿ � 1 for any =.

Furthermore, by the assumptions, lim=!1 E~A–~y–a–H¹a
) 
 �1 a � E aa) 
 �1 aº2 = 0.

Now for the �rst and second terms in (3.15), using Lemma 9, we obtain with probability 1,

jM¹aº � L¹aºj �
8� 5 ¸n k

=
ku � w L k3

31fku � w L k3 �
d

18� 5 ¸n k
g

¸
_
2=

¹a) u � Hº 21fku � w L k3 ¡
d

18� 5 ¸n k
g–

which implies

E~A–~y–a–HjM¹aº � L¹aºj �
8� 5 ¸n k

=
E~A–~y–a–H

�
ku � w L k3

31fku � w L k3 �
d

18� 5 ¸n k
g
�

¸
_
2=

E~A–~y–a–H

�
¹a) u � Hº 21fku � w L k3 ¡

d
18� 5 ¸n k

g
�
•

We apply Cauchy-Schwarz to each term:

E~A–~y–a–HjM¹aº � L¹aºj �
8� 5 ¸n k

=
E~A–~y–a–Hku � w L k3

3

¸
_
2=

r
E~A–~y–a–H12fku � w L k3 ¡

d
18� 5 ¸n k

gE~A–~y–a–H¹a) u � Hº 4

=
8� 5 ¸n k

=
E~A–~y–a–Hku � w L k3

3

¸
_
2=

r
P~A–~y–a–H¹ku � w L k3 ¡

d
18� 5 ¸n k

ºE~A–~y–a–H¹a) u � Hº 4•

To deal with the terms involving P, we leverage Markov's inequality

E~A–~y–a–HjM¹aº � L¹aºj �
8� 5 ¸n k

=
E~A–~y–a–Hku � w L k3

3

¸
_
2=

� 18� 5 ¸n k

d

� 3•2
q

E~A–~y–a–Hku � w L k3
3E~A–~y–a–H¹a) u � Hº 4•



96

By Lemma 11, there exists a �2 Ÿ 1 such that E~A–~y–a–Hku�w L k3
3 � � 2

3 , and recall that E~A–~y–a–H¹a
) u�

Hº4 Ÿ � 1 for any =. Thus

E~A–~y–a–HjM¹aº � L¹aºj �
8� 2� 5 ¸n k

=3
¸

_
p

� 1

2=
p

3

� 18� 5 ¸n k

d

� 3•2 �
� 0

=
p

3
– (3.17)

for some constant~� = _
p

� 1
2

� 18� 5 ¸n k
d

� 3•2 ¸ 8� 2� 5 ¸n k . Plugging (3.16) and (3.17) in (3.15), yields

E~A–~y

�
�
�
�Ea–b–H

�
¹M¹aº � M¹bºº

�
�
�
� ~A–~y

� �
�
�
� �

~� ¸ ~� 0

=
p

3
¸

_2 ~�
2=

q
E~A–~y+0Aa¹a) 
 �1 aº ¸

_2 ~� 0

2=

q
E~A–~y+0Ab¹b) 
 �1 bº•

For the other terms in (3.14), we have by Lemmas 8, 11:

k600k1 E~A–~y–a–H¹� � M¹aºº 2¸k6 00k1 E~A–~y–b–H¹� � M¹bºº 2

� k6 00k1 E~A–~y–a–H
_2

4=2
¹a) u � Hº 2 ¸ k6 00k1 E~A–~y–b–H

_2

4=2
¹b) u � Hº 2

�
_2k600k1 ¹ ~� 1 ¸ ~� 0

1º

4=2
•

Plugging in (3.14), we obtain
�
�
�
�E~A–~yEa–b–H

�
6¹M¹aºº � 6¹M¹bºº

�
�
�
� ~A–~y

� �
�
�
�

� k6 0k1

� ~� ¸ ~� 0

=
p

3
¸

_2 ~�
2=

E~A–~y+0Aa¹a) 
 �1 aº ¸
_2 ~� 0

2=
E~A–~y+0Ab¹b) 
 �1 bº

�
¸

_2k600k1 ¹ ~� ¸ ~� 0º
4=2

•

Therefore,

�
�
�EA–y6¹�¹Aºº � E B–y6¹�¹Bºº

�
�
� �

=�1Õ

9=0

�
�
�EÂ 9–y6¹�¹ Â 9ºº � E Â 9�1 –y6¹�¹ Â 9�1ºº

�
�
�

�
=�1Õ

9=0

k60k1

� ~� ¸ ~� 0

=
p

3
¸

_2 ~�
2=

E~A 9–~y9
+0Aa9¹a

)
9
 �1 a9º ¸

_2 ~� 0

2=
E~A 9–~y9

+0Ab9¹b
)
9
 �1 b9º

�
¸

_2k600k1 ¹ ~� ¸ ~� 0º
4=2

=
k60k1 ¹ ~� ¸ ~� 0º

p
3

¸
_2k600k1 ¹ ~� ¸ ~� 0º

4=

¸
=�1Õ

9=0

k60k1

�
_2 ~�
2=

q
E~A 9–~y9

+0Aa9¹a
)
9
 �1 a9º ¸

_2 ~� 0

2=

q
E~A 9–~y9

+0Ab9¹b
)
9
 �1 b9º

�
•

Now note that since k
k>? � 1
d with probability 1, lim=!1 +0Aa9¹a

)
9
 �1 a9º = 0 from assumptions,

thus for every class » 9¼, there exists a function Z» 9¼¹=º that +0Aa9¹a
)
9
 �1 a9º � Z 2

» 9¼¹=º for every

= 2 N and lim=!1 Z» 9¼¹=º = 0. Thus

�
�
�EA–y6¹�¹Aºº � E B–y6¹�¹Bºº

�
�
� �

k60k1 ¹ ~� ¸ ~� 0º
p

3
¸

_2k600k1 ¹ ~� ¸ ~� 0º
4=

¸ _ 2k60k1 ¹ ~� ¸ ~� 0º
:Õ

8=1

=8

2=
Z8¹=º

�
k60k1 ¹ ~� ¸ ~� 0º

p
3

¸
_2k600k1 ¹ ~� ¸ ~� 0º

4=
¸ _ 2k60k1 ¹ ~� ¸ ~� 0º max

1�8� :

=8

2=
Z8¹=º•
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Now since : is �nite and =8 = �¹=º for every 1 � 8 � :, we have that lim =!1 max1�8� :
=8
2=Z8¹=º = 0.

Thus for every _– n ¡ 0

lim
=!1

�
�
�EA–y6¹� _–n¹Aºº � E B–y6¹� _–n¹Bºº

�
�
� = 0–

and the proof of part 1 of Theorem 9 is concluded.

Proof of part 1 of Theorem 9 when 	 = �

Now to prove the part 1 of Theorem 9, we will combine the following lemma with the previous

section. For the ease of notation, we drop the dependency on n. Recall that since 5 is d-strongly

convex, we can write

� =
_ ¹ �º = min

w

_
2

kAw � yk 2
2 ¸

d
2

kwk2
2 ¸ �¹wº–

for some convex � : R3 ! R.

Lemma 6. If for every _ ¡ 0, we have �=_ ¹ �º
P
�! 2 _, then for every Lipschitz function 6 : R ! R,

we have 6¹sup_¡0 � =
_ ¹ �ºº

P
�! 6¹sup _¡0 2_º and 6¹sup_¡0 � =

_ ¹�ºº
P
�! 6¹sup _¡0 2_º•

Proof. First note that for a given C ¡ 0, we have for every Lipschitz function 6

P¹j6¹� =
_º � 6¹2 _º j ¡ Cº � P¹j� =

_ � 2 _ j ¡
C
!

º•

Letting X := C
! –~X1 ¡ 0 , we know that for every _ � 0, there exists #1 2 N such that for every = � #1

P¹j� =
_ � 2 _ j ¡ Xº Ÿ ~X1•

We will show that an '1 ¡ 0 can be chosen in such a way that there exists #2 2 N such that for every

= � # 2

P¹sup
_¡0

� =
_ � sup

0Ÿ_Ÿ' 1

� =
_ ¡ Xº � ~X2•

To see this, by the monotonicity of �=_ in _, we have by the fundamental theorem of calculus for a

given ' 1

P¹sup
_¡0

� =
_ � sup

0Ÿ_Ÿ' 1

� =
_ ¡ Xº = P¹ lim

_!1
� =

_ � � =
' 1

¡ Xº = P
� ¹ 1

' 1

m� =
_

m_
3B ¡ X

�
•
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By Danskin's theorem,

P¹sup
_¡0

� =
_ � sup

0Ÿ_Ÿ' 1

� =
_ ¡ Xº = P

� 1
=

¹ 1

' 1

kAw¹Bº � yk23B ¡ X
�
• (3.18)

Now for the gradient of the main optimization we have, by 6 := r�¹wº

_A) ¹Aw � yº ¸ dw ¸ g = 0–

which implies w = ¹_A) A ¸ dIº �1 ¹_A) y � gº. Hence by matrix inversion lemma,

Aw � y = �¹I � A¹_A ) A ¸ dIº �1 _A) ºy � A¹_A ) A ¸ dIº �1 g

= �d¹_AA ) ¸ d�º �1 y � A¹_A ) A ¸ dIº �1 g = �d¹_AA ) ¸ d�º �1 y � ¹_AA ) ¸ d�º �1 Ag•

By triangle inequality and de�nition of the operator norm we have

kAw ¸ yk 2
2 � 4d 2k¹_AA) ¸ d�º �1 k2

>? kyk2
2 ¸ 4k¹_AA ) ¸ d�º �1 Ak2

>? kgk22•

Whence plugging back in 3.18 yields

P¹sup
_¡0

� =
_ � sup

0Ÿ_Ÿ' 1

� =
_ ¡ Xº � P

� 4
=

¹ 1

' 1

d2k¹BAA) ¸ d�º �1 k2
>? kyk2

2 ¸ k¹BAA) ¸ d�º �1 Ak2
>? kg¹Bºk223B ¡ X

�

� P
� 4d2kyk2

2

=

¹ 1

' 1

k¹BAA) ¸ d�º �1 k2
>? ¡

X
2

�

¸ P
� 4
=

¹ 1

' 1

k¹BAA) ¸ d�º �1 Ak2
>? kg¹Bºk223B ¡

X
2

�
–

for the norm of g, by assumption, there exists a �6 independent of _, such that
kg¹Bº k22

= � � 6 with

high probability.

Consider the following the events

TH :=
nkyk2

2

=
� � H

o

T6 :=
nkg¹Bºk22

=
� � 6

o

T� :=
n
Bmin¹AA ) º � � �

o
•

We further have

P
� 4d2kyk2

2

=

¹ 1

' 1

k¹BAA) ¸ d�º �1 k2
>?3B ¡

X
2

�
� P¹T 2

H º ¸ P
�
4d2� H

¹ 1

' 1

k¹BAA) ¸ d�º �1 k2
>?3B ¡

X
2

�

P
� 4
=

¹ 1

' 1

k¹BAA) ¸ d�º �1 Ak2
>? kg¹Bºk223B ¡

X
2

�
� P¹T 2

6 º ¸ P
�
4� 6

¹ 1

' 1

k¹BAA) ¸ d�º �1 Ak2
>?3B ¡

X
2

�
•

(3.19)



99

Thus we need to focus on the operator norm of each term in 3.19. After diagonalizing and using the

fact that for any two rectangular matrices X– Y with matching dimensions, B?42¹XYº = B?42¹YXº

k¹_AA) ¸ d�º �1 k2
>? = max

1�8�=

1
¹_B8¹AA ) º ¸ dº 2

=
1

¹_Bmin¹AA ) º ¸ dº 2

k¹_AA) ¸ d�º �1 Ak2
>? = max

1�8�=

B8¹AA ) º
¹_B8¹AA ) º ¸ dº 2

•

Now by the event T� , Bmin¹AA ) º � � � , then for a large enough '1 such thatd
' 1

� � � , then for every

_ � ' 1

k¹_AA) ¸ d�º �1 k2
>? �

1
¹_� � ¸ dº 2

k¹_AA) ¸ d�º �1 Ak2
>? �

� �

¹_� � ¸ dº 2
•

Bounding the integrals implies

¹ 1

' 1

k¹BAA) ¸ d�º �1 k2
>?3B �

1
� �

1
� � ' 1 ¸ d

¹ 1

' 1

k¹BAA) ¸ d�º �1 Ak2
>?3B �

1
� � ' 1 ¸ d

•

Summarizing,

P¹sup
_¡0

� =
_ � sup

0Ÿ_Ÿ' 1

� =
_ ¡ Xº � P

� 4d2� H

� � ¹� � ' 1 ¸ dº
¡

X
2

�
¸ P

� � 6

� � ' 1 ¸ d
¡

X
2

�
¸ P¹T 2

H º ¸ P¹T 2
6 º ¸ 2P¹T 2

� º•

(3.20)

Now we choose '1 to be large enough such that the �rst two terms vanish. Therefore there exists an

# 2 2 N such that for every = � #2, P¹T2
H º ¸ P¹T 2

6 º ¸ 2P¹T 2
� º � ~X2. Thus for such '1 and #2, we

have

P¹sup
_¡0

� =
_ � sup

0Ÿ_Ÿ' 1

� =
_ ¡ Xº � ~X2•

Now we can let '2 ¡ 0 be chosen in such a way that:

sup
_¡0

2_ � sup
0Ÿ_Ÿ' 2

2_ Ÿ ~X•
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Take the maximum of '1 and ' 2 as '. By triangle inequality we observe

P¹j sup
_¡0

� =
_ � sup

_¡0
2_ j ¡ Xº � P¹j sup

0Ÿ_Ÿ'
� =

_ � sup
_¡0

2_ j ¡ Xº ¸ P¹sup
0Ÿ_

� =
_ � sup

0Ÿ_Ÿ'
� =

_ ¡ Xº

� P¹j sup
0Ÿ_Ÿ'

� =
_ � sup

0Ÿ_Ÿ'
2_ j ¡ Xº ¸ P¹sup

_¡0
2_ � sup

0Ÿ_Ÿ'
2_ ¡ Xº ¸ P¹sup

0Ÿ_
� =

_ � sup
0Ÿ_Ÿ'

� =
_ ¡ Xº

� P¹j sup
0Ÿ_Ÿ'

� =
_ � sup

0Ÿ_Ÿ'
2_ j ¡ Xº ¸ 0 ¸ ~X1

� ~X1 ¸ P¹ sup
0Ÿ_Ÿ'

j� =
_ � 2 _ j ¡ Xº

� ~X1 ¸ P¹ sup
0�_� '

j� =
_ � 2 _ j ¡ Xº•

First we prove 2_ is concave in _. Then by appealing to the Convexity Lemma (lemma 7.75 in

(Liese and Miescke, 2008)), the result follows. Note that �=
_ is concave in _ as it is the pointwise-

minimum of a concave function in _ everywhere. Now to prove the concavity of 2_, for a given pair of

_1– _2 2 »0– '¼ and 0 Ÿ \ Ÿ 1, we prove the deterministic event f2\_ 1¸¹1� \ º_ 2 �\2 _1 � ¹1�\º2 _2 Ÿ 0g

has probability zero. First note that

� =
\_ 1¸¹1� \ º_ 2

� \� =
_1

� ¹1 � \º� =
_2

� 0•

Thus by union bound for n ¡ 0

P
�
\2_1¸¹1 � \º2 _2 � 2 \_ 1¸¹1� \ º_ 2 ¡ n

�

� P
�
\ ¹2_1 � � =

_1
º ¸ ¹1 � \º¹2 _2 � � =

_2
º ¸ � =

\_ 1¸¹1� \ º_ 2
� 2 \_ 1¸¹1� \ º_ 2 ¡ n

�

� P
�
\ j2_1 � � =

_1
j ¸ ¹1 � \º j2 _2 � � =

_2
j ¸ j� =

\_ 1¸¹1� \ º_ 2
� 2 \_ 1¸¹1� \ º_ 2 j ¡ n

�

� P
�
\ j2_1 � � =

_1
j ¡

n
3

�
¸ P

�
¹1 � \º j2 _2 � � =

_2
j ¡

n
3

�
¸ P

�
j� =

\_ 1¸¹1� \ º_ 2
� 2 \_ 1¸¹1� \ º_ 2 j ¡

n
3

�
•

Now by taking = to be large enough, the RHS can be made arbitrarily small for every n and \, thus

2_ is concave. Furthermore, since »0– '¼ is a compact set, we can appeal to the convexity lemma

7.75 in (Liese and Miescke, 2008) and the �rst claim follows. For the second claim, note that so far

we have proved

� _ ¹ �º
P
�! 2 _ =) sup

_¡0
� _ ¹ �º

P
�! sup

_¡0
2_•
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Then since j�_ ¹�º � � _ ¹ �º j
P
�! 0 thus � _ ¹�º

P
�! 2 _, repeating the same argument this time for

� _ ¹�º yields

sup
_¡0

� _ ¹�º
P
�! sup

_¡0
2_•

ƒ

Sequence of Regularizers

We prove that by constraining ourselves to a large enough compact set Sw, if 5< ! 5 uniformly,

then the universality results also hold. Note for the �_ case, we have that by setting w = 0 in the

optimization, we have kw� _ ¹Aº k2 � � F
p

= for some �F ¡ 0 with high probability, thus we can

instead set Sw := � F
p

= and consider the following equivalent constrained optimization problem

~� <
_–n¹Aº :=

1
=

min
w2Sw

_
2

kAw � yk 2
2 ¸ 5< ¹wº ¸ nk¹wº•

Now consider a sequence of regular functions 5< , converging uniformly to 5 on Sw. Take < large

enough such that k 5 � 5< k1 � =X for any = which implies j~� <
_–n¹Aº � ~� _–n¹Aºj � X. Thus for any

C ¡ 0

P
� ��
� ~� _–n¹Aº � 2 _–n

�
�
� ¡ C

�
� P

� ��
� ~� _–n¹Aº � ~� <

_–n¹Aº
�
�
� ¡

C
2

�
¸ P

� ��
� ~� <

_–n¹Aº � 2 <
_–n

�
�
� ¡

C
2

�
• (3.21)

If ~� <
_–n¹Aº

P
�! 2 <

_–n, then by (3.21), we have~� _–n¹Aº
P
�! 2 _–n. A similar argument holds for

~� <
n ¹Aº :=

1
=

min
Aw=y–w2Sw

5< ¹wº ¸ nk¹wº•

Furthermore, subsequent results also hold for k¹w� <
_ ¹Aº º and k¹w� _ ¹Aº º, k¹w � < ¹Aº º, and

k¹w �¹Aº º.

Proof of Part 2 of Theorem 9

Proof of Part 2 of Theorem 9 for a regular test function when 	 = � _

Now we prove the second part of Theorem 9. Since we assumed �_–0¹Aº converges to some 2_–0 in

probability, then for a small enough n, we also have �_–n¹Aº
P
�! 2 _–n. Therefore we may write by
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an application of triangle inequality and the union bound

P
� ��
�
�
� _–n¹Aº � � _–0¹Aº

n
�

2_–n � 2 _–0

n

�
�
�
� ¡ C

�
� P

� �
�
�� _–n¹Aº � 2 _–n

�
�
� ¡

nC
2

�
¸ P

� ��
�� _–0¹Aº � 2 _–0

�
�
� ¡

nC
2

�
•

(3.22)

For every n– C ¡ 0, the RHS of (3.22) goes to zero. Similarly we have P
� ��
�
�
� _–0¹Aº �� _–�n ¹Aº

n � 2_–0�2 _–�n
n

�
�
�
� ¡ C

�
! 0.

Now we observe that by triangle inequality

P
� ��
�
�k¹w � _ ¹Aº º �

32_–n

3n

�
�
�
n =0

�
�
�
� ¡ C

�
� P

�
k¹w � _ ¹Aº º ¡

32_–n

3n

�
�
�
n =0

¸C
�

¸ P
�
k¹w � _ ¹Aº º Ÿ

32_–n

3n

�
�
�
n =0

�C
�
•

We take n̂ to be small enough such that

�
�
�
�
32_–n

3n

�
�
�
n =0

�
2_– n̂� 2 _–0

n̂

�
�
�
� Ÿ

C
2

–

�
�
�
�
32_–n

3n

�
�
�
n =0

�
2_–0� 2 _–� n̂

n̂

�
�
�
� Ÿ

C
2

•

This implies

P
� ��
�
�k¹w � _ ¹Aº º �

32_–n

3n

�
�
�
n =0

�
�
�
� ¡ C

�
� P

�
k¹w � _ ¹Aº º ¡

2_–0� 2 _–� n̂

n̂
¸

C
2

�
¸ P

�
k¹w � _ ¹Aº º Ÿ

2_– n̂� 2 _–0

n̂
�

C
2

�
–

And by Danskin's theorem, �_–n¹Aº is minimum of a concave function n, therefore it is also concave

and it is di�erentiable with respect to n, we observe that k¹F� _ ¹Aº º = 3� _–n¹Aº
3n

�
�
�
n =0

. Moreover, by

concavity over n̂:

� _– n̂¹Aº � � _–0¹Aº
n̂

� k¹F � _ ¹Aº º �
� _–0¹Aº � � _–� n̂ ¹Aº

n̂
–

whence

P
� ��
�
�k¹w � _ ¹Aº º �

32_–n

3n

�
�
�
n =0

�
�
�
� ¡ C

�
� P

�
� _–0¹Aº � � _–� n̂ ¹Aº

n̂
¡

2_–0� 2 _–� n̂

n̂
¸

C
2

�

¸ P
�
� _– n̂¹Aº � � _–0¹Aº

n̂
Ÿ

2_– n̂� 2 _–0

n̂
�

C
2

�

� P
� ��
�
�
� _–0¹Aº � � _–� n̂ ¹Aº

n̂
�

2_–0� 2 _–� n̂

n̂

�
�
�
� ¡

C
2

�

¸ P
� ��
�
�
� _– n̂¹Aº � � _–0¹Aº

n̂
�

2_– n̂� 2 _–0

n̂

�
�
�
� ¡

C
2

�
•
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By (3.22), the RHS goes to zero, thus k¹w� _ ¹Aº º
P
�! 32_–n

3n

�
�
�
n =0

. Furthermore, we have

P
� ��
�
�k¹w � _ ¹Bºº �

32_–n

3n

�
�
�
n =0

�
�
�
� ¡ C

�
� P

� ��
�
�
� _–0¹Bº � � _–� n̂ ¹Bº

n̂
�

2_–0� 2 _–� n̂

n̂

�
�
�
� ¡

C
2

�

¸ P
� ��
�
�
� _– n̂¹Bº � � _–0¹Bº

n̂
�

2_– n̂� 2 _–0

n̂

�
�
�
� ¡

C
2

�

� P
� �
�
�� _–n¹Bº � 2 _–n

�
�
� ¡

nC
2

�
¸ P

� �
�
�� _–�n ¹Bº � 2 _–�n

�
�
� ¡

nC
2

�

¸ 2P
� ��
�� _–0¹Bº � 2 _–0

�
�
� ¡

nC
2

�
• (3.23)

By the result of the �rst part, we know that the RHS (3.23) goes to zero as = ! 1. Hence,

k¹w � _ ¹Bºº
P
�! 32_–n

3n

�
�
�
n =0

.

Moreover, if k is bounded, by de�nition of convergence in distribution, jEAk¹w � _ ¹Aº º �

EBk¹w � _ ¹Bºº j ! 0.

Proof of Part 2 of Theorem 9 for a regular test function for 	 = �

De�ning

~� n ¹Aº :=
1
=

min
Aw=y–w2Sw

5 ¹wº ¸ nk¹wº–

since BD?_¡0 ~� _–n¹Aº
P
�! BD? _¡0 2_–n, or equivalently ~� n ¹Aº

P
�! 2 n , we can use the same argu-

ment from previous section and Danskin's theorem, to observe that k¹w~� _ ¹Aº º
P
�! 32n

3n

�
�
�
n =0

and

k¹w ~� _ ¹Bºº
P
�! 32n

3n

�
�
�
n =0

.

Sequences of regular test functions

By a similar approach, it follows that for a sequence of regular functions k< converging uniformly

to k, one also has k¹w� _ º
P
�! 32_–n

3n

�
�
�
n =0

:= lim <!1
32<

n
3n

�
�
�
n =0

. Indeed,

P
� ��
�
�k¹w � _ ¹Aº º �

32_–n

3n

�
�
�
n =0

�
�
�
� ¡ C

�
� P

� ��
�
�k¹w � _ ¹Aº º � k < ¹w� _ ¹Aº º

�
�
�
� ¡

C
2

�
¸ P

� ��
�
�k < ¹w� _ ¹Aº º �

32_–n

3n

�
�
�
n =0

�
�
�
� ¡

C
2

�
•

Since we have uniform convergence, forC
2, there exists an <0 such that for all < � < 0 and all G 2 R3 ,

we have jk< ¹Gº � k¹Gºj Ÿ C
2. Thus for such <'s, P

� ��
�
�k¹w � _ ¹Aº º � k < ¹w� _ ¹Aº º

�
�
�
� ¡ C

2

�
= 0. Then by

triangle inequality

P
� ��
�
�k¹w � _ ¹Aº º �

32_–n

3n

�
�
�
n =0

�
�
�
� ¡ C

�
� P

� ��
�
�k < ¹w� _ ¹Aº º �

32<
_–n

3n

�
�
�
n =0

�
�
�
� ¡

C
4

�
¸ P

� ��
�
�
32_–n

3n

�
�
�
n =0

�
32<

_–n

3n

�
�
�
n =0

�
�
�
� ¡

C
4

�
•
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By assumption P
� ��
�
�k < ¹w� _ ¹Aº º �

32<
_–n

3n

�
�
�
n =0

�
�
�
� ¡ C

4

�
! 0. And by the de�nition of 32_–n

3n

�
�
�
n =0

the claim

follows.

3.10 Proof of Corollary 4

We will utilize the result of the following Theorem.

Theorem 12. (Bobkov, 2003) For an isotropic random vector X 2 R3 , and an isotropic gaussian

g 2 R3 if P¹j kXk2p
2

� 1j � n 3º � n 3 , then for all X ¡ 0

a
�
sup
C 2R

�
�
�P¹X) � � Cº � P¹g ) � � Cº

�
�
� � 4n 3 ¸ X

�
� 43 3•84�23 X 4

–

where � � a the uniform measure on the unit sphere S3�1 .

Essentially, through CGMT, we observe that when we use a quadratic regularizer or run SGD, the

solution, w	 ¹Gº converges weakly in distribution to a Gaussian vector, g�$ . Whence we conclude

that w	 ¹Gº behaves the same as a generic vector. Therefore, by choosing X := a � Ea, a row of our

data matrix A, Theorem 12 enables us to prove the universality of the classi�cation error. Note that

in general Ew	 ¹Gº < 0, but by Assumptions 4, the means of the classes are generic which allows us

to employ Theorem 12 to conclude the proof.

3.11 Lemmata for the Proof of Theorem 9

Proposition 2. If for any Lipschitz function 6 : R ! R and C1 ¡ 0, P
�
j6¹� _–n¹Bºº � 2j ¡ C1

�
! 0

and for every twice di�erentiable ~6 : R ! R with bounded second derivative, we have that

lim=!1

�
�
�EA–y~6¹� _–n¹Bºº � E B–y~6¹� _–n¹Aºº

�
�
� ! 0 then for any C2 ¡ C1.

lim
=!1

P
�
j6¹� _–n¹Aºº � 2j ¡ C 2

�
= 0•

Proof. First note that P¹j�_–n¹Bº � 2j ¡ Cº ! 0, implies P¹j6¹� _–n¹Bºº � 6¹2ºj ¡ !Cº ! 0.

Thus it su�ces to verify P¹j� _–n¹Bº � 2j ¡ Cº ! 0. This follows similar to (Panahi and Hassibi,

2017). Let b¹Gº := 21¹ �1–�C 2¼[»C2–1º ¹Gº ¸
� C1¸C2

2 � ¹ jGj � C2º2�
1 ¹ �C2–�

C1¸C2
2 ¼[»

C1¸C2
2 –C2º ¹Gº ¸ ¹jGj �

C1º21 ¹ �
C1¸C2

2 –�C1¼[»C1–
C1¸C2

2 º ¹Gº. Then we have

P
�
j� _–n¹Aº � 2j ¡ C 2

�
= P

�
b

�
� _–n¹Aº � 2

�
¡ 2

�
•
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Then by Markov's and triangle inequality

P
�
j� _–n¹Aº � 2j ¡ C 2

�
�

1
2

EA–yb
�
� _–n¹Aº � 2

�

�
1
2

�
�
�EA–yb

�
� _–n¹Aº � 2

�
� E B–yb

�
� _–n¹Bº � 2

� ��
� ¸

1
2

EB–yb
�
� _–n¹Bº � 2

�
•

Note that b¹Gº � 21¹ �1–�C 1¼[»C1–1º . Thus1
2EB–yb

�
� _–n¹Bº � 2

�
� P

�
j� _–n¹Bº � 2j ¡ C1

�
. Moreover,

we know that b¹•º has bounded second derivative derivatives almost everywhere and by assumption

on 60, we would have

P
�
j� _–n¹Aº � 2j ¡ C 2

�
�

1
2

�
�
�EA–yb

�
� _–n¹Aº � 2

�
� E B–yb

�
� _–n¹Bº � 2

� ��
� ¸ P

�
j� _–n¹Bº � 2j ¡ C1

�
! 0•

ƒ

Lemma 7. We have the following:

1. L¹aº � � = _
2=

¹a) u�Hº 2

1¸_a ) 
 �1 a
•

2. wL � u = _ H�a ) u
1¸_a ) 
 �1 a


 �1 a•

Proof. We know for �, taking derivative yields

_ ~A) ~Au � _ ~A) ~y ¸ g = 0•

This implies �_ ~A) ~y ¸ g = �_ ~A) ~Au.

Note that for L¹aº, since the objective is quadratic in w, we solve the optimization in closed form,

we have

L¹aº =
1
=

min
w

�

w) 1

� ©
­
­
«

1
2 ¹_ ~A) ~A ¸ _aa ) ¸ Hº 1

2 ¹�_ ~A) ~y � _Ha ¸ g � Huº

1
2 ¹�_ ~A) ~y � _Ha ¸ g � Huº ) 5 ¹uº ¸ nk¹uº � g ) u ¸ 1

2u) Hu ¸ _
2 ¹k~yk2 ¸ H2º

ª
®
®
¬

©
­
­
«

w

1

ª
®
®
¬

Let 
 := _ ~A) ~A ¸ H. Hence,

L¹aº =
1
=

�
5 ¹uº ¸ nk¹uº � g ) u ¸

1
2

D) Hu ¸
_
2

¹k~yk2 ¸ H2º �
1
2

¹
u ¸ _H0º ) ¹
 ¸ _0a ) º�1 ¹
u ¸ _Haº
�
•

Using Sherman-Morrison as 
 � 0:

¹
u ¸ _Haº )
�

 ¸ _aa )

� �1
¹
u ¸ _Haº = ¹
u ¸ _Haº )

�

 �1 �

_
 �1 aa) 
 �1

1 ¸ _a ) 
 �1 a

�
¹
u ¸ _Haº =

= ¹
u ¸ _Haº )
�
u � _a ) u


 �1 a

1 ¸ _a ) 
 �1 a
¸ _H
 �1 a � _ 2Ha) 
 �1 a


 �1 a

1 ¸ _a ) 
 �1 a

�
=

= ¹
u ¸ _Haº )
�
u ¸ _

�
H �

_Ha) 
 �1 a ¸ a ) u

1 ¸ _a ) 
 �1 a

�

 �1 a

�
= ¹
u ¸ _Haº )

�
u ¸ _

H � a) u

1 ¸ _a ) 
 �1 a

 �1 a

�
•
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From here we obtain for the solution Thus for the �rst claim:

wL = ¹
 ¸ _aa ) º�1 ¹
u ¸ _Haº = u ¸ _
H � a) u

1 ¸ _a ) 
 �1 a

 �1 a•

Hence we have for the �rst claim

wL � u = _
H � a) u

1 ¸ _a ) 
 �1 a

 �1 a•

Now we continue with the calculation of the objective value

u) 
u ¸ _
H � a) u

1 ¸ _a ) 
 �1 a
a) u ¸ _Ha) u ¸ _ 2H

H � a) u

1 ¸ _a ) 
 �1 a
a) 
 �1 a =

= u) 
u

¸
_

1 ¸ _a ) 
 �1 a

�
Ha) u � ¹a ) uº2 ¸ Ha) u ¸ _H¹a) uº¹a) 
 �1 aº ¸ _H2a) 
 �1 a � _H¹a) uº¹a) 
 �1 aº

�
=

= u) 
u ¸
_

1 ¸ _a ) 
 �1 a
¹2Ha) u � ¹a ) uº2 ¸ _H2a) 
 �1 aº•

Thus

L¹aº =
1
=

�
5 ¹uº ¸ nk¹uº � g ) u ¸

1
2

u) Hu ¸
_
2

¹k~yk2 ¸ H2º �
1
2

u) 
u

�
1
2

_

1 ¸ _a ) 
 �1 a
¹2Ha) u � ¹a ) uº2 ¸ _H2a) 
 �1 aº

�

=
1
=

�
5 ¹uº ¸ nk¹uº � g ) u �

_
2

u) ~A) ~Au ¸
_
2

k~yk2 ¸
_
2

¹a) u � Hº 2

1 ¸ _a ) 
 �1 a

�
•

Since 6 = _~A) ~y � _ ~A) ~AD, then g) u = _~y) ~Au � _u ) ~A ~AD, therefore

L¹aº =
1
=

�
5 ¹uº ¸ nk¹uº � _ ~y) ~Au ¸ _u ) ~A ~Au �

_
2

u) ~A) ~Au ¸
_
2

k~yk2 ¸
_
2

¹a) u � Hº 2

1 ¸ _a ) 
 �1 a

�

=
1
=

�
5 ¹uº ¸ nk¹uº ¸

_
2

k ~Au � ~yk2 ¸
_
2

¹a) u � Hº 2

1 ¸ _a ) 
 �1 a

�
= � ¸

_
2=

¹a) u � Hº 2

1 ¸ _a ) 
 �1 a
•

ƒ

Lemma 8. We have the following:

1. M¹aº � � � _
2= ¹a) u � yº 2•

2. �¹a– wº � L¹aº � d
2=kw � w L k2

2•

3. j<¹a– wº � �¹a– wºj � � 5 ¸n k
= kw � uk 3

3•
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Proof. 1. By de�nition,

M¹aº � <¹a– uº = � ¸
_
2=

¹a) u � Hº 2•

Thus M¹aº � � � _
2= ¹a) u � yº 2

2. The idea of the proof is by strong convexity. By assumption, 5 ¹wº ¸ nk¹wº for small enough n

is d-strongly convex. This implies from de�ntion:

�¹a– wº � L¹aº ¸
d
2=

kw � w L k2
2•

3. By Taylor remainder theorem for some 0 Ÿ C Ÿ 1:

<¹a– wº � �¹a– wº =
1
=

�
5 ¹wº ¸ nk¹wº � 5 ¹uº � nk¹uº � 6 ) ¹w � uº �

1
2

¹w � uº ) H¹w � uº
�

=
1
=

Õ

j Uj=3

mU¹ 5 ¸ nkº¹¹1 � Cºu ¸ Cwº
¹w � uº U

U!
•

Since 5 and k are separable, mU¹ 5 ¸ nkº = 0 unless U = 34U (4U is the standard basis vector in R3 .

Then by assumption on the third derivative of 5 ¸ nk,

j<¹a– wº � �¹a– wºj =
1
=

�
�
�
Õ

j Uj=3

mU¹ 5 ¸ nkº¹¹1 � Cºu ¸ Cwº
¹w � uº U

U!

�
�
�

=
1
=

�
�
�

3Õ

8=1

m3¹ 5 ¸ nkº¹¹1 � CºD8 ¸ CF8º

mF3
8

¹w8 � D 8º3
�
�
� �

� 5 ¸n k

=
kw � uk 3

3•

ƒ

Now we are ready to prove the following key lemma.

Lemma 9. We have jM¹aº � L¹aºj � minf _
2= ¹a) u � Hº 2–8� 5 ¸n k

= kwL � uk 3
3g•

Proof. Let wM = arg min <¹a– wº. Note that since � � M¹aº and by Lemma 8 we have

L¹aº � M¹aº = L¹aº � � ¸ � � M¹aº �
_
2=

¹a) u � Hº 2

1 ¸ _a ) 
 �1 a
•

On the other hand, note that <¹a– uº = � _̧
2= ¹a) u � Hº 2 and � � L¹aº

M¹aº � L¹aº = M¹aº � <¹a– uº ¸ <¹a– uº � � ¸ � � L¹aº �
_
2=

¹a) u � Hº 2•
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Thus as_
2= ¹a) u � Hº 2 � _

2=
¹a) u�Hº 2

1¸_a ) 
 �1 a

jM¹aº � L¹aºj �
_
2=

¹a) u � Hº 2•

But as we will see, ¹a) u � Hº 2 is of order $¹1º, which will not su�ce. Thus we break down

M¹aº � L¹aº depending on the distance of D and wL

M¹aº � L¹aº = <¹a– w M º � <¹a– w L º ¸ <¹a– wL º � �¹a– w L º

� <¹a– w L º � �¹a– w L º �
� 5 ¸n k

=
kwL � uk 3

3–

for the other direction

L¹aº � M¹aº = �¹a– w L º � �¹a– w M º ¸ �¹a– wM º � <¹a– w M º �
� 5 ¸n k

=
kwM � uk 3

3•

Let ' := kw L � uk 3 and consider the �3 ball centered at wL . Now if kwM � w L k3 � ' then

kwM � uk 3 � 2' by a straightforward application of triangle inequality. Which implies

L¹aº � M¹aº � 8� 5 ¸n k
= ' 3. Now when does kwM � w L k3 � ' hold? We show that for every point

on the boundary, w, <¹a– wº � <¹a– wL º, this implies that wM is indeed inside the ball. We have

<¹a– wº � <¹a– wL º � �¹a– wº �
� 5 ¸n k

=
kw � uk 3

3 � �¹a– w L º �
� 5 ¸n k

=
kwL � uk 3

3

�
d
2=

kw � w L k2
2 �

� 5 ¸n k

=
¹kw � uk 3

3 ¸ ' 3º•

Then using Lemma 8

<¹a– wº � <¹a– wL º �
d
2=

kw � w L k2
3 �

� 5 ¸n k

=
¹kw � uk 3

3 ¸ ' 3º

�
d
2=

' 2 �
� 5 ¸n k

=
¹8' 3 ¸ ' 3º = ' 2¹

d
2=

�
9� 5 ¸n k

=
'º•

Now if ' � d
18� 5 ¸n k

, then <¹a– wº � <¹a– wL º � 0. Thus all in all

jL¹aº � M¹aºj �
8� 5 ¸n k

=
kwL � uk 3

3•

ƒ

Lemma 10. We have the following upper bounds

1. kuk22 = $¹=º with high probabilty.
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2. E~A–~y� ) u = $¹1º•

Proof. 1. Since 5 ¸ nk is d-strongly convex, one can decompose 5 ¹wº ¸ nk¹wº =d
2 kwk2

2 ¸ �¹wº

for some convex function �¹�º. Then

_
2

k ~Au � ~yk2
2 ¸

d
2

kuk2 ¸ �¹uº �
_
2

k~yk2
2 ¸ �¹0º = $¹=º•

Thus this implies kuk22 = $¹=º.

2. In a similar fashion, we have for E~A–~y� ) u

� =
1
=

�
_
2

k ~Au � ~yk2
2 ¸ 5 ¹uº ¸ nk¹uº

�
�

1
=

�
_
2

k~yk2 ¸ 5 ¹0º ¸ nk¹0º
�
•

Let ~A) =
�

~̂A)
1

~̂A)
2 • • • ~̂A)

:

�
. Now we use the de�nition of~A to obtain a lower bound:

_
2

k ~Au � ~yk2
2 ¸ 5 ¹uº ¸ nk¹uº �

_
2

:Õ

8=1

k ~̂A8u ¸ 1� )
8 u � ~̂y8k2

2

�
_
2

k ~̂A8u ¸ 1� )
8 u � ~̂y8k2

2 �
=8_
2

¹� )
8 uº2 ¸ _¹� )

8 uº1) ¹ ~̂A8u � ~̂y8º•

Thus plugging in w = 0 in the optimization yields an upper bound, which is a quadratic inequality

in � )
8 u:

=8_
2

¹� )
8 uº2 ¸ _¹� )

8 uº1) ¹ ~̂A8u � ~̂y8º �
_
2

k~yk2 � 5 ¹0º � nk¹0º � 0• (3.24)

Now note that for a quadratic optimization with 1 � 0

G2 � 0G � 1 � 0 ()
0 �

p
02 ¸ 41
2

� G �
0 ¸

p
02 ¸ 41
2

–

whence

jGj �
j0j ¸

p
02 ¸ 41
2

�
j0j ¸ j0j ¸ 2

p
1

2
= j0j ¸

p
1•

We apply this result to 3.24,

j� )
8 uj �

2
=8

j1) ¹ ~̂A8u � ~̂y8º j ¸
2

_=8

r
_
2

k~yk2 ¸ 5 ¹0º ¸ nk¹0º

�
2
=8

j1) ~̂y8j ¸
2
=8

k1) ~̂A8k2kuk2 ¸
2

_=8

r
_
2

k~yk2 ¸ 5 ¹0º ¸ nk¹0º•
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Now taking expectation and using a combination Cauchy-Schwarz and Jensen inequalities yields

E~A–~y j� )
8 uj �

2
=8

E~A–~y j1) ~̂y8j ¸
2
=8

q
E~A–~yk1) ~̂A8k2

2E~A–~ykuk2
2 ¸

2
_=8

r
_
2

E~A–~yk~yk2
2 ¸ 5 ¹0º ¸ nk¹0º•

Now note that Ê~A8 = 0, and by the independence of the rows:

E~A–~yk1) ~̂A8k2
2 =

3Õ

91=1

� =Õ

92=1

¹ ~̂A8º92 91
� 2 =

3Õ

91=1

=Õ

92– 93=1

E~A ¹ ~̂A8º92 91 ¹ ~̂A8º93 91 =
3Õ

92=1

E~A

=Õ

91=1

¹ ~̂A8º2
92 91•

By assumption, for each roŵa8 of ~̂A8, we have that Êa8kâ8k2
2 = $¹1º, which implies E~A–~yk1) ~̂A8k2

2 =

$¹3º. Therefore, by the previous part, since kuk2
2 � _

d k~yk2
2 ¸ 2

d �¹0º, then E~ykuk2
2 � 2

d �¹0º ¸

_
d E~yk~yk2

2 = $¹3º by assumption on the~y. Hence it can be seen that E~A–~y� ) u = $¹1º. ƒ

Now we are ready to conclude the proof with the following lemma.

Lemma 11. We have the following

1. E~A–~y–a–H¹a
) u � Hº 2@= $¹1º for @ 2 »3¼.

2. E~A–~y–a–Hku � w L k3
3 = $¹ 1

3 º•

Proof. 1. First note that

E~A–~y–a–H¹a
) u � Hº 2@= E ~A–~y–a–H

2@Õ

9=1

�
2@
9

�
¹¹a � � ¸ �º ) uº 9¹�Hº 2@� 9•

Moreover,

E~A–~y–a–H¹a
) u � Hº 2@�

2@Õ

9=1

�
2@
9

�
E~A–~y–a–H

�
j ¹a � � ¸ �º ) uj 9jHj2@� 9

�

�
2@Õ

9=1

�
2@
9

�
E~A–~y–a–H

�
jHj2@� 929maxfj� ) uj– j¹a � �º ) ujg9

�

�
2@Õ

9=1

29
�
2@
9

�
E~A–~y–a–H

�
jHj2@� 9¹j� ) uj 9 ¸ j¹a � �º ) uj 9º

�

�
2@Õ

9=1

29
�
2@
9

� p
EjHj4@�2 9

� p
Ej� ) uj2 9¸

p
Ej¹a � �º ) uj2 9

�
•

By assumption EjHj2@� � for some constant � ¡ 0 that is dimension-independent. Moreover, by

our assumption, Ej¹a � �º) uj 9 � ~�
kuk9

2
3 9•2 . Also, from the previous lemma, Ej�) uj2 9 = $¹1º. The

claim follows.
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2. First note that ku � wL k3
3 = _3

�
�
� H�a ) u
1¸_a ) 
 �1 a

�
�
�
3
k
 �1 ak3

3 and since 
 � 0, 1 ¸ _a ) 
 �1 a ¡ 0 hence

by Minkowski's inequality

E~A–~y–a–Hku � w L k3
3 � _ 3E~A–~y–a–Hj0

) u � Hj 3k
 �1 ak3
3

� _ 3E~A–~y–a–Hj0
) u � Hj 3k
 �1 ¹a � � ¸ �ºk 3

3

� 8_ 3E~A–~y–a–Hj0
) u � Hj 3 maxfk
 �1 ¹a � �ºk 3– k
 �1 �k 3g3

� 8_ 3E~A–~y–a–Hj0
) u � Hj 3k
 �1 ¹a � �ºk 3

3 ¸ 8_ 3E~A–~y–a–Hj0
) u � Hj 3j
 �1 �k 3

3

� 8_ 3
q

E~A–~y–a–H¹a) u � Hº 6E~A–~y–a–Hk
 �1 ¹a � �ºk 6
3

¸ 8_ 3
q

E~A–~y–a–H¹a) u � Hº 6E~A–~y–a–Hk
 �1 �k 6
3•

Now since we assumed that the objective is d-strongly convex, or there exists d ¡ 0 that k
�1 k>? �

1
d , denoting ! 9 as the 9th row of 
�1 , we have by the inequality between Frobenius and Operator

norm, k! : k2 � 1
d . Now by the assumptions we have

E~A–~y–a–Hk
 �1 ¹a � �ºk 6
3 = E ~A–~y–a–H

� 3Õ

9=1

j ¹a � �º ) ! 9j3
� 2

= E ~A–~y

3Õ

9=1

E0–Hj ¹a � �º ) ! 9j6 ¸
3Õ

9–;=1– 9<;

Ej¹a � �º ) ! 9j3j ¹a � �º ) ! ; j3

� �
3Õ

9=1

k! 9k6
2

33
¸ �

3Õ

9–;=1– 9<;

q
Eaj ¹a � �º ) ! 9j6Eaj ¹a � �º ) ! ; j6 � �3

1
d633

¸ � ¹3 2 � 3º
1

d633
�

�
d63

•

We also have for the other term:

E~A–~y–a–Hk
 �1 �k 6
3 � E ~A–~y–a–Hk
 �1 �k 6

2•

Note that k
 �1 �k 2 � k
 �1•2 k>? k
 �1•2 �k 2. Thus it is su�cient to analyze �) 
 �1 � ) . Let

C 2 R be an upper bound for �) 
 �1 � ) , that is � ) 
 �1 � ) � C. Note that by the Schur complement

property, we need to �nd the smallest C ¡ 0 such that 
 �1
C�� ) � 0 with holds with high probability.

Recall that 
 := _ ~A) ~A ¸ H and by assumption H � dI, thus it su�ces to �nd the largest C ¡ 0

that _~A) ~A ¸ dI � 1
C�� ) � 0. Let ~A0 := ~A � ~M be centered. This problem is equivalent to having

k¹~A0 ¸ ~Mºvk2
2 ¸ dkvk2

2 � 1
C¹� ) vº2 � 0 for every v 2 R3 .

Thus we should have

C �
¹� ) vº2

k¹~A0 ¸ ~Mºvk2
2 ¸ dkvk2

2

•
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Let C� := supv
¹� ) vº2

k ¹ ~A0̧ ~Mºvk2
2¸dkvk 2

2
. We show C� = $¹= �B º for some B ¡ 0 with high probability. Let

v� := arg max ¹� ) vº2

k ¹ ~A0̧ ~Mºvk2
2¸dkvk 2

2
. This implies

k¹~A0 ¸ ~Mºv � k2
2 �

1
C� ¹� ) v� º2 �

k�k 2
2

C� kv� k2
2•

On the other hand, by triangle inequality we have

¹� ) v� º2 �
1
=�

k ~Mv � k2
2 �

4
=�

�
k¹~A0 ¸ ~Mºv � k2

2 ¸ k ~A0v� k2
2

�
�

4
=�

�
k�k 2

2

C� kv� k2
2 ¸ k ~A0k2

>? kv� k2
2

�
•

. Now we have

C� =
¹� ) v� º2

k¹~A0 ¸ ~Mºv � k2
2 ¸ dkv � k2

2

�

4
=�

�
k�k 2

2
C� kv� k2

2 ¸ k ~A0k2
>? kv� k2

2

�

dkv� k2
2

=

4k�k 2
2

C� ¸ 4k ~A0k2
>?

d=�
•

We obtain a quadratic inequality in C�

C�2 �
4k~A0k2

>?

d=�
C� �

4k�k 2
2

d=�
� 0–

which implies the following upper bound

� ) 
 �1 � ) � minf
4k~A0k2

>?

d=�
¸ 4

s
k�k 2

2

d=�
–

1
d

g•

According to Lemma (12) k~A0k>? � =
1
3 ¸B with probability 1 � � log¹3¸=º

=B .Thus using the law of total

expectation, we also observe that

E~A–~y–a–Hk
 �1 �k 6
3 � E ~A–~y–a–Hk
 �1 �k 6

2 � E ~A–~y–a–H¹�
) 
 �1 �º 3 �

�
4=

2
3 ¸2B

d=�
¸ 4

s
k�k 2

2

d=�

� 3

¸ �
log¹3 ¸ =º

d=B •

For 0 Ÿ B Ÿ1
6, as k�k2

2 = $¹1º by assumption, the RHS goes to zero. ƒ

Lemma 12. Let ~A0 be a centered random matrix following the assumptions. We have k~A0k>? �

�=
1
3 ¸B with probability at least 1 � � 0 log¹3¸=º

=B .

Proof. First, we provide an upper bound for the expectation E~A0k ~A0k>? using the matrix Bernstein

inequality and the symmetrization technique. First we construct a corresponding hermitian matrix:

k ~A0k>? =









©
­
­
«

0 ~A0

~A0) 0

ª
®
®
¬










>?
=










=Õ

8=1

X8










>?
–
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with X8 :=
©
­
­
«

0 E88~A0

~A0) E88 0

ª
®
®
¬

where E88is the all-zero matrix except ¹8– 8º-entry where it is equal to

1. Note that I =
Í =

8=1E88and E88~A0 essentially picks the i'th row of~A0, which is~a
0)
8 . Let fn8g=

8=1be

an iid sequence of symmetric Bernoulli random variables supported on f�1g, independent of X8's.

Then by the symmetrization lemma (Vershynin, 2018), we have

E~A0k ~A0k>? = E ~A0










=Õ

8=1

X8










>?
� E ~A0–�










=Õ

8=1

n8X8










>?
•

Now conditioning on~A0 or equivalently X8's, since nX8's are independent zero-mean symmetric

matrices of size ¹3 ¸ =º � ¹3 ¸ =º with bounded operator norm, we can leverage Matrix Bernstein

inequality (Vershynin, 2018) to obtain (® means up to some constant)

E~A0k ~A0k>? ®
p

log¹3 ¸ =ºE ~A0










=Õ

8=1

En8

�
n8X8

� 2









1•2

>?
¸ log¹3 ¸ =ºE ~A0 max

1�8�=




 X8






>?

=
p

log¹3 ¸ =ºE ~A0










=Õ

8=1

X2
8










1•2

>?
¸ log¹3 ¸ =ºE ~A0 max

1�8�=




 X8






>?

=
p

log¹3 ¸ =ºE ~A0









©
­
­
«

Í =
8=1E88~A0~A0) E88 0

0
Í =

8=1~a0
8~a

0)
8

ª
®
®
¬










1•2

>?
¸ log¹3 ¸ =ºE ~A0 max

1�8�=




 X8






>?•

Note that for



 X8






>?, we have




 X8






>? =



 E88~A0






>? = max
kvk2=1




 E88~A0v




 2

2 = max
kvk2=1

¹~a
0)
8 vº2 = k~a0

8k
2
2•

Moreover, using triangle inequality









©
­
­
«

Í =
8=1E88~A0~A0) E88 0

0
Í =

8=1 ~a0
8~a

0)
8

ª
®
®
¬










>?
�










=Õ

8=1

E88~A0~A0) E88










>?
¸










=Õ

8=1

~a0
8~a

0)
8










>?

=










=Õ

8=1

k~a0
8k

2
2E88










>?
¸










=Õ

8=1

~a0
8~a

0)
8










>?

= max
1�8�=

k~a0
8k

2
2 ¸










=Õ

8=1

~a0
8~a

0)
8










>?
•

Combining these results along with Jensen's inequality yields

E~A0k ~A0k>? ®
p

log¹3 ¸ =º
�
E~A0 max

1�8�=
k~a0

8k
2
2 ¸ E ~A0










=Õ

8=1

~a0
8~a

0)
8










>?

� 1•2

¸ log¹3 ¸ =ºE ~A0 max
1�8�=

k~a0
8k

2
2•
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Now to analyze E~A0









Í =

8=1 ~a0
8~a

0)
8










>?
, we use the symmetrization trick again with iid Bernoulli fn0

8g
=
8=1

and Bernstein's similar to Vershynin's

E~A0










=Õ

8=1

~a0
8~a

0)
8










>?
� E ~A0










=Õ

8=1

~a0
8~a

0)
8 � E ~a0

8
~a0

8~a
0)
8










>?
¸










=Õ

8=1

E~a0
8
~a0

8~a
0)
8










>?

� E ~A0–�0










=Õ

8=1

n0
8~a0

8~a
0)
8










>?
¸

=Õ

8=1








 E~a0

8
~a0

8~a
0)
8










>?

®
p

log =E~A0










=Õ

8=1

En0
8

�
n0

8~a0
8~a

0)
8

� 2









1•2

>?
¸ log =E ~A0 max

1�8�=




 ~a0

8~a
0)
8 k>? ¸

=Õ

8=1








 E~a0

8
~a0

8~a
0)
8










>?

=
p

log =E~A0










=Õ

8=1

k~a0
8k

2
2~a0

8~a
0)
8










1•2

>?
¸ log =E ~A0 max

1�8�=




 ~a0

8k
2
2 ¸

=Õ

8=1








 E~a0

8
~a0

8~a
0)
8










>?

®
p

log =E~A0 max
1�8�=




 ~a0

8k2










=Õ

8=1

~a0
8~a

0)
8










1•2

>?
¸ log =E ~A0 max

1�8�=
k~a0

8k
2
2 ¸

=Õ

8=1








 E~a0

8
~a0

8~a
0)
8










>?
•

Now for the �rst term, applying Cauchy Schwartz yields

E~A0 max
1�8�=

k~a0
8k2










=Õ

8=1

~a0
8~a

0)
8










1•2

>?
�

�
E~A0 max

1�8�=
k~a0

8k
2
2E~A0










=Õ

8=1

~a0
8~a

0)
8










>?

� 1•2

•

Moreover, for the last term we have from our assumptions








 E~a0

8
~a0

8~a
0)
8










>?
= max

kvk2=1
E~a0

8
¹~a0)

8 vº2 � max
kvk2=1

�
kvk2

2

3
=

�
3

•

Thus we have

E~A0










=Õ

8=1

~a0
8~a

0)
8










>?
®

p
log =

�
E~A0 max

1�8�=
k~a0

8k
2
2E~A0










=Õ

8=1

~a0
8~a

0)
8










>?

� 1•2

¸ log =E ~A0 max
1�8�=

k~a0
8k

2
2 ¸ �•

Solving for
�
E~A0









Í =

8=1 ~a0
8~a

0)
8










>?

� 1•2

yields

�
E~A0










=Õ

8=1

~a0
8~a

0)
8










>?

� 1•2

®
p

log =
�
E~A0 max

1�8�=
k~a0

8k
2
2

� 1•2

¸ 2
�
log =E~A0 max

1�8�=
k~a0

8k
2
2 ¸ �

� 1•2

•

Thus

E~A0










=Õ

8=1

~a0
8~a

0)
8










>?
® log =E~A0 max

1�8�=
k~a0

8k
2
2 ¸ �•

Summarizing, we have

E~A0k ~A0k>? ®
p

log¹3 ¸ =º
�
E~A0 max

1�8�=
k~a0

8k
2
2 ¸ log =E ~A0 max

1�8�=
k~a0

8k
2
2 ¸ �

� 1•2

¸ log¹3 ¸ =ºE ~A0 max
1�8�=

k~a0
8k

2
2•
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Thus it remains to provide an upper bound for E~A0 max1�8�= k~a0
8k

2
2, we have by Jensen's

�
E~A0 max

1�8�=
k~a0

8k
2
2

� 3

� E ~A0 max
1�8�=

k~a0
8k

6
2 �

=Õ

8=1

E~a0
8
k~a0

8k
6
2•

Now by De�nition 3 and Holder's we have

E~a0
8
k~a0

8k
6
2 =

Õ

U1–U2–U3

E~a0
8
~a

02
8U1

~a
02
8U2

~a
02
8U3

�
Õ

U1–U2–U3

�
E~a0

8
~a

06
8U1

� 1•3 �
E~a0

8
~a

06
8U2

� 1•3 �
E~a0

8
~a

06
8U3

� 1•3

�
Õ

U1–U2–U3

�
33

� �•

Thus

E~A0 max
1�8�=

k~a0
8k

2
2 � �=

1
3 •

All in all

E~A0k ~A0k>? ® log¹3 ¸ =º=
1
3 •

Thus by Markov's inequality for B ¡ 0

P
�
k ~A0k>? � �=

1
3 ¸B �

�
E~A0k ~A0k>?

�=
1
3 ¸B

�
� 0log¹3 ¸ =º=

1
3

=
1
3 ¸B

=
� 0log¹3 ¸ =º

=B •

ƒ

Lemma 13. For any function k : R ! R with bounded third derivative,~k¹wº := Eak¹a) wº is

regular.

Proof. We only need to verify the third order Taylor remainder bound,

Õ

U1–U2–U3

m3 ~k
mFU1mFU2mFU3

EU1EU2EU3 =
Õ

U1–U2–U3

Eak 000¹a) wº0U10U20U3EU1EU2EU3 = Ea¹a) vº3k 000¹a) wº•

By Cauchy Schwartz, we have

Õ

U1–U2–U3

m3 ~k
mFU1mFU2mFU3

EU1EU2EU3 �
p

Eak 000¹a) wº2
p

Ea¹a) vº6•

By boundedness of the third derivative of k, and assumptions

Õ

U1–U2–U3

m3 ~k
mFU1mFU2mFU3

EU1EU2EU3 � � k
kvk3

2

33•2
� � k kvk3

3•

ƒ
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3.12 Proof of Theorem 10

By leveraging our universality theorem 9 we are ready to analyze the linear regression problem

described in 10 in full details.

Proof. First note that for the ground truth we have F� = 0A6<8=E%¹H � x ) wº2 = R �1
G RGH. By a

simple transformation, the constraint could also be written as

�

X y

� ©
­
­
«

w

�1

ª
®
®
¬

= 0•

We would like to write for a G with i.i.d entries:
�

X y

�
= GS•

Indeed

S) EG) GS = S) S = E
©
­
­
«

X)

y)

ª
®
®
¬

�

X y

�
= E

©
­
­
«

RG RGH

RHG ' H

ª
®
®
¬

•

Now we can denote S =
©
­
­
«

R1•2
G R�)•2

G RGH

0 ' 1•2
�

ª
®
®
¬

with ' � := ' H�R HGR�1
G RGH. And R�)•2

G RGH= R1•2
G w� .

Thus we can write the optimization as

min
w

kw � w 0k2

B•C G
©
­
­
«

R1•2
G ¹w � w � º

�' 1•2
�

ª
®
®
¬

= 0•

we can write the optimization as

min
w

kw � w 0k2

B•C G
©
­
­
«

R1•2
G ¹w � w � º

�' 1•2
�

ª
®
®
¬

= 0•

Let u := R1•2
G ¹w � w � º and x = w� � w 0, then

min
w

kR�1•2
G u ¸ xk 2

B•C G
©
­
­
«

u

�' 1•2
�

ª
®
®
¬

= 0•
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We Lagrange multiplier to bring in the constraint:

min
u

max
v

kR�1•2
G u ¸ xk 2 ¸ v ) G

©
­
­
«

u

�' 1•2
�

ª
®
®
¬

•

Now we can appeal to CGMT to obtain the AO:

min
u

max
v

kR�1•2
G u ¸ xk 2 ¸ kvk¹g) u ¸ 6 0' 1•2

� º ¸ k
©
­
­
«

u

�' 1•2
�

ª
®
®
¬

kh) v•

Dropping the 60' 1•2
� term and doing the optimization over the direction of v, yields

min
u

max
V�0

kR�1•2
G u ¸ xk 2 ¸ Vkhk

p
kuk2 ¸ ' � ¸ Vg ) u•

Using the identity
p

G = ming�0
g
2 ¸ G2

2g

min
g�0–u

max
V�0

kR�1•2
G u ¸ xk 2 ¸

Vkhkg
2

¸
Vkhk
2g

¹kuk2 ¸ ' � º ¸ Vg) u•

Now we obtain a quadratic optimization over D which could be rewritten as

�

u) 1

� ©
­
­
«

R�1
G ¸ V

p
=

2g I R �1•2
G x ¸ V

2 g

x) R�)•2
G ¸ V

2 g) kxk2

ª
®
®
¬

©
­
­
«

u

1

ª
®
®
¬

•

Doing the optimization over u, we are left with

min
g�0

max
V�0

kxk2 ¸
Vg

p
=

2
¸

V
p

=
2g

' � � ¹R �1•2
G x ¸

V
2

gº) ¹R�1
G ¸

V
p

=
2g

Iº �1 ¹R�1•2
G x ¸

V
2

gº•

Expanding the third term yields

min
g�0

max
V�0

kxk2 ¸
Vg

p
=

2
¸

V
p

=
2g

' � � x ) R�)•2
G ¹R�1

G ¸
V
p

=
2g

Iº �1 R�1•2
G x �

V2

4
g) ¹R�1

G ¸
V
p

=
2g

Iº �1 g•

Let z := R1•2
G x, we assume Ezz) = kzk2

3 �, and 40 = x) RGx = kzk2 using concentration:

min
g�0

max
V�0

kGk2 ¸
Vg

p
=

2
¸

V
p

=
2g

' � � 3
1
3

TrR�)
G ¹R�1

G ¸
V
p

=
2g

Iº �1 R�1
G � 3

V2

4
1
3

Tr¹R�1
G ¸

V
p

=
2g

Iº �1 •

Therefore

min
g�0

max
V�0

kxk2 ¸
Vg

p
=

2
¸

V
p

=
2g

' � � 4 0

¹
?¹Aº

1

A¹1 ¸ V
p

=
2g Aº

3A � 3
V2

4

¹
?¹Aº

A

1 ¸ V
p

=
2g A

3A•
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Dropping the constant term kxk2, we arrive at the following scalarized optimization

min
g�0

max
V�0

Vg
p

=
2

¸
V
p

=
2g

' � � 3
¹

?¹Aº
40
3 ¸ V2

4 A2

A¹1 ¸ V
p

=
2g Aº

3A•

Let 40
0 := 40

3 . To analyze the optimization further, noting that the objective is di�erentiable w.r.t

V– g, by taking derivatives we have at the optimal point:

g
p

=
2

¸
p

=' �

2g
� 3

¹
?¹Aº

g¹
p

=A2V2 ¸ 4AgV � 440
0
p

=º

2¹2g ¸ AV
p

=º2
3A = 0

V
p

=
2

�
V' �

p
=

2g2
� 3

¹
?¹Aº

V
p

=¹V2A2 ¸ 44 0
0º

2¹2g ¸ AV
p

=º2
3A = 0•

Rearranging

g2p
= ¸

p
=' � = 3

¹
?¹Aº

g2¹
p

=A2V2 ¸ 4AgV � 440
0
p

=º

¹2g ¸ AV
p

=º2
3A

g2p
= �

p
=' � = 3

¹
?¹Aº

g2¹
p

=V2A2 ¸
p

=440
0º

¹2g ¸ AV
p

=º2
3A•

Summing and subtracting:

= = 3
¹

?¹Aº
=A2V2 ¸ 2

p
=AgV

¹2g ¸ AV
p

=º2
3A = 3

¹
?¹Aº¹1 �

2
p

=AgV ¸ 4g2

¹2g ¸ AV
p

=º2
º3A

p
=' � = 3

¹
?¹Aº

g2¹2AgV � 4400
p

=º

¹2g ¸ AV
p

=º2
3A•

Thus

3 � =
3

=
¹

?¹Aº
2
p

=AgV ¸ 4g2

¹2g ¸ AV
p

=º2
3A =

¹
?¹Aº

2g

2g ¸ AV
p

=
3A =

2g

V
p

=
( %¹�

2g

V
p

=
¸ 80º

p
=' � = 3

¹
?¹Aº

g2¹2AgV � 4400
p

=º

¹2g ¸ AV
p

=º2
3A•

If one can solve3�=
3 = 2g

V
p

=
( %¹� 2g

V
p

=
¸ 80º to �nd \ := V

g , then plugging into the second equation

yields

p
=' 2

� = 3
¹

?¹Aº
g2¹2A\g2 � 44 0

0
p

=º

¹2g ¸ A\g
p

=º2
3A = 3

¹
?¹Aº

2A\g2 � 44 0
0
p

=

¹2 ¸ A\
p

=º2
3A–

which yields the following equation for g2

g2 =
p

=

2\3
¯

?¹Aº A
¹2¸A \

p
=º2 3A

�
' � ¸ 4340

0

¹
?¹Aº

¹2 ¸ A\
p

=º2
3A

�
•
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Now note that

3 � =
3

=
¹

?¹Aº
2g

2g ¸ AV
p

=
3A =

¹
?¹Aº

2

2 ¸ A\
p

=
3A =

¹
?¹Aº

2¹2 ¸ A\
p

=º

¹2 ¸ A\
p

=º2
3A =

= 2\
p

=
¹

?¹Aº
A

¹2 ¸ A\
p

=º2
3A ¸ 4

¹
?¹Aº

¹2 ¸ A\
p

=º2
3A•

Let U := 4
¯ ?¹A º

¹2¸A \
p

=º2 3A and U0 := 2\
p

=
¯

?¹Aº A
¹2¸A \

p
=º2 3A. Then the expression for g could be

written as

g2 =
=

3U0¹ ' � ¸ �4 0º•

As U ¸ U0 = 3�=
3 , one can write

g2 =
=

3¹3�=
3 � Uº

¹' � ¸ U4 0º =
=

3 � = � U3
¹' � ¸ U4 0º =

=
3¹1 � Uº � =

' � ¸
U=

3¹1 � Uº � =
40•

Now the generalization error is

g2 � ' � =
2= � 3¹1 � Uº
3¹1 � Uº � =

' � ¸
=�

3¹1 � Uº � =
40 =

¹2= � 3º ' � ¸ ¹3' � ¸ =4 0ºU
3 � = � 3U

–

with U = 4
¯ ?¹A º

¹2¸A \
p

=º2 3A. Now note that using Cauchy Schwarz applied to
p

?¹Aº and
2
p

?¹A º
2¸A \

p
=

¹
3 � =

3
º2 = ¹

¹
?¹Aº

2

2 ¸ A\
p

=
3Aº2 �

¹
?¹Aº3A

¹
4?¹Aº

¹2 ¸ A\
p

=º2
3A = U•

Thus U � ¹ 3�=
3 º2. Now for the scalar distribution ?¹Aº = X¹A �A0º, since 2¸A0\

p
= = 2¸ 2=

3�= = 23
3�= ,

then U = ¹3�=
3 º2. Thus U achieves its lower bound (uniquely) for the scalar distribution. Now note

that assuming =– 3– 40– ' � are �xed, the generalization error is increasing in U, thus the error

expression for the generalization error in the scalar distribution case is a lower bound. ƒ

3.13 Useful Results

Lemma 14. Given a weight vector w, and assuming the feature vectors are equally likely to be

drawn from class 1 or class 2 and satisfy part 2 of Assumptions 4, the corresponding classi�cation

error is given by

1
2

&¹
� )

1 w
p

w) � 1w
º ¸

1
2

&¹�
� )

2 w
p

w) � 2w
º• (3.25)
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Lemma 15. Assume that the feature vectors are equally likely to be drawn from class 1 or class 2,

Assumptions 4 hold and w0 is de�ned as in Assumption 2. Then the classi�cation error corresponding

to w0 is equal to

1
2

&

©
­
­
­
­
«

p
1 � ATr¹� 1 ¸ � 2º�1

r

2Tr¹� 1¹� 1 ¸ � 2º�2 º ¸
C2
[

C2
�
Tr� 1

ª
®
®
®
®
¬

¸
1
2

&

©
­
­
­
­
«

p
1 � ATr¹� 1 ¸ � 2º�1

r

2Tr¹� 2¹� 1 ¸ � 2º�2 º ¸
C2
[

C2
�
Tr� 2

ª
®
®
®
®
¬

•

3.14 Proof of Lemma 5

Let us proceed to prove Lemma 5. We will take the gradient of (3.25) w.r.t. F and set it to 0:

Proof.

r w

"
1
2

&¹�
� )

2 w
p

w) � 2w
º

#

=
1

4
p

2c

"

exp ¹�
w) � 2� )

2 w

2w) � 2w
º

p
w) � 2w

� )
2 w

w) � 2w� 2� )
2 w � w ) � 2� )

2 w� 2w

¹w) � 2wº2

#

=

1

4
p

2c

"
1
B2

4G?¹�
B2

2

2
º¹� 2C2 � B 2

2� 2wº

#

where B2 =
� )

2 w
p

w) � 2w
– C2 =

� )
2 w

w) � 2w
•

r w

"
1
2

&¹
� )

1 w
p

w) � 1w
º

#

= �
1

4
p

2c

"

exp ¹�
w) � 1� )

1 w

2w) � 1w
º

p
w) � 1w

� )
1 w

w) � 1w� 1� )
1 w � w ) � 1� )

1 w� 1w

¹w) � 1wº2

#

=

�
1

4
p

2c

"
1
B1

exp ¹�
B2

1

2
º¹� 1C1 � B 2

1� 1wº

#

where B1 =
� )

1 w
p

w) � 1w
– C1 =

� )
1 w

w) � 1w
•

Hence, the following equality holds at any optimal w:

1
B2

exp ¹�
B2

2

2
º¹� 2C2 � B 2

2� 2wº =
1
B1

exp ¹�
B2

1

2
º¹� 1C1 � B 2

1� 1wº•

Therefore, w = ¹ ~B1� 1 ¸ ~B2� 2º�1 ¹~C1� 1 � ~C2� 2º, where we have

~B1 = B1 exp ¹�
B2

1

2
º– ~B2 = �B 2 exp ¹�

B2
2

2
º–

~C1 =
C1
B1

exp ¹�
B2

1

2
º– ~C2 =

C2
B2

exp ¹�
B2

2

2
º•

Now we can consider the following optimization over 4 scalar variables:

min
~B1– ~B2–~C1–~C2

1
2

&¹
� )

1 w
p

w) � 1w
º ¸

1
2

&¹�
� )

2 w
p

w) � 2w
º• (3.26)
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Note that since the optimization (3.26) is low-dimensional, by the Convexity Lemma (Liese and

Miescke, 2008), we can interchange the limit in = and min, implying that we can analyze the

concentrated optimization instead. We then arrive at the following �xed point equations using

Assumptions 4:

B2
1

C2
1

= Tr¹� 1¹ ~B1� 1 ¸ ~B2� 2º�2 º¹~C2
1 ¸ ~C2

2 � 2 ~C1~C2Aº3 (3.27)

B2
1

C1
= Tr¹ ~B1� 1 ¸ ~B2� 2º�1 ¹~C1 � ~C2Aº3 (3.28)

B2
2

C2
2

= Tr¹� 2¹ ~B1� 1 ¸ ~B2� 2º�2 º¹~C2
1 ¸ ~C2

2 � 2 ~C1~C2Aº3 (3.29)

B2
2

C2
= Tr¹ ~B1� 1 ¸ ~B2� 2º�1 ¹~C2 � ~C1Aº3• (3.30)

Note that, since we assume ? is exchangeable in its arguments, the system of equations (3.27) is

invariant under the transformation ¹B1– C1– B2– C2º ! ¹�B 2– C2– �B1– C1º. As such, B1 = �B 2 and C1 = C2

at the optimal point, implying that w� = ¹� 1 ¸ � 2º�1 ¹� 1 � � 2º is the optimal classi�er, as for the

chosen linear classi�cation procedure the performance in invariant to the rescalings of the classi�er

vector and therefore we can completely drop B1– B2– C1– C2 from the equations.

ƒ

3.15 Proof of Theorem 11

By Gaussian universality proved in Theorem 9, we analyze the binary classi�cation problem as

follows

Proof. De�ne

R0 := E� 1–� 2w0w)
0 = E� 1–� 2 ¹C� w� ¸ C[ �º ¹C� w� ¸ C[ �º ) =

C2
[ ¹1 � Aº

3
�3 ¸ C2

� E� 1–� 2w� w)
�

=
C2
[ ¹1 � Aº

3
�3 ¸ 2

C2
�

3
¹1 � Aº¹� 1 ¸ � 2º�2 •

Note that the eigenvalue density of R0 is captured by q¹B1– B2º =
C2
[ ¹1�A º

3 ¸ 2C2
� ¹1�A º

3 ¹B1 ¸ B2º�2 ,

assuming ¹B1– B2º � ?, where ? is the joint EPD function of �1 and � 2.
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We would like to start with �nding U. Note that the data matrix X can be decomposed as follows

where G1– G2 are i.i.d. standard normal:

X =
©
­
­
«

G1� 1•2
1

G2� 1•2
2

ª
®
®
¬

¸
©
­
­
«

1 0

0 1

ª
®
®
¬

©
­
­
«

� )
1

� )
2

ª
®
®
¬

•

We then have:

Xw0 =
©
­
­
«

G1� 1•2
1 w0

G2� 1•2
2 w0

ª
®
®
¬

¸
©
­
­
«

1 0

0 1

ª
®
®
¬

©
­
­
«

� )
1 w0

� )
2 w0

ª
®
®
¬

• (3.31)

It is immediate to see that the �rst term of (3.31) is a centered normally distributed random

vector with covariance diag¹w)0 � 1w0– • • • – w)0 � 1w0– w)
0 � 2w0– • • • – w)0 � 2w0º, and therefore its norm

concentrates to
q

=
2w)

0 ¹� 1 ¸ � 2ºw0 = �¹
p

Tr¹� 1 ¸ � 2ºkw0kº according to our assumptions. The

second term of (3.31) is a deterministic vector of norm �¹
p

=kw0k
p

1 � Aº.

Similarly:

y) Xw0 =
�

1) �1 )

� � ©
­
­
«

G1� 1•2
1 w0

G2� 1•2
2 w0

ª
®
®
¬

¸
©
­
­
«

1 0

0 1

ª
®
®
¬

©
­
­
«

� )
1 w0

� )
2 w0

ª
®
®
¬

�
=

�

1) �1 )

� ©
­
­
«

G1� 1•2
1 w0

G2� 1•2
2 w0

ª
®
®
¬

¸
=
2

¹� 1 � � 2º) w0•

(3.32)

Note that we can drop the �rst term of (3.32) compared to the second term. Indeed, the �rst term

is a centered normal random variable with variance=
2w)

0 ¹� 1 ¸ � 2ºw0 = �¹kw 0k2Tr¹� 1 ¸ � 2ºº and

the second term is a deterministic quantity of order �¹=kw0k
p

1 � Aº. Thus

U =
y) Xw0

kXw0k2
=

=
2 ¹� 1 � � 2º) w0

=
2w)

0 ¹� 1 ¸ � 2ºw0 ¸ =
2 ¹� )

1 w0º2 ¸ =
2 ¹� )

2 w0º2
•

Moreover, by independence of � from �8 we can drop the �rst term in ¹�1 � � 2º) w0 = C[ ¹� 1 �

� 2º) � ¸ C � ¹� 1 � � 2º) w� and have

¹� 1 � � 2º) w� = ¹� 1 � � 2º) ¹� 1 ¸ � 2º�1 ¹� 1 � � 2º
P
�! 2¹1 � AºTr¹� 1 ¸ � 2º�1 •
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On the other hand:

� )
1 w0 = C[ � )

1 � ¸ C � � )
1 w� = C[ � )

1 � ¸ C � � )
1 ¹� 1 ¸ � 2º�1 ¹� 1 � � 2º–

which implies that we can drop the cross term in the expansion of ¹�)
1 w0º2:

¹� )
1 w0º2 � C2

[ ¹� )
1 �º 2 ¸ C2

�

�
� )

1 ¹� 1 ¸ � 2º�1 ¹� 1 � � 2º
� 2 P

�!
1 � A

3
C2
[ ¸

C2
� ¹1 � Aº2

32
Tr2¹� 1 ¸ � 2º�1 •

We can drop the �rst without loss of generality as C[ usually does not grow with 3. This implies that

we have for U

U =
=
2

C� ¹1�A º
3 2Tr¹� 1 ¸ � 2º�1

=
2Tr¹R0¹� 1 ¸ � 2ºº ¸ = C2

� ¹1�A º 2

32 Tr2¹� 1 ¸ � 2º�1

=
1
2

C� ¹1�A º
3 2Tr¹� 1 ¸ � 2º�1

1
2Tr¹R0¹� 1 ¸ � 2ºº ¸ C2

� ¹1�A º 2

32 Tr2¹� 1 ¸ � 2º�1
•

Then SGD converges to

min
w

kw � Uw 0k2

B•C y = Xw•

Introducing a Lagrange multiplier v 2 R=:

min
w

max
v

kw � Uw 0k2 ¸ v ) G
©
­
­
«

� 1•2
1

� 1•2
2

ª
®
®
¬

w ¸ v ) Mw � v ) y•

Using Theorem 4 from (Akhtiamov et al., 2025),

min
w

max
v

kw � Uw 0k2 ¸
2Õ

8=1

kE8kg)
8 � 1•2

8 w ¸ k� 1•2
8 wkh)

8 v8 ¸ v )
8 1� )

8 w ¸ v )
8 1¹�1º 8•

Denoting V8 := kv8k and performing optimization over the direction of E8:

min
w

max
V1–V2 �0

kw � Uw 0k2 ¸
2Õ

8=1

V8¹g)
8 � 1•2

8 w ¸ kh 8k� 1•2
8 wk ¸ � )

8 w1 ¸ ¹�1º 81kº•

We have

min
w

max
V1–V2 �0

kw � Uw 0k2 ¸
2Õ

8=1

V8¹g)
8 � 1•2

8 w ¸

r
=
2

q
k� 1•2

8 wk2 ¸ ¹� )
8 w ¸ ¹�1º 8º2º•
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Applying the square root trick to the norm inside the objective we arrive at:

min
g1–g2 �0–w

max
V1–V2 �0

kw � Uw 0k2 ¸
2Õ

8=1

V8g)
8 � 1•2

8 w ¸

r
=
2

V8g8

2
¸

V8

2g8

r
=
2

¹k� 1•2
8 wk2 ¸ ¹� )

8 w ¸ ¹�1º 8º2º•

Introducing W8's as the Fenchel duals for ¹�)
8 w ¸ ¹�1º 8º2 we have:

min
g1–g2 �0–w

max
V1–V2 �0–W1–W2

kw � Uw 0k2 ¸
2Õ

8=1

V8g)
8 � 1•2

8 w ¸

r
=
2

V8g8

2
¸

V8

2g8

r
=
2

¹k� 1•2
8 wk2 ¸ � )

8 wW8 ¸ ¹�1º 8W8 �
W2

8

4
º•

Performing optimization over w yields:

min
g1–g2 �0

max
V1–V2 �0–W1–W2

U2kw0k2 ¸
2Õ

8=1

r
=
2

V8g8

2
¸

r
=
2

V8

2g8
¹W8¹�1º 8 �

W2
8

4
º

�
�
�Uw 0 ¸

1
2

¹V1� 1•2
1 g1 ¸ V 2� 1•2

2 g2º ¸
V1

4g1

r
=
2

W1� 1 ¸
V2
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r
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2

W2� 2

� ) �
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2g1

r
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2g2

r
=
2

� 2
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�
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2 g2º ¸
V1

4g1

r
=
2

W1� 1 ¸
V2

4g2

r
=
2

W2� 2

�
•

We drop the U2kw0k2 from the objective because it does not contain any of the variables the

optimization is performed over and therefore dropping it will not change the optimal values of

V1– V2– W1– W2– g1– g2. We obtain:

min
g1–g2 �0

max
V1–V2 �0–W1–W2

2Õ
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r
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2

V8g8

2
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r
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The objective above can be rewritten in the integral form in the following way:
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r
=
2

� 2º�1 � 2

�2A
¹ ¹

?¹B1– B2º
=V1V2W1W2

32g1g2

1 ¸ V1
2g1

p =
2 B1 ¸ V2

2g2

p =
2 B2

3B13B2•
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Note that

U2w)
0 ¹� ¸

V1

2g1

r
=
2

� 1 ¸
V2

2g2

r
=
2

� 2º�1 w0 ! U 2Tr¹R0¹� ¸
V1

2g1

r
=
2

� 1 ¸
V2

2g2

r
=
2

� 2º�1 º•

Moreover,

Tr¹R0¹� ¸
V1

2g1

r
=
2

� 1 ¸
V2

2g2

r
=
2

� 2º�1 º ! 3
¹ ¹

?¹B1– B2º
q¹B1– B2º

1 ¸ V1
2g1

p =
2 B1 ¸ V2

2g2

p =
2 B2

3B13B2–

and

w)
0 ¹� ¸

V1

2g1

r
=
2

� 1 ¸
V2

2g2

r
=
2

� 2º�1 � 1 !
C� ¹1 � Aº

3
Tr¹¹� ¸

V1

2g1

r
=
2

� 1 ¸
V2

2g2

r
=
2

� 2º�1 ¹� 1 ¸ � 2º�1 º•

The latter term can be derived in the integral form as:

Tr
�
¹� ¸

V1

2g1

r
=
2

� 1 ¸
V2

2g2

r
=
2

� 2º�1 ¹� 1 ¸ � 2º�1
�

! 3
¹ ¹

?¹B1– B2º
¹B1 ¸ B2º�1

1 ¸ V1
2g1

p =
2 B1 ¸ V2

2g2

p =
2 B2

3B13B2•

Since ?¹B1– B2º is exchangeable in its arguments, we see that the latter objective remains invariant

under the transformation that swaps ¹V1– g1– W1º with ¹V2– g2– �W2º. Therefore, V := V1 = V2,

g := g1 = g2, and W := W2 = �W1 holds at the optimal point. The objective then reduces to the

following:

min
g�0

max
V�0–W

r
=
2

Vg ¸

r
=
2

V
g

¹W �
W2

4
º �

¹ ¹
?¹B1– B2º

3U2q¹B1– B2º ¸ 3 ¹B1¸B2ºV2

4 ¸ =V2W2

16g2 ¹1 � Aº

1 ¸ V
2g ¹B1 ¸ B2º

p =
2

3B13B2

(3.33)

� 2C� ¹1 � AºU

r
=
2

¹ ¹
?¹B1– B2º

VW
2g ¹B1 ¸ B2º�1

1 ¸ V
2g

p =
2 ¹B1 ¸ B2º

• (3.34)

Note that W can be found explicitly in terms of V and g as the optimization over W is quadratic.

Denote 40 = kF0k2

3 . To facilitate derivations, let us introduce a few notations. Let

� 1¹
V
g

– Wº :=
¹ ¹

?¹B1– B2º
3U2q¹B1– B2º ¸ =V2W2

16g2 ¹1 � Aº ¸ 2C� ¹1 � AºU
p =

2
VW
2g ¹B1 ¸ B2º�1

1 ¸ V
2g ¹B1 ¸ B2º

p =
2

3B13B2

� 2¹
V
g

– Vº := 3
¹ ¹

?¹B1– B2º
¹B1¸B2ºV2

4

1 ¸ V
2g

p =
2 ¹B1 ¸ B2º

3B13B2•

Thus the objective is

min
g�0

max
V�0–W

�� 1¹
V
g

– Wº � �2¹
V
g

– Vº ¸

r
=
2

Vg ¸

r
=
2

V
g

¹W �
W2

4
º•
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Now taking derivatives w.r.t g yields

mg � 1¹
V
g

– Wº = �
V
g2

mG� 1¹G– Wº

mg � 2¹
V
g

– Vº = �
V
g2

mG� 2¹G– Vº•

Now for V:

mV� 1¹
V
g

– Wº =
1
g

mG� 1¹G– Wº

mV� 2¹
V
g

– Vº =
2
V

� 2¹
V
g

– Vº ¸
1
g

mG� 2¹G– Vº•

Setting the derivative of the objective w.r.t g to 0:

V
g2

mG� 1¹G– Wº ¸
V
g2

mG� 2¹G– Vº ¸

r
=
2

V �

r
=
2

V
g2

¹W �
W2

4
º = 0•

Multiplying by g2 and dropping V yields:

mG� 1¹G– Wº ¸ mG� 2¹G– Vº ¸

r
=
2

g2 �

r
=
2

¹W �
W2

4
º = 0• (3.35)

Derivative w.r.t. V

�
1
g

mG� 1¹G– Wº �
2
V

� 2¹
V
g

– Vº �
1
g

mG� 2¹G– Vº ¸

r
=
2

g ¸

r
=
2

1
g

¹W �
W2

4
º = 0•

Multiplying by g,

�mG� 1¹G– Wº �
2g
V

� 2¹
V
g

– Vº � mG� 2¹G– Vº ¸

r
=
2

g2 ¸

r
=
2

¹W �
W2

4
º = 0•

Therefore the set of equations is:

8>>>><

>>>>
:

mG� 1¹G– Wº ¸ mG� 2¹G– Vº ¸
p =

2g2 �
p =

2 ¹W � W2

4 º = 0

�mG� 1¹G– Wº �2g
V � 2¹ V

g – Vº � mG� 2¹G– Vº ¸
p =

2g2 ¸
p =

2 ¹W � W2

4 º = 0•

Summing the equations yields

�
2g
V

� 2¹
V
g

– Vº ¸ 2

r
=
2

g2 = 0 !
2
V

� 2¹
V
g

– Vº = 2

r
=
2

g–
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which implies

3
¹ ¹

?¹B1– B2º
¹B1¸B2ºV

2

1 ¸ V
2g

p =
2 ¹B1 ¸ B2º

3B13B2 = 2

r
=
2

g•

Multiplying both sides by
p

=
2

3g and introducing \ = V
g we obtain:

¹ ¹
?¹B1– B2º

\
2

p =
2 ¹B1 ¸ B2º

1 ¸ \
2

p =
2 ¹B1 ¸ B2º

º3B13B2 =
=
3

•

This can be rewritten as:

¹ ¹
?¹B1– B2º¹1 �

2
p

2

2
p

2 ¸ \
p

=¹B1 ¸ B2º
º3B13B2 =

=
3

•

We arrive at the following equation for \:

3 � =
3

=
¹ ¹

?¹B1– B2º
2
p

2

2
p

2 ¸ \
p

=¹B1 ¸ B2º
3B13B2• (3.36)

The last equation above can be reformulated in terms of the Stiltjes transform as follows:

2
p

2

\
p

=
( � 1¸� 2 ¹�

2
p

2

\
p

=
º =

3 � =
3

•

After �nding \ from the equation above, we proceed to identify the optimal value of W. We will do

so by taking the derivative of (3.33) by W and setting it to 0:

r
=
2

\
�
1 �

W
2

�
�

¹ ¹
?¹B1– B2º

=\ 2W
8 ¹1 � Aº

1 ¸ \
2 ¹B1 ¸ B2º

p =
2

3B13B2

� U

r
=
2

¹ ¹
?¹B1– B2º

\C� ¹1 � Aº¹B1 ¸ B2º�1

1 ¸ \
2

p =
2 ¹B1 ¸ B2º

= 0•

Dividing both sides by \, factoring
p

= out and using (3.36) we obtain:

W
p

=
�

1

2
p

2
¸

p
=\¹1 � Aº

8
3 � =

3

�

=

r
=
2

� U

r
=
2

¹ ¹
?¹B1– B2º

C� ¹1 � Aº¹B1 ¸ B2º�1

1 ¸ \
2

p =
2 ¹B1 ¸ B2º

•
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Hence, we can �nd W via

W =

 
1
2

¸

p
2=\¹1 � Aº¹3 � =º

83

! �1

�

 

1 � U
¹ ¹

?¹B1– B2º
C� ¹1 � Aº¹B1 ¸ B2º�1

1 ¸ \
2

p =
2 ¹B1 ¸ B2º

!

•

Finally, to �nd g, recall (3.37)

mG� 1¹G– Wº ¸ mG� 2¹G– Vº ¸

r
=
2

g2 �

r
=
2

¹W �
W2

4
º = 0•

Using � 2 is quadratic in its second argument we have:

mG� 1¹G– Wº ¸ g2¹mG� 2¹G– \º ¸

r
=
2

º =

r
=
2

¹W �
W2

4
º•

g2¹mG� 2¹G– \º ¸

r
=
2

º =

r
=
2

¹W �
W2

4
º � mG� 1¹G– Wº•

g2 = ¹mG� 2¹G– \º ¸

r
=
2

º�1 ¹

r
=
2

¹W �
W2

4
º � mG� 1¹G– Wºº•

We have

� 1¹G– Wº :=
¹ ¹

?¹B1– B2º
3U2q¹B1– B2º ¸ =G2W2

16 ¹1 � Aº ¸ 2C� ¹1 � AºU
p =

2
GW
2 ¹B1 ¸ B2º�1

1 ¸ G
2 ¹B1 ¸ B2º

p =
2

3B13B2•
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Then

mG� 1¹G– Wº = �
3U2

2

r
=
2

¹ ¹
?¹B1– B2º

q¹B1– B2º¹B1 ¸ B2º
�
1 ¸ G

2 ¹B1 ¸ B2º
p =

2

� 2
3B13B2

¸
=GW2¹1 � Aº

8

¹ ¹
?¹B1– B2º

1

1 ¸ G
2 ¹B1 ¸ B2º

p =
2

3B13B2

�
=G2W2¹1 � Aº

32

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º
�
1 ¸ G

2 ¹B1 ¸ B2º
p =

2

� 2
3B13B2

� UC� ¹1 � AºW

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º�1

1 ¸ G
2 ¹B1 ¸ B2º

p =
2

3B13B2

¸
UC� ¹1 � AºGW=

4

¹ ¹
?¹B1– B2º

1
�
1 ¸ G

2 ¹B1 ¸ B2º
p =

2

� 2
3B13B2•

Moreover

� 2¹G– \º = 3
¹ ¹

?¹B1– B2º
¹B1¸B2º \ 2

4

1 ¸ G
2

p =
2 ¹B1 ¸ B2º

3B13B2•

Then

mG� 2¹G– \º = �
3\ 2

8

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º2

�
1 ¸ G

2

p =
2 ¹B1 ¸ B2º

� 2
3B13B2•

Thus, all in all:

g2 =
� r

=
2

�
3\ 2

8

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º2

¹1 ¸ \
2

p =
2 ¹B1 ¸ B2ºº2

3B13B2

� �1

�
� r

=
2

�
W �

W2

4

�
¸

3U2

2

r
=
2

¹ ¹
?¹B1– B2º

q¹B1– B2º¹B1 ¸ B2º

¹1 ¸ \
2 ¹B1 ¸ B2º

p =
2º2

3B13B2

�
=\W2¹1 � Aº

8

¹ ¹
?¹B1– B2º

1

1 ¸ \
2 ¹B1 ¸ B2º

p =
2

3B13B2

¸
=\ 2W2¹1 � Aº

32

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º

¹1 ¸ \
2 ¹B1 ¸ B2º

p =
2º2

3B13B2

� UC� ¹1 � AºW

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º�1

1 ¸ \
2 ¹B1 ¸ B2º

p =
2

3B13B2

¸
UC� ¹1 � Aº\W=

4

¹ ¹
?¹B1– B2º

1

¹1 ¸ \
2 ¹B1 ¸ B2º

p =
2º2

3B13B2

�

W =

 
1
2

¸

p
2=\¹1 � Aº¹3 � =º

83

! �1  

1 � U
¹ ¹

?¹B1– B2º
C� ¹1 � Aº¹B1 ¸ B2º�1

1 ¸ \
2

p =
2 ¹B1 ¸ B2º

!

• (3.37)
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The generalization error can be found through &
�

1� W
2p

g2� ¹ W
2 º2

�
.

Single direction case.

In the special case when �1 = � 2 = f 2 I 3
3 we obtain as R0 =

C2
[ ¹1�A º

3 �3 ¸ 2 C2
�
3 ¹1 � Aº¹� 1 ¸ � 2º�2 :

U =
y) Xw0

kXw0k2

=
C� ¹1�A º

3 Tr¹� 1 ¸ � 2º�1

1
2Tr¹R0¹� 1 ¸ � 2ºº ¸ C2

� ¹1�A º 2

32 Tr2¹� 1 ¸ � 2º�1

=
C� 3

2f 2

1
3 f 2¹C2

[ ¸ C2
�

32

2f 4 º ¸ C2
� ¹1 � Aº 32

4f 4

•

We also have

U =
C� ¹1 � Aº 3

2f 2

C2
[ ¹1�A º

23 Tr2f 2

3 I ¸ C2
�
3 ¹1 � AºTr¹ 2f 2

3 Iº �1 ¸ C2
� ¹1�A º 2

32 Tr2¹ 2f 2

3 Iº �1

=
C� ¹1 � Aº 3

2f 2

C2
[ ¹1�A º f 2

3 ¸ 3C2
� ¹1�A º
2f 2 ¸ C2

� ¹1�A º 232

4f 4

=
C� 3

2f 2

C2
[ f 2

3 ¸ 3C2
�

2f 2 ¸ C2
� ¹1�A º3 2

4f 4

=
C� 3

2f 2

f 2

3 ¹C2
[ ¸ C2

�
32

2f 4 º ¸ C2
� ¹1 � Aº 32

4f 4

•

Multiplying both sides by C� ¹1 � Aº 3
2f 2 we arrive at:

� := UC� ¹1 � Aº
3

2f 2
=

1

f 2

3¹1�A º ¹
C2
[

C2
�

4f 4

32 ¸ 2º ¸ 1
• (3.38)

Note that plugging in w0 = C� ¹� 1 ¸ � 2º�1 ¹� 1 � � 2º ¸ C[ � for � 1 = � 2 = f 2

3 I 3 into the expression

for the generalization error yields

40 = &
©
­
­
«

� )
1 w0

q
w)

0 � 1w0

ª
®
®
¬

= &
©
­
­
«

C� ¹1 � Aº 3
2f 2

q
C2
� ¹1 � Aº 3

2f 2 ¸ f 2

3 C2
[ ¹1 � Aº

ª
®
®
¬

•
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Taking &�1 of both sides and then squaring them we arrive at:

& �1 ¹40º2 =
C2
� ¹1 � Aº2 32

4f 4

C2
� ¹1 � Aº 3

2f 2 ¸ f 2

3 C2
[ ¹1 � Aº

=
1

f 2

¹1�A º3

�
2 ¸ 4 f 4

32

C2
[

C2
�

� •

This yields that by taking d :=3¹1�A º
f 2

C[

C�
=

3
2f 2

r
d

& �1 ¹40º2
� 2 =

d
2¹1 � Aº

r
d

& �1 ¹40º2
� 2•

We thus obtain from (3.38):

� =
1

& �1 ¹40º�2 ¸ 1
=

& �1 ¹40º2

& �1 ¹40º2 ¸ 1
= 1 �

1
& �1 ¹40º2 ¸ 1

• (3.39)

We proceed to �nd \ next. From the general case we had

2
p

2

\
p

=
( � 1¸� 2 ¹�

2
p

2

\
p

=
º =

3 � =
3

•

Now plugging for the distribution of �1– �2 yields

1 ¸ \

r
=
2

f 2

3
=

3
3 � =

\

r
=
2

f 2

3
=

=
3 � =

\ =
3
p

2=
¹3 � =ºf 2

•

Using (3.38) we can simplify the last expression above:

W =

 
1
2

¸

p
2=\¹1 � Aº¹3 � =º

83

! �1  

1 � U
¹ ¹

?¹B1– B2º
C� ¹1 � Aº¹B1 ¸ B2º�1

1 ¸ \
2

p =
2 ¹B1 ¸ B2º

!

=

 
1
2

¸

p
2=\¹1 � Aº¹3 � =º

83

! �1  

1 �
�

1 ¸ \
2

p =
2 ¹B1 ¸ B2º

!

= ©
­
«

1
2

¸

p
2= 3

p
2=

¹3�=º f 2 ¹1 � Aº¹3 � =º

83
ª
®
¬

�1

©
­
«

1 �
�

1 ¸ 3
p

2=
2¹3�=º f 2

p =
2

2f 2

3 º

ª
®
¬

•

Thus we can write for W

W =

 
1
2

¸
= 2

f 2 ¹1 � Aº

8

! �1 �
1 �

�
1 ¸ =

3�=

�

=
�
1
2

¸
=¹1 � Aº

4f 2

� �1 �
1 �

3 � =
3

¹1 �
1

& �1 ¹40º2 ¸ 1
º
�

=
=
3 ¸ 3�=

3
1

& �1 ¹40 º2¸1
1
2 ¸ d

4^

where d :=
3¹1 � Aº

f 2
•
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Furthermore, we have for g2

g2 =
� r

=
2

�
3\ 2

8

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º2

¹1 ¸ \
2

p =
2 ¹B1 ¸ B2ºº2

3B13B2

� �1

� r
=
2

¹W �
W2

4
º ¸

3U2

2

r
=
2

¹ ¹
?¹B1– B2º

q¹B1– B2º¹B1 ¸ B2º

¹1 ¸ \
2 ¹B1 ¸ B2º

p =
2º2

3B13B2

�
=\W2¹1 � Aº

8

¹ ¹
?¹B1– B2º

1

1 ¸ \
2 ¹B1 ¸ B2º

p =
2

3B13B2

¸
=\ 2W2¹1 � Aº

32

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º

¹1 ¸ \
2 ¹B1 ¸ B2º

p =
2º2

3B13B2

� UC� ¹1 � AºW

r
=
2

¹ ¹
?¹B1– B2º

¹B1 ¸ B2º�1

1 ¸ \
2 ¹B1 ¸ B2º

p =
2

3B13B2

¸
UC� ¹1 � Aº\W=

4

¹ ¹
?¹B1– B2º

1

¹1 ¸ \
2 ¹B1 ¸ B2º

p =
2º2

3B13B2

�
•

Simplifying furthermore yields

g2 =
�
1 �

3
=

¹ ¹
?¹B1– B2º

=2

¹3�=º 2

32

¹3�=º 2

3B13B2

� �1

�
¹W �

W2

4
º ¸

¹ ¹ U2?¹B1– B2º¹1 � Aº2¹C2
[ ¸ C2

�
32

2f 4 ºf 2

3¹1 � Aº¹ 3
3�= º2

3B13B2

�
= 23

¹3�=º f 2 W2¹1 � Aº

8

¹ ¹
?¹B1– B2º

1
3

3�=

3B13B2

¸
= 2=32

¹3�=º 2 f 4 W2¹1 � Aº

32

¹ ¹
?¹B1– B2º

2f 2

3

¹ 3
3�= º2

3B13B2

� UC� ¹1 � AºW
¹ ¹

?¹B1– B2º
3

2f 2

3
3�=

3B13B2

¸
UC� ¹1 � Aº 23

¹3�=º f 2 W=

4

¹ ¹
?¹B1– B2º

1

¹ 3
3�= º2

3B13B2

�
•

Further manipulation leads to

g2 =
^

^ � 1

�
W �

W2

4
¸

� 2

& �1 ¹40º2

�
1 �

1
^

� 2

�
dW2

4^
¸

dW2

8^2

� �W
�
1 �

1
^

�
¸

�
1 �

1
^

�
1
^

�W
�

=
^

^ � 1

�
W �

W2

4
¸

� 2

& �1 ¹40º2

�
1 �

1
^

� 2

�
dW2

4^
¸

dW2

8^2
�

�
1 �

1
^

� 2

�W
�

=
^

^ � 1

� �
d

8^2
�

d
4^

�
1
4

�
W2 ¸

�
1 � ¹1 �

1
^

º2�
�

W ¸
� 2

& �1 ¹40º2
¹1 �

1
^

º2
�
•
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Recall that � = 1 � 1
& �1 ¹40 º2¸1 and �

& �1 ¹40 º2 = 1 � �. Hence, we obtain:

g2 =
^

^ � 1

� � d
8^2

�
d
4^

�
1
4

�
W2 ¸

�
1 � ¹1 �

1
^

º2�
�
W ¸ �¹1 � �º ¹1 �

1
^

º2
�
• (3.40)

On the other hand, W =
1� ¹1� 1

^ º �
1
2 ¸ d

4^
and � = 1 � 1

& �1 ¹40 º2¸1 combining these fact with 3.40 yields

4? = &

 �
& �1 ¹40º2¹2^ ¸ d � 2º ¸ d

� p
^¹^ � 1º

r

¹2^ ¸ dº
�
¹4^ � 2º& �1 ¹40º4 ¸ & �1 ¹40º2

�
2^3 ¸ ^ 2d � 2^¹d � 1º ¸ d

�
¸ 2^ 2

�

!

•

ƒ
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C h a p t e r 4

ONE-BIT QUANTIZATION FOR RANDOM FEATURES MODELS

This chapter is based on joint work with Reza Ghane and Babak Hassibi (Akhtiamov,

Ghane, and Hassibi, 2025b).

The success of deep neural networks in tasks such as image recognition, natural language

processing, and reinforcement learning has come at the cost of escalating computational

and memory requirements. Modern models, often comprised of billions of parameters,

demand signi�cant resources for training and inference, rendering them impractical for

deployment on resource-constrained devices like mobile phones, embedded systems, or

IoT devices. To address this challenge, weight quantization�reducing the precision of

neural network weights�has emerged as a promising technique to lower memory footprint

and accelerate inference. In particular, one-bit quantization, which restricts weights to

f¸1– �1g, o�ers extreme compression (e.g., � 32� memory reduction for 32-bit �oats) and

enables e�cient hardware implementations using bitwise operations. Various works have

explored the possibility of network quantization in the recent years. In particular, for Large

Language Models (LLMs), some post-training have been able to reduce the model size via

�ne-tuning. Examples of such approach include GPTQ (Frantar et al., 2022) which can

quantize a 175 billion GPT model to 4 bits and QuIP which (Chee et al., 2023) compresses

Llama 2 70B to 2 and 3 bits. Furthermore, quantization-aware training approaches, such

as Bitnet (Wang et al., 2023), Bitnet 1.58b (Ma et al., 2024), have been able to achieve

one-bit language models with comparable performance to the models from the same weight

class. For a recent survey on e�cient LLMs we refer to (Xu et al., 2024). Such results are

desirable as they pave the way for bringing foundational models to edge devices by reducing

memory requirements and reducing the inference time. However, while the aforementioned

empirical approaches have demonstrated practical success, the theoretical foundations of
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one-bit quantization remain underexplored, limiting our ability to predict its performance

and design improved training algorithms.

This paper investigates the generalization properties of one-bit quantization in the Random

Features model, a simpli�ed framework that captures key properties of wide neural

networks while being amenable to rigorous analysis. Introduced by Rahimi and Recht

(Rahimi and Recht, 2007), the Random Features model approximates kernel methods

and corresponds to the in�nite-width limit of neural networks under certain conditions

(Jacot, Gabriel, and Hongler, 2018). By studying quantization in this model, we aim

to uncover fundamental principles that govern the trade-o�s between compression and

performance in neural networks, leading to memory savings and inference speed-ups. Our

main contributions are twofold:

1. Lossless Quantization of Hidden Layers: We prove that, for su�ciently wide

Random Features models, quantizing the weights of all layers except the last to one

bit incurs no loss in generalization error. This surprising result is established via

a Gaussian Universality (GU) and Gaussian Equivalence (GE): GU implies that the

test error of the linear model trained on the outputs of the random features matches

the test error of the linear model trained on Gaussians with the same covariance; GE

implies that the covariance of the random features, and the necessary characteristics

of the latter covariance, are the same for the quantized and unquantized weights.

2. Precise Characterization of the Test error of Deep Random Features model:

In the proportional regime, we rigorously characterize the generalization error of

Random Features model with quantized weights with multiple layers and express the

generalization error in terms of a few scalar variables.

The rest of the paper is organized as follows: Section 4.1 introduces the Random Features
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model and our notation, reviews Stochastic Mirror Descent and its implicit regularization

properties, and presents the Gaussian Universality and Gaussian Equivalence principles that

form the foundation of our analysis. Section 4.2 reviews related work on Random Features

models and Gaussian universality. Section 4.3 details our main theorems on quantization,

Section 4.4 discusses our approach and contributions, and Section 4.5 presents numerical

validations of our theoretical �ndings.

4.1 Preliminaries

Throughout the paper we use bold letters for vectors and matrices.

Lipschitz Concentration Property

The following de�nition will be necessary for presenting our main result.

De�nition 6 (Lipschitz Concentration Property). A random vector z 2 R3 satis�es the

Lipschitz Concentration Property (LCP) with parameter f if for any !-Lipschitz function

5 : R3 ! R, the random variable 5 ¹zº � E» 5 ¹zº¼ is subgaussian with parameter !f. That

is, for all C ¡ 0:

P
� ��
� 5 ¹zº � E» 5 ¹zº¼

�
�
� � C

�
� 2 exp

�
�

C2

2! 2f 2

�
•

Problem Setting

We consider a Random Features model de�ned as follows:

ˆ Input and Output: Let x 2 R 3 denote the input vector, and H 2 R denote the target.

The dataset consists of = samples ¹x8– H8º. Furthermore, we assume that the data

x satis�es De�nition 6 with f 2 = $
�

1
3

�
. We also assume that x is centered, i.e.,

Ex = 0. Denote � = Exx) . Then the assumptions made in this bullet imply that

^¹�º =
f 1

f <
= $¹1º and Tr¹�º = $¹1º–

where f1– • • • – f< are the eigenvalues of � in the decreasing order. In other words,

the matrix � is well-conditioned and normalized so that the norms of the inputs
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kxk2 = $¹1º.

ˆ Model Architecture: The Random Features model is a neural network with ! hidden

layers and an activation function q:

� Hidden layers: The input to each hidden layer is mapped to a feature vector via

random weights W 2 R3� �3 � �1 , where 3��1 is the number of input features to

layer � and 3� is the number of output features. Each entry W8 9� N
�
0– 1

3� �1

�

for the non-quantized model and W8 9 � 1p
3� �1

Unif ¹�1– ¸1º for the quantized

model. Note that the coe�cient 1
3� �1

is necessary to ensure that the quantized

model has the same second order statistics as the non-quantized model. The

map for the �-th hidden layer is q� ¹x��1 º = q¹W ¹�º x¹��1º º and x¹0º = x is the

input distribution.

� Last layer: The output is a linear combination of features,

5 ¹x– a– W1– • • • – W! º = a> x¹!º –

where a 2 R3! is the output layer weights.

ˆ Quantization: One-bit quantization maps weights in the hidden layer � to

1p
3� �1

f¸1– �1g by preserving the normalization and taking the sign of each entry.

Since the hidden layers for the non-quantized model are gaussian, this means that

for the quantized model. Note that we quantize only the hidden layers and do not

quantize the last layer a and the data x. As a motivation, note that the majority of the

memory is taken up by the weights in the hidden layers for our model and, therefore,

we reduce memory requirements almost by a factor of 32 assuming the non-quantized

model has 32-bit weights. Moreover, we demonstrate empirically that the presented

scheme leads to almost 4X inference speed ups for su�ciently wide hidden layers.

ˆ Training procedure: We assume that the last layer is trained to minimize an arbi-

trary di�erentiable convex loss function satisfying minCL¹Cº = L¹0º = 0, i.e., the
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following optimization is performed, via Stochastic Mirror Descent:

min
a

=Õ

8=1

L
�
H8 � 5 ¹x8– a– W1– • • • – W! º

�
•

Moreover, we assume that the model is over-parametrized, i.e., the number of param-

eters in the last layer exceeds the number of data points. Over-parametrization is a

common assumption in modern machine learning.

ˆ Ground truth: We assume that the labels are generated according to

H = 5 ¹x– a� – W1– • • • – W! º• (4.1)

Here, a� is a ground truth parameter that we take to be a� � N ¹0– I
3!

º, as it is natural

to assume the ground truth is a "generic" vector.

ˆ Performance Metric: We measure performance of a trained model via the MSE loss:

Ex»¹ 5 ¹x8– a– W1– • • • – W! º � Hº2¼•

ˆ Scaling: We assume 3 ! 1 and the hidden layer dimensions grow proportionally,

i.e., W� = 3�
3 is constant for � = 1– • • • – !.

Stochastic Mirror Descent and Implicit Regularization

Stochastic Mirror Descent (SMD) generalizes Stochastic Gradient Descent (SGD) by em-

ploying a strictly convex, di�erentiable mirror map k. For a loss function L¹w; x– Hº and

data f¹x1– H1º– • • • – ¹x=– H=ºg, the SMD update at step C is

rk¹w C¸1º = rk¹w Cº � [r
=Õ

8=1

L¹w C; x8– H8º•

Note that taking k¹wº =kwk2

2 corresponds to the usual gradient descent:

wC¸1 = wC� [r
=Õ

8=1

L¹w C; x8– H8º•
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Implicit regularization refers to the phenomenon where optimization algorithms naturally

favor solutions minimizing certain characteristics of the weights without explicit regulariza-

tion terms in the objective function. In over-parameterized linear models, where the number

of parameters exceeds the number of samples (3 ¡ =), SMD exhibits a crucial implicit bias

property (Azizan, Lale, and Hassibi, 2021): among all interpolating solutions, i.e., solutions

satisfying Xw = y, it chooses the solution that minimizes the Bregman divergence from the

initialization w0. In other words, the following holds:

lim
C!1

wC= arg min
w

� k ¹w– w0º subject to Xw = y– (4.2)

where the Bregman divergence is de�ned as

� k ¹w– w0º = k¹wº � k¹w 0º � rk¹w 0º) ¹w � w 0º•

For the gradient descent with initialization w0 � 0, (4.2) takes the following simple form:

lim
C!1

wC= arg min
w

kwk2
2 subject to Xw = y• (4.3)

Gaussian Universality

Theorem 13, presented in (Ghane, Akhtiamov, and Hassibi, 2024), establishes a universality

result for linear regression with implicit regularization in the over-parameterized regime,

where the number of features 3 exceeds the number of samples =. The theorem demon-

strates that the test error for the linear model trained on any feature matrix satisfying certain

technical conditions is asymptotically equivalent to the test error of the same linear model

trained on the Gaussian distribution with matching covariance. Gaussian Universality sim-

pli�es the analysis of model performance, making it tractable to predict the generalization

error using techniques for working with Gaussian data, such as Gaussian Comparison In-

equalities. In this subsection, for the sake of completeness, we present Theorem 13. The

following assumptions are required for Theorem 13:
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Assumptions 5. 1. Feature Matrix X 2 R=�3 : The rows of X, denoted x8 2 R3 for

8 = 1– • • • – =, are independently and identically distributed (i.i.d.) from a distribution

P with mean � 2 R3 and covariance � 2 R3�3 . The distribution satis�es:

ˆ Bounded moments up to the sixth order: For each row x8, E»kx8� �k @
2¼ = $¹1º

for @ � 6.

ˆ Bounded mean: k�k22 = $¹1º.

ˆ Covariance condition: For any �xed vector v 2 R3, the quadratic form v) �v

has vanishing variance in the sense that Var¹x)
8vº = $¹1•3º as 3 ! 1.

ˆ Minimum singular value: The smallest singular value of XX) 2 R=�= , denoted

f min¹XX ) º, satis�es fmin¹XX ) º = 
¹1º with high probability, ensuring X is

well-conditioned.

2. Target Labels (y 2 R=): The labels y are generated as y = Xw� ¸ �, where w � 2 R3

is a �xed true parameter vector with kw� k2 = $¹1º, and the noise � 2 R= has i.i.d.

sub-Gaussian entries with mean zero and variance f2 = $¹1º.

3. Mirror Map (k : R 3 ! R): The mirror map k is "-strongly convex (i.e., r 2k � "I 3

for some " ¡ 0), three times di�erentiable with bounded third derivatives (kr3kk =

$¹1º), and satis�es k¹0º = $¹3º. Moreover, the gradient of the mirror map at the

solution wX, denoted rk¹wXº, satis�es krk¹wXºk2 = $¹
p

3º with high probability.

4. Over-parameterization: The dimensions 3 (number of parameters) and = (number

of samples) tend to in�nity with a �xed ratio 3•= = ^ ¡ 1, ensuring an over-

parameterized regime where the number of parameters exceeds the number of sam-

ples.

Theorem 13 ((Ghane, Akhtiamov, and Hassibi, 2024)). Let X 2 R=�3 be a feature matrix

whose rows are sampled from a disribution P with mean � 2 R3 and covariance � 2 R3�3

and y 2 R= be the labels satisfying Assumptions 5. Let G 2 R=�3 be a matrix with
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independent rows sampled from N ¹�– �º. De�ne wX and wG to be the SMD solutions with

a mirror k trained on X and G, respectively, for some initialization w0:

wX = arg min
w

� k ¹w– w0º subject to Xw = y (4.4)

wG = arg min
w

� k ¹w– w0º subject to Gw = y• (4.5)

Then, asymptotically, the following holds for any Lipschitz function 6 in probability:

lim
=!1

�
�
�6¹wXº � 6¹w Gº

�
�
� = 0•

In particular, taking 6¹wº =
p

w) �w ensures that wX and wG yield equal test MSE losses

as 3 grows large.

Gaussian Equivalence

We utilize the Gaussian Equivalence Principle (GEP) to characterize the covariance

matrices of the outputs of the Random Features layers. Recall that the latter outputs are

de�ned via

q� ¹x��1 º = q¹W ¹�º x¹��1º º for � = 1– • • • – !•

Here, x¹0º = x 2 R3 is the input, W¹�º 2 R3� �3 � �1 is a random weight matrix with i.i.d. en-

tries. Namely, W8 9� N
�
0– 1

3� �1

�
for the full precision model and W8 9� 1p

3� �1
Unif ¹�1– ¸1º

for the one-bit quantized model, 30 = 3 and q : R ! R is an odd nonlinearity function.

De�ne the covariance of the �-th hidden layer by �� , i.e.,

� � = Ex¹�º x¹�º )
•

In the proportional high-dimensional limit,

=– 3– 31– • • • – 3! ! 1– =•3 = �¹1º–
3��1

3�
= �¹1º– � = 1– • • • !–

GEP provides a recipe for �nding �� via the following recursive relations:

� � � d 2
�–1W� � ��1 W>

� ¸ d 2
�–2I 3� –
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where

d�–1 =
1

f 2
��1

EI�N ¹0–f 2
� �1 ºIq¹Iº

d2
�–2 = EI�N ¹0–f 2

� �1 ºq¹Iº 2 � f 2
��1 d2

�–1

f 2
� =

Tr¹� � º
3�

–

with the initial conditions

� 0 = � and f 2
0 =

Tr¹�º
3

•

4.2 Related Works

In this section, we provide a brief overview of existing works relevant to our setting.

The Random Features (RF) model (Rahimi and Recht, 2007) has been the subject of

extensive study in recent years. The generalization error of the RF model with a single

hidden layer has been analyzed in many di�erent contexts within the high-dimensional

proportional regime. These include settings where the last layer is trained using a ridge

regression objective (Gerace et al., 2020; Dhifallah and Lu, 2020; Ghorbani et al., 2021;

Mei and Montanari, 2022; Goldt et al., 2022), or where a is taken to be the minimum

� 2-norm interpolating solution (Hastie et al., 2022). Furthermore, for binary classi�cation

tasks, the performance of the last layer as either an �2 (Montanari et al., 2019a) or �1 (Liang

and Sur, 2022) max-margin classi�er has been analyzed. Since the Random Features

model resembles neural networks at initialization, one line of work (Moniri et al., 2023)

has considered the generalization error after taking a single step of gradient descent on the

hidden layer. Other settings studied include adversarial training (Hassani and Javanmard,

2024), the attention mechanism as a Random Features model (Fu et al., 2023), and more

recently, RFs in the non-asymptotic regime (De�lippis, Loureiro, and Misiakiewicz, 2024).

RFs with multiple hidden layers have remained underexplored compared to those with single

hidden layer. The paper (Schröder et al., 2023) rigorously proved the Gaussian universality

of the test error for the last layer trained using ridge regression on the same task as described
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in Subsection 4.1. A concurrent paper (Bosch, Panahi, and Hassibi, 2023) proved a similar

universality result for much more general convex losses and regularizers. Furthermore,

(Schröder et al., 2023) provided a conjecture for the universality of the test error for more

general convex losses and regularizers, as well as for cases where the structures of the

learner and the ground-truth di�er. In (Schröder et al., 2024), they extended these results

to networks whose weights are not necessarily isotropic, imposing a general covariance

structure on the weights per layer for ridge regression with squared loss. They went

beyond the well-speci�ed settings of (Bosch, Panahi, and Hassibi, 2023; Schröder et al.,

2023) and provided an expression for the test error where the ground truth and the learner

features di�er. They also conjectured a Gaussian equivalence model for multiple layers.

To investigate the e�ect of the covariance structure of weights on the performance of RFs,

(Zavatone-Veth and Pehlevan, 2023) used the non-rigorous replica method to characterize

the test error of a linear Random Features model, where the last layer is trained using

ridge regression to learn a linear ground truth function. In (Cui, Krzakala, and Zdeborová,

2023), the authors computed the Bayes-optimal test error for estimating the target function

in both classi�cation and regression tasks for a deep Random Features model. They also

provided a conjecture for the recursion on the population covariance of the layers, which

was mentioned by (Bosch, Panahi, and Hassibi, 2023; Schröder et al., 2023; Schröder et al.,

2024).

Gaussian universality plays a key role in reducing problems with non-Gaussian distributions

to equivalent problems involving Gaussian distributions that match the �rst and second

moments of the original distribution. This phenomenon has been actively investigated for

various statistical inference problems, such as the universality of the test error of classi�ers

and regressors obtained through ridge regression or gradient descent. For an incomplete

list, see (Montanari and Nguyen, 2017; Panahi and Hassibi, 2017; Oymak and Tropp, 2018;

Abbasi, Salehi, and Hassibi, 2019b; Montanari and Saeed, 2022; Han and Shen, 2023;

Lahiry and Sur, 2023; Dandi et al., 2023; Ghane, Akhtiamov, and Hassibi, 2024; Ghane
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et al., 2025a). In the context of Random Features models, the universality of the test error

for regression was rigorously proved by (Hu and Lu, 2022; Bosch, Panahi, and Hassibi,

2023; Montanari and Saeed, 2022; Schröder et al., 2023).

The Gaussian Equivalence property is a framework used in the context of Random Features

models. It allows for recursive characterization of layer-wise statistics and provides theoret-

ical justi�cation for analyzing neural networks through their Gaussian approximations. An

interested reader can refer to Section 4.1 for details on Gaussian Universality and Gaussian

Equivalence. This principle has been used in many recent works, such as (Goldt et al.,

2020; Bosch, Panahi, and Hassibi, 2023; Hu and Lu, 2022; Schröder et al., 2023; Schröder

et al., 2024; De�lippis, Loureiro, and Misiakiewicz, 2024). The paper (Hu and Lu, 2022)

was the �rst to provide a rigorous proof of Gaussian Equivalence for Random Features

Models with one hidden layer. The subsequent papers (Bosch, Panahi, and Hassibi, 2023;

Schröder et al., 2023) have proved di�erent forms of Gaussian Equivalence for deep RF

models. It should be mentioned that all works mentioned in this paragraph operate under

the assumptions that the random features are Gaussian.

Theoretical analyses of quantization and pruning are limited in the literature.The investigated

topics include post-training quantization (Zhang et al., 2025), training-aware quantization

(AskariHemmat et al., 2024), analysis of generalization error of linear models for binary

classi�cation (Akhtiamov, Ghane, and Hassibi, 2024), multiclass classi�cation (Ghane et

al., 2025a), and pruning in the context of random features model (Chang et al., 2021).

4.3 Main Results

The following theorem, which is the main result of our work, provides a precise asymptotic

characterization of the test loss for the quantized and non-quantized Random Features

Models. Since we obtain the same expression for both, we conclude that quantizing the

hidden layers to one bit naively does not lead to any degradation of performance for the

Random Features Models as long as the model and the dataset are big enough and both
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models are trained via SMD using the same smooth mirror function.

Theorem 14. Let 5 ¹x– a– W1– • • • – W! º be the Random Features Model de�ned in Subsection

4.1, where W1 2 R31�3 – • • • – W! 2 R3! �3 ! �1 are either full precision weights sampled

i.i.d. from W�
8 9 � N

�
0– 1

3� �1

�
or one-bit quantized weights sampled i.i.d. from W�

8 9 �

1p
3� �1

Unif ¹�1– ¸1º. Assume that

ˆ The data x 2 R3 satis�es Ex = 0 along with the LCP property from De�nition 6 with

f 2 = $
�

1
3

�
.

ˆ The activation function q is odd and has bounded �rst, third, and �fth derivatives.

ˆ The dimension of the last layer 3! exceeds the number of training samples = and the

last layer a is trained to minimize the following objective using SMD with a mirror k

satisfying Assumptions 5 initialized at a0 2 R3! :

min
a

=Õ

8=1

L
�
H8 � 5 ¹x8– a– W1– • • • – W! º

�
•

ˆ The labels H are generated using a ground truth a� � N ¹0– I
3!

º as de�ned in (4.1).

Then, in the asymptotic proportional regime

=– 3– 31– • • • – 3! ! 1–

=
3

–
3
31

– • • • –
3!�1

3!
= �¹1º–

the test loss satis�es

Ex»¹ 5 ¹x– a– W1– • • • – W! º � Hº2¼ ! g = g ¹!º •

Here, convergence means convergence in probability and g can be found by solving a system

of elaborate nonlinear scalar deterministic equations, which follow from (4.40) for the case

of general mirrors and are simpli�ed for the case of SGD in (4.36). It should be noted that
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(4.40) and (4.36) are min-max optimization objectives and g can be found by solving the

corresponding saddle-point equations.

In particular, asymptotically, the error does not depend on the realizations of W1– • • • – W!

and does not change if we replace W1– • • • – W! by

sign¹W1º
p

31
– • • • –

sign¹W! º
p

3!
–

where sign is applied entry-wise.

Remark 15. Examples of data satisfying LCP with f2 = $
�

1
3

�
include x = g � N ¹0– �º

for � such that Tr¹�º = $¹1º and ^¹�º = f max
f min

= $¹1º, as well as x = 5 ¹gº for any

Lipschitz 5 with bounded Lipschitz constant and the same g de�ned as above.

Remark 16. We observe a close match between the performances of Gaussian and

Rademacher Random Features trained to classify points from MNIST dataset with ReLU

activation function in Section 4.5. As such, we believe that it should be possible to extend

Theorem 14 to non-centered data and non-odd activation functions. The main technical

obstacle for this is establishing Gaussian Equivalence results applicable to the latter

scenario. We leave this as an important direction for future work.

Remark 17. While we postpone presentation of the exact non-linear equations from The-

orem 14 de�ning g to (4.40) and (4.36) in the Appendix C, we would like to provide the

essence here. To �nd g for a general smooth mirror k, one needs to solve a nonlinear scalar

deterministic system of equations involving 2! scalar parameters. For the case of SGD,

i.e., when the mirror k¹�º =1
2k � k2

2, the number of unknown parameters could be reduced

to !. This way, we obtain a deterministic system of equations that de�nes the test MSE loss

implicitly for both Gaussian and appropriately normalized Rademacher weights. To the

best of our knowledge, our work is the �rst work characterizing the test loss for normalized

Rademacher Random Features via a �nite number of scalar equations.
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4.4 Our Approach and Contributions

Our approach is di�erent from (Bosch, Panahi, and Hassibi, 2023) and (Schröder et al.,

2023), as we start with invoking Gaussian Universality for the last layer and only afterwards

do we apply Gaussian Equivalence Principle to calculate the covariance of the last layer.

This approach allows us to analyze the generalization error of the solutions obtained via

Stochastic Mirror Descent with smooth mirrors and arbitrary convex losses, extending

results available in the literature. Indeed, to the best of our knowledge, the only examples

considered in the literature previously are ridge regression (Gerace et al., 2020; Dhifallah

and Lu, 2020; Ghorbani et al., 2021; Mei and Montanari, 2022; Goldt et al., 2022), SGD

initialized at 0 (Hastie et al., 2022) and the �2 (Montanari et al., 2019a) and �1 (Liang and

Sur, 2022) max-margin classi�ers. In addition, we prove Gaussian Equivalence for deep

Random Features Models (! ¡ 1), while (Schröder et al., 2023) leaves the case ! ¡ 1 as a

conjecture for objectives other than ridge regression and (Bosch, Panahi, and Hassibi, 2023)

takes an additional expectation with respect to the weights in the Gaussian Equivalence part.

Other works (Montanari and Saeed, 2022; De�lippis, Loureiro, and Misiakiewicz, 2024;

Schröder et al., 2024) are more similar to this chapter, as they apply related universality

results to the output of the last layer as well. The main di�erences between (Montanari

and Saeed, 2022; De�lippis, Loureiro, and Misiakiewicz, 2024; Schröder et al., 2024) and

our work are that we extend their results to the case of normalized Rademacher features

to capture the one-bit quantization of weights, and we apply additional steps to show that

the test error converges to a deterministic quantity independent of the realizations of the

weights.

After combining Gaussian Universality with Gaussian Equivalence, we proceed to apply

Convex Gaussian Min-Max Theorem (CGMT) (Thrampoulidis, Oymak, and Hassibi, 2014;

Akhtiamov et al., 2025) to each hidden layer one by one to prove that the error concentrates

with respect to the randomness in each W� as well. For Gaussian weights, this application

is more straightforward, while for normalized Rademacher weights we have to employ an
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additional step and apply another result (Han and Shen, 2023) that says that CGMT can

be applied to many other i.i.d. subgaussian designs. This allows us to derive identical

expressions for the test losses for both Gaussian and Rademacher models and conclude that

one-bit quantization does not lead to any deterioration in performance for Random Features

Models. This aspect of our work is novel as well: to the best of our knowledge, our work is

the �rst to derive expressions for deep non-Gaussian Random Features.

4.5 Numerical Experiments

We validate our theoretical results through experiments on Random Features models with

Gaussian Weights and with one-bit quantized weights with last layer trained on synthetic

Gaussian data and MNIST(Deng, 2012). For the Gaussian data, we used tanh activation

function and trained the last layer with SGD as well as with negative entropy mirror. For

MNIST, we used ReLU activations and trained the last layer using SGD.

One-Bit Quantization

Synthetic Data

We verify that one-bit quantization incurs no loss by comparing test MSE between Gaussian

and Rademacher weights across depths (de�ned as the number of hidden layers) ! 2

f1– 2– 3– 4– 5g. Speci�cally, we compare two Random Features variants, Gaussian W¹�º
8 9 �

N
�
0– 1

3� �1

�
and Rademacher W¹�º8 9 � 1p

3� �1
Uniff�1– ¸1g. We generate synthetic data with

x8 � N ¹0– I 3
3 º and labels H8 = q ! ¹x8º> a� , where q! is the !-layer random features map with

tanh activation, a� � N ¹0– 1
3!

Iº. This is the data-generation procedure that will be used

for demonstrating inference speedup. We use = = 1000 training samples, input dimension

3 = 8192 and hidden dimensions 31 = � � � = 3 ! = 4096 for each hidden layer. Following

the over-parameterized regime, we �x random features and train only the last layer via

minimum �2 norm solution, which can be recovered analytically as:

a = � > ¹�� > º�1 y, where � 2 R =�3 ! •
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As can be seen in Figure 4.1, we observe a close match between the test error of the RF

model with Gaussian weights and the RF model with Rademacher weights. To illustrate a

more general case of our theorem, we also consider the negative Shannon entropy

k¹wº =
Õ

jF8j log¹jF8jº

under the same setting in Figure 4.2. For both scenarios, we use =C4BC= 5000 test samples

for estimating the test MSE loss.

Figure 4.1: Random features with varying depth for synthetic data for SGD.

Figure 4.2: Random features with varying depth for synthetic data for negative entropy
mirror.

MNIST

We run the following two experiments for MNIST:
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ˆ We train random feature networks with Gaussian and Rademacher weights and with

ReLU activations on MNIST, varying the number of layers ! 2 f1– 2– 3– 4– 5g while

�xing the hidden dimensions 31 = 32 = • • • 3! = 512. Since this is a classi�cation

task, we report test accuracy rather than test MSE. For each layer count, we use 20

samples per class and average results over 20 trials. We use one-hot encoding of

the classes in the optimization objective. The �nal layer uses minimum �2-norm

interpolation. The results are presented in Figure 4.3 and demonstrate a close match,

despite not being covered by our theory. We use a total of 200 test samples for

estimating the resulting test accuracy.

ˆ We also train ! = 2 - layer random feature networks with Gaussian and

Rademacher weights on MNIST, varying the hidden dimension 31 = 32 2

f256– 512– 1024– 2048– 4196g while �xing ! = 2. Since this is a classi�cation task,

we report test accuracy rather than test MSE. For each width, we perform evaluation

in the same way as in the experiment from the previous bullet point.

Figure 4.3: Random features with varying depth for MNIST.

Inference Speedup

To investigate the potential speedup obtained by using one-bit weights during inference,

we consider the setting in Section 6.1.1 with = = 1000 training samples. We load the

model using PyTorch with CUDA acceleration on an RTX 2060 laptop GPU with 6GB of
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Figure 4.4: Random features with varying hidden width for MNIST.

VRAM in FP32 precision. Furthermore, we use Gemlite (Badri and Mobius Labs, 2024),

a Triton-based kernel library with 1-bit weights and group size set to 64, together with

500 warmup runs and 50,000 timed iterations at batch size 1. We present the results in

Figure 4.5 for the Random Features model with one hidden layer. On average, we observe

a fourfold speedup.

Figure 4.5: Inference speedup vs. hidden dimension.

4.6 Conclusion and Future Works

This chapter leverages a combination of Gaussian Universality and Gaussian Equivalence

principles, followed by an application of Gaussian Comparison Inequalities, to analyze

one-bit compression of the weights in Random Features Models. We demonstrate that for

random features, naive one-bit compression is lossless and yields an inference speedup of
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approximately 4�, provided the hidden-layer dimension is su�ciently wide. It is worth

noting that quantizing the last layer under the same setting would neither be lossless nor

result in a noticeable inference speedup. As such, we suggest that the last layer should not

be quantized in practice.

Our experiments suggest that one-bit quantization might be lossless for Random Features

with ReLU trained on classi�cation tasks as well. This calls for extending our methods to

classi�cation instead of regression and to non-odd activation functions. Both former and

latter extensions would require a Gaussian Equivalence Principle for non-centered data.

Finally, while we believe that the setting of random features considered in the present work

sheds light on one-bit quantization, it would be interesting to study the more nuanced picture

of learnable representations. While performing the full analysis might be too challenging in

general, we suggest starting with the simpler case when the features are learned via one-step

Gradient Descent (Moniri et al., 2023). In the latter setting, it would be interesting to see

the e�ects of more sophisticated one-bit compression techniques as well.
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4.7 Supplementary Material

4.8 Scheme of the Proof of Theorem 14

As outlined in Section 4.4, our approach is comprised of a consecutive application of

Gaussian Universality, Gaussian Equivalence and Gaussian Comparison Inequalities. We

present the omitted proofs related to Gaussian Universality and Gaussian Equivalence in

Subsections 4.9 and 4.9, respectively, followed by the missing CGMT derivations in Section

4.10.

4.9 Gaussian Universality and Gaussian Equivalence

Denote the rows of W¹�º by w¹�º
1 – • • • – w¹�º3�

Note that the following event holds w.h.p. with respect to randomness in W¹1º– • • • – W¹!º

max
0�8– 9�3�

�
�
�w¹�º

8

)
w¹�º

9 � X 8– 9

�
�
� �

�
p

3�
and kW¹�º kop = $¹1º• (4.6)

Note that (4.6) holds w.h.p. both when the weights are normalized i.i.d. Rademacher as

well as standard Gaussian. For the purposes of this section, we freeze a realization of the

features W¹�º satisfying (4.6) for � = 1– • • • – ! and consider the randomness w.r.t. the inputs

x only.

Gaussian Equivalence

One Hidden Layer

We will illustrate the argument for Random Features Models with one hidden layer �rst.

We would like to apply Theorem 13 to a = q¹Wxº. Denote < = 31 the width of the only

hidden layer in this case for ease of notation. Note that Exq¹Wxº = 0 since q is odd, and

denote

� a = Exq¹Wxºq¹Wxº) •



154

Theorem 13 guarantees that, even though a is not Gaussian, the test error remains unchanged

if we train the last layer on data sampled from a0 � N ¹0– � aº instead of a.

Thus, according to Lemma 5 from (Hu and Lu, 2022), we have

k� a � � bk>? = $
�
kWk>?

polylog¹<º
< 2

�
• (4.7)

Here, < is the width of the hidden layer and �b is the covariance of the distribution de�ned

via

b � d 1Wx ¸ d 2g

W � N ¹0– 1º

d1 = EWWq¹Wº

d2 = ¹EWq2¹Wº � d2
1º

1
2 •

Note that kWk>? = $¹1º holds w.h.p. as well. Therefore,

k� a � � bk>? = >¹
1

f min¹� aº
º as < ! 1• (4.8)

Hence, since the test error depends continuously on the covariance for regression trained

on gaussian data, we can replace a by N ¹0– �bº without changing the generalization error.

Finally, note that

� b = d2
1W�W ) ¸ d 2

2I< •

Multiple Hidden Layers

Denote the output of the �-th hidden layer by x¹�º , � = 0– • • • !. Same as in the case of one

hidden layer, we apply Theorem 13 to x¹!º = q¹W ¹!�1º x¹!�1º º. Again, same as in the case

of one hidden layer, we have Ea�x ¹ !º a = 0 and denote

� � = Ex¹� º x¹�º x¹�º )
� = 0– • • • – !

~� � = d2
�–1W

¹�º � ��1 W ¹�º )
¸ d 2

�–2I � = 1– • • • – !– (4.9)
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where

d�–1 =
1

f 2
��1

EI�N ¹0–f 2
� �1 ºIq¹Iº (4.10)

d2
�–2 = EI�N ¹0–f 2

� �1 ºq¹Iº 2 � f 2
��1 d2

�–1 (4.11)

f 2
� =

Tr¹� � º
3�

• (4.12)

Similarly to the one hidden layer case, our goal is to show that

k� � � ~� � k>? = >¹
1
3�

º• (4.13)

Note that (4.13) provides an asymptotic recurrence for �nding �¹!º .

To prove (4.13), note that, if x¹��1º were Gaussian, we would be able to obtain the desired

result in the same way as for one hidden layer by appealing to the results of (Schröder et al.,

2023). However, x¹��1º is not Gaussian in general for � ¡ 1. As such, we outline a more

general argument based on subgaussianity below.

De�nition 7. A random variable B is called subgaussian if there exists a constant f ¡ 0

such that for all C � 0,

P¹jBj � Cº � 24�
C2

2f 2 •

The smallest such constant f is called the subgaussian parameter of B.

We will also need a de�nition of the Lipschitz Concentration Property:

De�nition 8 (Lipschitz Concentration Property). A random vector z 2 R= satis�es the

Lipschitz Concentration Property (LCP) with parameter f if for any !-Lipschitz function

5 : R= ! R, the random variable 5 ¹zº � E» 5 ¹zº¼ is subgaussian with parameter !f. That

is, for all C ¡ 0:

P¹j 5 ¹zº � E» 5 ¹zº¼j � Cº � 2 exp
�
�

C2

2! 2f 2

�
•
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Remark 18. The LCP is preserved under Lipschitz mappings: if z satis�es LCP with

parameter f and 6 : R= ! R < is ! 6-Lipschitz, then 6¹zº satis�es LCP with parameter

! 6f.

We will make use of the following lemma in the rest of the proof:

Lemma 16. Each w)8x¹�º is subgaussian with parameter f = $¹1p
3
º for � = 1– • • • – ! and

8 = 1– • • • – <.

Proof. Recall that the data x¹0º = x is Gaussian with a well-conditioned � satisfying

Tr¹�º = $¹1º by assumption. Also recall that x¹�º = q¹W ¹�º x¹��1º º by de�nition.

Step 1: Initial data satis�es LCP. Since x¹0º � N ¹0– �º with Tr¹�º = $¹1º and � is

well-conditioned, we have:

ˆ Tr¹�º =
Í 3

8=1_8 = $¹1º.

ˆ Well-conditioned means _max•_min = $¹1º, so all eigenvalues are of the same order.

ˆ This implies 3 � _max = $¹1º, hence _max = $¹1•3º.

Since Gaussian random vectors satisfy LCP with parameter proportional to
p

_max, we have

that x¹0º satis�es LCP with parameter f0 = $¹1•
p

3º.

Step 2: LCP is preserved through layers. We proceed by induction on �. Assume x¹��1º

satis�es LCP with parameter f��1 .

Consider the mapping x¹��1º 7! x ¹�º = q¹W ¹�º x¹��1º º. Since:

ˆ The linear map x¹��1º 7! W ¹�º x¹��1º is Lipschitz with constant kW¹�º kop.

ˆ The activation function q is assumed to be Lipschitz (typically with constant 1 for

ReLU, sigmoid, tanh, etc.).
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The composition x¹��1º 7! q¹W ¹�º x¹��1º º is Lipschitz with constant !q � kW¹�º kop.

By the preservation of LCP under Lipschitz mappings, x¹�º satis�es LCP with parameter

f � = ! q � kW¹�º kop � f ��1 .

Step 3: Bounding the LCP parameter. Assuming (4.6) holds, we have kW¹�º kop = $¹1º

with high probability. Thus:

f � = $¹1º � f ��1 = $¹1º � $¹1•
p

3º = $¹1•
p

3º–

for all � � !, maintaining the $¹1•
p

3º LCP parameter across layers.

Step 4: Linear functionals of LCP vectors. For any �xed vector w8 with kw8k2 = $¹1º,

the linear functional 5 ¹x¹�º º = w)
8x¹�º is $¹1º-Lipschitz.

Since x¹�º satis�es LCP with parameter f� = $¹1•
p

3º, we have that w)8x¹�º is subgaussian

with parameter $¹1º � $¹1•
p

3º = $¹1•
p

3º.

ƒ

We will need another technical lemma as well:

Lemma 17. The following decomposition holds for any bounded odd q with bounded �rst,

third and �fth derivatives:

q¹w)
8x¹�º º = q0¹0ºw)

8x¹�º ¸
q000¹0º

6
¹w)

8x¹�º º3 ¸ $
�

1
35•2

�
• (4.14)

Proof. Since q is odd, we have q¹0º = 0 and all even derivatives vanish at 0. By Taylor's

theorem with remainder:

q¹Iº = q 0¹0ºI ¸
q000¹0º

6
I 3 ¸

q¹5º¹bº
120

I 5– (4.15)

for some b between 0 and I.
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Setting I = w)
8x¹�º :

q¹w)
8x¹�º º = q0¹0ºw)

8x¹�º ¸
q000¹0º

6
¹w)

8x¹�º º3 ¸ ' 8– (4.16)

where the remainder term is:

' 8 =
q¹5º¹bº

120
¹w)

8x¹�º º5•

From our earlier result, w)8x¹�º is subgaussian with parameter $¹1•
p

3º. Therefore, with

high probability:

jw)
8x¹�º j = $¹1•

p
3º•

Thus:

j ' 8j =

�
�
�
�
q¹5º¹bº

120
¹w)

8x¹�º º5
�
�
�
� = $

�
1

¹
p

3º5

�
= $

�
1

35•2

�
•

ƒ

Lemma 18. Let g � N ¹0– � ¹�º º. Then the following holds for all 8– 9:

�
�
�Ex¹� º »q¹w)

8x¹�º ºq¹w)
9x

¹�º º¼ � Eg»q¹w)
8gºq¹w)

9gº¼
�
�
� = $¹1•3 2º• (4.17)

Moreover, if 8 < 9, then one has:

�
�
�Ex¹� º »q¹w)

8x¹�º ºq¹w)
9x

¹�º º¼ � Eg»q¹w)
8gºq¹w)

9gº¼
�
�
� = $¹1•3 3º• (4.18)

Proof. We will apply Taylor expansion to both terms.

For the subgaussian x¹�º :

q¹w)
8x¹�º ºq¹w)

9x
¹�º º =

�
q0¹0ºw)

8x¹�º ¸
q000¹0º

6
¹w)

8x¹�º º3 ¸ $¹1•3 5•2º
�

(4.19)

�
�
q0¹0ºw)

9x
¹�º ¸

q000¹0º
6

¹w)
9x

¹�º º3 ¸ $¹1•3 5•2º
�

• (4.20)
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Expanding:

= »q0¹0º¼2¹w)
8x¹�º º¹w)

9x
¹�º º ¸

q0¹0ºq000¹0º
6

h
¹w)

8x¹�º º¹w)
9x

¹�º º3 ¸ ¹w )
8x¹�º º3¹w)

9x
¹�º º

i

(4.21)

¸
»q000¹0º¼2

36
¹w)

8x¹�º º3¹w)
9x

¹�º º3 ¸ $¹1•3 5•2º• (4.22)

Similarly for the Gaussian g:

q¹w)
8gºq¹w)

9gº = »q0¹0º¼2¹w)
8gº¹w)

9gº ¸
q0¹0ºq000¹0º

6

h
¹w)

8gº¹w)
9gº3 ¸ ¹w )

8gº3¹w)
9gº

i

(4.23)

¸
»q000¹0º¼2

36
¹w)

8gº3¹w)
9gº3 ¸ $¹1•3 5•2º• (4.24)

Now, we compare expectations of each term one by one.

For the second order term:

E»¹w)
8x¹�º º¹w)

9x
¹�º º¼ = w)8 � ¹�º w9 = E»¹w)

8gº¹w)
9gº¼• (4.25)

These match exactly by assumption.

For the forth-order cross-terms like E»¹w)
8x¹�º º¹w)

9x
¹�º º3¼: both are $¹1•32º since w)

8x¹�º =

$¹1•
p

3º and w)
9x

¹�º = $¹1•
p

3º, therefore the di�erence is at most $¹1•32º.

All remaining terms are $¹1•33º for both distributions, so we are done with the �rst part.

For the sharper bound for 8 < 9, note that the fourth moment expands as:

E»¹w)
8x¹�º º¹w)

9x
¹�º º3¼ =

Õ

:–�–<–=

F8:F 9�F 9<F 9=E»G¹�º: G¹�º
� G¹�º

< G¹�º
= ¼•

Assuming that �� is diagonal WLOG (rotate it to become diagonal and apply the same

rotation to w8– w9 if not), we can assume that only terms with paired indices survive.

Since each corresponding expectation is $¹1
32 º, each coe�cient F8:F 9�F 9<F 9=is of order

$¹ 1
32 º, there are $¹32º of these coe�cients and w8 is independent from w9, we conclude

that E»¹w)8x¹�º º¹w)
9x

¹�º º3¼ is indeed of order $¹133 º as desired.
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ƒ

Lemma 19. Given the covariance recursions:

� � = Ex¹� º »x¹�º ¹x¹�º º) ¼– � = 0– • • • – ! (4.26)

~� � = d2
1W ¹�º � ��1 ¹W ¹�º º) ¸ d 2

2I• (4.27)

Suppose that k���1 � ~� ��1 k = $¹X��1 º for some X��1 . Then:

k� � � ~� � k = $
� <
32

¸ d 2
1kW¹�º k2X��1

�
–

where < is the dimension of x¹�º .

Proof. Step 1: Express �� in terms of the activation function.

Since x¹�º = q¹W ¹�º x¹��1º º applied element-wise:

»� � ¼8 9= E»q¹w)
8x¹��1º ºq¹w)

9x
¹��1º º¼–

where w)
8 is the 8-th row of W¹�º .

Step 2: De�ne intermediate Gaussian covariance.

Let g¹��1º � N ¹0– � ��1 º and de�ne:

�̂ � = E»̂x¹�º ¹x̂¹�º º) ¼–

where Ĝ¹�º8 = q¹w)
8g¹��1º º.

By the previous lemma, each entry satis�es:

j»� � ¼8 9� » �̂ � ¼8 9j = $¹1•3 2º•

Step 3: Relate�̂ � to the Gaussian model.

For Gaussian inputs g¹��1º , using Taylor expansion and Gaussian moment formulas:

»�̂ � ¼8 9= d2
1w)

8 � ��1 w9 ¸ d 2
2X8 9̧ $¹1•3 3•2º•
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This can be written as:

�̂ � = d2
1W ¹�º � ��1 ¹W ¹�º º) ¸ d 2

2I ¸ $¹1•3 3•2º•

Step 4: Account for the approximation error from the previous layer.

Since k���1 � ~� ��1 k = $¹X��1 º:

k�̂ � � ~� � k = kd2
1W ¹�º � ��1 ¹W ¹�º º) � d 2

1W ¹�º ~� ��1 ¹W ¹�º º) k ¸ $¹1•3 3•2º (4.28)

= d2
1kW¹�º ¹� ��1 � ~� ��1 º¹W¹�º º) k ¸ $¹1•3 3•2º (4.29)

� d 2
1kW¹�º k2k� ��1 � ~� ��1 k ¸ $¹1•3 3•2º (4.30)

= $¹d 2
1kW¹�º k2X��1 º• (4.31)

Step 5: Combine bounds using triangle inequality.

Using the Frobenius norm argument from Step 2:

k� � � �̂ � k2
� =

<Õ

8– 9=1

$¹1•3 4º = $¹< 2•34º•

Therefore k�� � �̂ � k � k� � � �̂ � k� = $¹<•3 2º.

Combining with Step 4:

k� � � ~� � k � k� � � �̂ � k ¸ k �̂ � � ~� � k (4.32)

= $¹<•3 2º ¸ $¹d 2
1kW¹�º k2X��1 º• (4.33)

ƒ

Gaussian Universality

Below we verify that we can apply Theorem 13 to the outputs of the penultimate layer x!

of the Random Features under the assumptions made in Subsection 4.1.

Note that Assumptions 2,3 and 4 from the list of Assumptions 5 and explicitly assumed to

hold in Subsection 4.1 and Theorem 14 and are inevitable if we want to apply Theorem 13.

For Assumption 1 from the list, note that
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1. The mean of each row is � = 0 because f is assumed to be odd and the moments

of x! are bounded due to the subgaussianity of kx! k, which follows from the LCP

property 6 of x! and is proven in the Step 1 of Lemma 16.

2. In particular, k�k = 0 = $¹1º.

3. For any �xed vector of bounded norm, v) x¹!º is subgaussian as x¹!º with f = $¹ 1p
3
º,

as it satis�es the LCP property 6, which is proven in the Step 1 of Lemma 16. This

implies +0A¹v) x¹!º º = $¹ 1
3º.

4. Denoting the outputs of the !-th hidden layer applied to the training samples

x1– • • • – x! by X! , it remais to verify that fmin¹X ¹!º X ¹!º )
º = 
¹1º. The latter follows

from the universality of the Marchenko-Pastur law for data satisfying LCP proven in

(Seddik et al., 2020).

4.10 CGMT Derivations

After applying Gaussian Universality and Gaussian Equivalence, we use a framework

called Convex Gaussian Min-Max Theorem (Thrampoulidis, Oymak, and Hassibi, 2014;

Akhtiamov et al., 2025) to derive asymptotically tight expressions for the generalization

error of the Random Features trained via SMD with di�erent mirrors. For SGD, we have

provided the resulting nonlinear system of scalar equations required to �nd the generalization

error in (4.36). The case of general mirrors can be found in (4.40). Thus, (4.40) is the

optimization referred to in Theorem 14 and (4.36) is its particular case corresponding to

the SGD.

SGD

We consider the training datapoints f¹x8– H8ºg=
8=1 being generated according to the model

H8 = a� q¹Wx8º where x8 2 R3, a� 2 R� We denote Ex8 = 0 and Ex8x)
8 = � !�1 . We train

a using SGD initialized from 0 by minimizing the squared loss
Í =

8=1¹a
) q¹W ! x8º � H8º2.

Letting the input matrix X 2 R=�3 with each row corresponding to x8, We know from the
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implicit bias of SGD:

min
a

kak22

B•C a) q¹W ! X) º = Y) = a)
� q¹W ! X) º–

where Y 2 R=�1 . Thus we may write:

min
a

kak22

B•C G¹a � a� º = 0–

where for each row of G 2 R=�� , g8 2 R� , we have from the Gaussian Equivalence

Principal:

EG = 0– � ! � d 2
!–1W ! � !�1 W)

! ¸ d 2
!–2I•

The generalization error is:

6•4 := Ex

�
â) q¹W ! xº � a )

� q¹W ! xº
� 2

= d2
!–1¹â � a � º) W ! � !�1 W)

! ¹â � a � º ¸ d 2
!–2kâ � a � k2

2•

Now using a Lagrange multiplier, we formulate the optimization as a min-max:

min
a

max
v!

kak22 ¸ v )
!

~G� 1•2
! ¹a � a � º•

Now using CGMT, we obtain:

min
a

max
v!

kv! k2g) � 1•2
! ¹a � a � º ¸ k� 1•2

! ¹a � a � ºk2h)
>v! ¸ kak2

2•

Doing the optimization over the direction of v! yields:

min
a

max
V¡0

Vg) � 1•2
! ¹a � a � º ¸ Vk� 1•2

! ¹a � a � ºk2 � kh>k2 ¸ kak2
2•

Using the square-root trick
p

C =g
2 ¸ C

2g, we observe:

min
a

max
V¡0

min
g¡0

Vg)>� 1•2
! ¹a � a � º ¸

Vg
2

¸
V
2g

k� 1•2
! ¹a � a � ºk2

2 � kh>k2
2 ¸ kak2

2•
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Furthermore, we have that 6•4 = g2. We note the convexity and concavity of the objective,

hence we may exchange the order of min and max:

max
V¡0

min
g¡0

Vg
2

¸ min
a

Vg)>� 1•2
! ¹a � a � º ¸

V
2g

k� 1•2
! ¹a � a � ºk2

2 � kh>k2
2 ¸ kak2

2•

Now note that

� 1•2
! g> � N

�
0– d2!–1W ! � !�1 W)

! ¸ d 2
!–2I

�
•

Thus we may write �1•2
! g> = d!–1W ! � 1•2

!�1 ~g!�1–1 ¸ d !–2~g!�1–2 with ~g!�1–1 and~g!�1–2 being

independent of each other. Therefore the optimization turns into

max
V¡0

min
g¡0

Vg
2

¸ min
a

d!–2V~g)
!�1–2 ¹a � a � º ¸ d !–1V~g)

!�1–1 � 1•2
!�1 W)

! ¹a � a � º

¸
d2

!–1Vkh>k2
2

2g






 � 1•2

!�1 W)
! ¹a � a � º








2

2
¸

d2
!–2Vkh>k2

2

2g
ka � a � k2

2 ¸ kak2
2•

Now we complete the squares over W)
! ¹a � a � º.

max
V¡0

min
g¡0

Vg
2

�
1 �

k~g!�1–1 k2
2

kh>k2
2

�
¸ min

a
d!–2V~g)

!�1–2 ¹a � a � º

¸
V
2g






 d!–1kh>k2 � � 1•2

!�1 W)
! ¹a � a � º ¸

g
kh>k2

~g!�1–1








2

2
¸

d2
!–2Vkh>k2

2

2g
ka � a � k2

2 ¸ kak2
2•

Now we focus on the inner optimization and we use a Fenchel dual to rewrite the quadratic

term as

min
a

max
u

Vd!–1kh>k2

2g
u) � 1•2

!�1 W)
! ¹a � a � º ¸

V
2kh>k2

u) ~g!�1–1 �
Vkuk22

8g

¸ d !–2V~g)
!�1–2 ¹a � a � º ¸

d2
!–2Vkh>k2

2

2g
ka � a � k2

2 ¸ kak2
2•

Swapping the min and max:

max
u

min
a

Vd!–1kh>k2

2g
u) � 1•2

!�1 W)
! ¹a � a � º ¸

V
2kh>k2

u) ~g!�1–1 �
Vkuk22

8g

¸ d !–2V~g)
!�1–2 ¹a � a � º ¸

d2
!–2Vkh>k2

2

2g
ka � a � k2

2 ¸ kak2
2•
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Employing CGMT again:

max
u

min
a

Vd!–1kh>k2

2g
k� 1•2

!�1 uk2g)
!�1 ¹a � a � º ¸

Vd!–1kh>k2

2g
ka � a � k2h)

!�1 � 1•2
!�1 u

¸
V

2kh>k2
u) ~g!�1–1 �

Vkuk22
8g

¸ d !–2V~g)
!�1–2 ¹a � a � º ¸

d2
!–2Vkh>k2

2

2g
ka � a � k2

2 ¸ kak2
2•

Now we perform the optimization over the direction of a � a� . First we observe that

kak22 = ka � a � k2
2 ¸ 2a )

� ¹a � a � º � ka � k2
2•

Dropping the constant term ka� k2
2, we have

max
u

min
a

Vd!–1kh>k2

2g
k� 1•2

!�1 uk2g)
!�1 ¹a � a � º ¸

Vd!–1kh>k2

2g
ka � a � k2h)

!�1 � 1•2
!�1 u

¸
V

2kh>k2
u) ~g!�1–1 �

Vkuk22
8g

¸ d !–2V~g)
!�1–2 ¹a � a � º ¸

� d2
!–2Vkh>k2

2

2g
¸ 1

�
ka � a � k2

2

¸ 2a )
� ¹a � a � º•

We observe that a � a� aligns with

Vd!–1kh>k2

2g
k� 1•2

!�1 uk2g!�1 ¸ d !–2V~g!�1–2 ¸ 2a � •

Thus the optimization turns into

max
u

min
[ ! �1 ¡0

Vd!–1[ !�1 kh>k2

2g
h)

!�1 � 1•2
!�1 u � [ !�1








Vd!–1kh>k2

2g
k� 1•2

!�1 uk2g!�1 ¸ d !–2V~g!�1–2 ¸ 2a �








2

¸
V

2kh>k2
u) ~g!�1–1 �

Vkuk22
8g

¸
� d2

!–2Vkh>k2
2

2g
¸ 1

�
[ 2

!�1 •

Applying the square-root trick again

max
u

min
[ ! �1 ¡0

max
U! �1 ¡0

Vd!–1[ !�1 kh>k2

2g
h)

!�1 � 1•2
!�1 u �

U!�1 [ !�1

2
¸

V
2kh>k2

u) ~g!�1–1 �
Vkuk22

8g

¸
� d2

!–2Vkh>k2
2

2g
¸ 1

�
[ 2

!�1 �
[ !�1

2U!�1

� V2d2
!–1kh>k2

2

4g2
k� 1•2

!�1 uk2
2kg!�1 k2

2

¸ d 2
1V2k~g!�1–2 k2

2 ¸ 4ka � k2
2

�
•
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Using convexity-concavity, we exchange the order of optimizations:

min
[ ! �1 ¡0

max
U! �1 ¡0

� d2
!–2Vkh>k2

2

2g
¸ 1

�
[ 2

!�1 �
U!�1 [ !�1

2

�
[ !�1

2U!�1

�
d2

!–2V2k~g!�1–2 k2
2 ¸ 4ka � k2

2

�

¸ max
u

V
2kh>k2

u) ~g!�1–1 �
[ !�1 V2d2

!–1kh>k2
2

8U!�1 g2
k� 1•2

!�1 uk2
2kg!�1 k2

2

�
Vkuk22

8g
¸

Vd!–1[ !�1 kh>k2

2g
h)

!�1 � 1•2
!�1 u•

We know from the recursion �!�1 = d2
!�1–1 W !�1 � !�2 W)

!�1 ¸ d 2
!�1–2 I. Applying the same

technique as before, we take �1•2
!�1 h!�1 = d!�1–1 W� 1•2

!�2
~h!�2–1 ¸ d !�1–2 ~h!�2–2 and consider

the inner optimization

max
u

V
2kh>k2

u) ~g!�1–1 �
[ !�1 V2d2

!–1d2
!�1–1 kh>k2

2

8U!�1 g2
k� 1•2

!�2 W)
!�1 uk2

2kg!�1 k2
2

�
[ !�1 V2d2

!–1d2
!�1–2 kh>k2

2

8U!�1 g2
kuk2

2kg!�1 k2
2 �

Vkuk22
8g

¸
Vd!–1d!�1–1 [ !�1 kh>k2

2g
~h)

!�2–1 � 1•2
!�2 W)

!�1 u ¸
Vd!–1d!�1–2 [ !�1 kh>k2

2g
~h)

!�2–2 u•

Completing the squares:

max
u

V
2kh>k2

u) ~g!�1–1 �
[ !�1

2U!�1








Vd!–1d!�1–1 kh>k2kg!�1 k2

2g
� 1•2

!�2 W)
!�1 u �

U!�1

kg!�1 k2
~h!�2–1








2

2

¸
k~g!�2–1 k2

2

2kg!�1 k2
2

U!�1 [ !�1 �
[ !�1 V2d2

!–1d2
!�1–2 kh>k2

2

8U!�1 g2
kuk2

2kg!�1 k2
2

�
Vkuk22

8g
¸

Vd!–1d!�1–2 [ !�1 kh>k2

2g
~h)

!�2–2 u•

We drop the term
k~g! �2–1 k2

2

2kg! �1 k2
2
U!�1 [ !�1 from the optimization as it does not depend on u. Now

introducing v!�2 as the Fenchel dual:

max
u

min
v! �2

V
2kh>k2

u) ~g!�1–1 �
[ !�1

2U!�1

Vd!–1d!�1–1 kh>k2kg!�1 k2

2g
v)

!�2 � 1•2
!�2 W)

!�1 u

¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1 ¸

[ !�1 kv!�2 k2
2

8U!�1

�
[ !�1 V2d2

!–1d2
!�1–2 kh>k2

2

8U!�1 g2
kuk2

2kg!�1 k2
2 �

Vkuk22
8g

¸
Vd!–1d!�1–2 [ !�1 kh>k2

2g
~h)

!�2–2 u•
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Exchanging the order of min and max, we then apply CGMT w.r.t W, obtaining:

min
v! �2

max
u

V
2kh>k2

u) ~g!�1–1 �
[ !�1 Vd!–1d!�1–1 kh>k2kg!�1 k2

4U!�1 g

�
k� 1•2

!�2 v!�2 k2h)
!�2 u

¸ kuk 2g)
!�2 � 1•2

!�2 v!�2

�

¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1 ¸

[ !�1 kv!�2 k2
2

8U!�1

�
[ !�1 V2d2

!–1d2
!�1–2 kh>k2

2

8U!�1 g2
kuk2

2kg!�1 k2
2 �

Vkuk22
8g

¸
Vd!–1d!�1–2 [ !�1 kh>k2

2g
~h)

!�2–2 u•

Doing the optimization over the direction of u, yields

min
v! �2

max
[ ! �2 ¡0

�
[ !�1 Vd!–1d!�1–1 [ !�1 kh>k2kg!�1 k2

4U!�1 g
[ !�2 g)

!�2 � 1•2
!�2 v!�2

¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1

¸ [ !�2








V
2kh>k2

~g!�1–1 �
[ !�1 Vd!–1d!�1–1 kh>k2kg!�1 k2

4U!�1 g
k� 1•2

!�2 v!�2 k2h!�2

¸
Vd!–1d!�1–2 [ !�1 kh>k2

2g
~h!�2–2








2

¸
[ !�1 kv!�2 k2

2

8U!�1
�

� [ !�1 V2d2
!–1d2

!�1–2 kh>k2
2kg!�1 k2

2

8U!�1 g2
¸

V
8g

�
[ 2

!�2 •

Applying the square-root trick again, we obtain:

min
v! �2

max
[ ! �2 ¡0

min
U! �2 ¡0

[ !�2 U!�2

2
�

[ !�1 Vd!–1d!�1–1 kh>k2kg!�1 k2

4U!�1 g
[ !�2 g)

!�2 � 1•2
!�2 v!�2

¸
[ !�2

2U!�2

� V2

4kh>k2
2

k~g!�1–1 k2
2¸

[ 2
!�1 V2d2

!–1d2
!�1–1 kh>k2

2kg!�1 k2
2

16U2
!�1 g2

k� 1•2
!�2 v!�2 k2

2kh!�2 k2
2

¸
V2d2

!–1d2
!�1–2 [ 2

!�1 kh>k2
2

4g2
k~h!�2–2 k2

2

�

¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1 ¸

[ !�1 kv!�2 k2
2

8U!�1
�

� [ !�1 V2d2
!–1d2

!�1–2 kh>k2
2kg!�1 k2

2

8U!�1 g2
¸

V
8g

�
[ 2

!�2 •

We exchange the orders of min and max because of convexity and concavity

max
[ ! �2 ¡0

min
U! �2 ¡0

[ !�2 U!�2

2
�

� [ !�1 V2d2
!–1d2

!�1–2 kh>k2
2kg!�1 k2

2

8U!�1 g2
¸

V
8g

�
[ 2

!�2
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¸
[ !�2

2U!�2

� V2k~g!�1–1 k2
2

4kh>k2
2

¸
V2d2

!–1d2
!�1–2 [ 2

!�1 kh>k2
2k~h!�2–2 k2

2

4g2

�

¸ min
v! �2

[ !�2

2U!�2

[ 2
!�1 V2d2

!–1d2
!�1–1 kh>k2

2kg!�1 k2
2kh!�2 k2

2

16U2
!�1 g2

k� 1•2
!�2 v!�2 k2

2

¸
[ !�1 kv!�2 k2

2

8U!�1
�

[ !�1 Vd!–1d!�1–1 kh>k2kg!�1 k2

4U!�1 g
[ !�2 g)

!�2 � 1•2
!�2 v!�2

¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1 •

Now we use the recursion step �!�2 = d2
!�2–1 W !�2 � !�3 W)

!�2 ¸ d 2
!�2–2 I and write

min
v! �2

[ !�2

2U!�2

[ 2
!�1 V2d2

!–1d2
!�1–1 d2

!�2–1 kh>k2
2kg!�1 k2

2kh!�2 k2
2

16U2
!�1 g2

k� 1•2
!�3 W)

!�2 v!�2 k2
2

¸
[ !�2

2U!�2

[ 2
!�1 V2d2

!–1d2
!�1–1 d2

!�2–2 kh>k2
2kg!�1 k2

2kh!�2 k2
2

16U2
!�1 g2

kv!�2 k2
2

�
[ !�1 Vd!–1d!�1–1 d!�2–1 kh>k2kg!�1 k2

4U!�1 g
[ !�2 ~g)

!�3–1 � 1•2
!�3 W)

!�2 v!�2

�
[ !�1 Vd!–1d!�1–1 d!�2–2 kh>k2kg!�1 k2

4U!�1 g
[ !�2 ~g)

!�3–2 v!�2 ¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1

¸
[ !�1 kv!�2 k2

2

8U!�1
•

Completing the squares yields

min
v! �2

[ !�2

2U!�2







[ !�1 Vd!–1d!�1–1 d!�2–1 kh>k2kg!�1 k2kh!�2 k2

4U!�1 g
� 1•2

!�3 W)
!�2 v!�2 �

U!�2

kh!�2 k2
~g!�3–1








2

2

�
U!�2 [ !�2

2

k~g!�3–1 k2
2

kh!�2 k2
2

¸
� [ !�2

2U!�2

[ 2
!�1 V2d2

!–1d2
!�1–1 d2

!�2–2 kh>k2
2kg!�1 k2

2kh!�2 k2
2

16U2
!�1 g2

¸
[ !�1

8U!�1

�
kv!�2 k2

2

�
V[ !�1 d!–1d!�1–1 d!�2–2 kh>k2kg!�1 k2

4U!�1 g
[ !�2 ~g)

!�3–2 v!�2 ¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1 •

Now we consider the optimization over v!�2 , we observe that, the inner optimization takes

a similar form to that what was obtained earlier. So far, we have:

max
V¡0

min
g¡0

Vg
2

�
1 �

k~g!�1–1 k2
2

kh>k2
2

�

¸ min
[ ! �1 ¡0

max
U! �1 ¡0

"

�
U!�1 [ !�1

2

�
1 �

k~g!�2–1 k2
2

kg!�1 k2
2

�

¸
� d2

!–2Vkh>k2
2

2g
¸ 1

�
[ 2

!�1 �
[ !�1

2U!�1

�
V2d2

!–2k~g!�1–2 k2
2 ¸ 4ka � k2

2

�
#
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¸ max
[ ! �2 ¡0

min
U! �2 ¡0

"
[ !�2 U!�2

2

�
1 �

k~g!�3–1 k2
2

kh!�2 k2
2

�

�
� [ !�1 V2d2

!–1d2
!�1–2 kh>k2

2kg!�1 k2
2

8U!�1 g2
¸

V
8g

�
[ 2

!�2

¸
[ !�2

2U!�2

� V2k~g!�1–1 k2
2

4kh>k2
2

¸
V2d2

!–1d2
!�1–2 [ 2

!�1 kh>k2
2k~h!�2–2 k2

2

4g2

�
#

¸ min
v! �2

[ !�2

2U!�2







[ !�1 Vd!–1d!�1–1 d!�2–1 kh>k2kg!�1 k2kh!�2 k2

4U!�1 g
� 1•2

!�3 W)
!�2 v!�2

�
U!�2

kh!�2 k2
~g!�3–1








2

2

¸
� [ !�2

2U!�2

[ 2
!�1 V2d2

!–1d2
!�1–1 d2

!�2–2 kh>k2
2kg!�1 k2

2kh!�2 k2
2

16U2
!�1 g2

¸
[ !�1

8U!�1

�
kv!�2 k2

2

�
V[ !�1 d!–1d!�1–1 d!�2–2 kh>k2kg!�1 k2

4U!�1 g
[ !�2 ~g)

!�3–2 v!�2 ¸
[ !�1

2kg!�1 k2
v)

!�2
~h!�2–1 •

Continuing this process, for the �nal optimization we have:

min
v1

[ 2

2U2






 2! � 1•2

0 W)
1v1 �

U2

kh1k2
~g0–1








2

2

¸
[ 2

2U2

22
! d2

1–2

d2
1–1

kv1k2
2 �

2! d1–2

d1–1kg1k2
[ 2~g)

0–2v1

¸
[ 3

2kg1k2
v)

1
~h1–1¸

[ 3kv1k2
2

8U3
•

Using Fenchel dual and introducing v0, yields

min
v1

max
v0

[ 2

2U2
2! v)

0 � 1•2
0 W)

1v1 �
[ 2

2kh1k2
v)

0 ~g0–1�
[ 2kv1k2

2

8U2

¸
[ 2

2U2

22
! d2

1–2

d2
1–1

kv1k2
2 �

2! d1–2

d1–1kg1k2
[ 2~g)

0–2v1

¸
[ 3

2kg1k2
v)

1
~h1–1¸

[ 3kv1k2
2

8U3
•

Applying CGMT

min
v1

max
v0

[ 2

2U2
2! k� 1•2

0 v0k2g)
0v1 ¸

[ 2

2U2
2! kv1k2h)

0 � 1•2
0 v0

�
[ 2

2kh1k2
v)

0 ~g0–1�
[ 2kv0k2

2

8U2
¸

[ 2

2U2

22
! d2

1–2

d2
1–1

kv1k2
2

�
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d1–1kg1k2
[ 2~g)

0–2v1 ¸
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2kg1k2
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1
~h1–1¸

[ 3kv1k2
2

8U3
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Doing the optimization over v1:

max
v0

min
[ 1¡0

� [ 1







2! [ 2

2U2
k� 1•2

0 v0k2g1 �
2! d1–2

d1–1kg1k2
[ 2~g0–2¸

[ 3

2kg1k2
~h1–1








2

2

�
[ 2

2kh1k2
v)

0 ~g0–1�
[ 2kv0k2

2

8U2
¸

[ 2

2U2
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0 v0

¸
[ 2

2U2

22
! d2

1–2

d2
1–1

[ 2
1 ¸

[ 3[ 2
1

8U3
•

Now using the square-root trick, we have

max
v0

min
[ 1¡0

max
U1¡0

�
U1[ 1

2
�

[ 1

2U1

� 22
! [ 2

2

4U2
2

k� 1•2
0 v0k2

2kg1k2
2 ¸

22
! d2

1–2

d2
1–1kg1k2

2

[ 2
2k~g0–2k2

2

¸
[ 2

3

4kg1k2
2

k~h1–1k2
2

�
�

[ 2

2kh1k2
v)

0 ~g0–1�
[ 2kv0k2

2

8U2

¸
[ 2

2U2
2! [ 1h)

1 � 1•2
0 v0 ¸

[ 2

2U2

22
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1–1

[ 2
1 ¸

[ 3[ 2
1

8U3
•

Swapping min, max, we complete the squares over v0:

�
v)

0 1
� ©

­
­
«

[ 1
2U1

22
! [ 2

2kg1k2
2

4U2
2

� 0 ¸ [ 2
8U2

I � [ 2
4kh1k2

~g0–1¸
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which yields the scalar optimization
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�
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By Hanson-Wright's inequality, we have that
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Thus the last scalar optimization would be:

min
[ 1¡0

max
U1¡0

�
U1[ 1

2
�

[ 1

2U1

� 22
! d2

1–2

d2
1–1kg1k2

2

[ 2
2k~g0–2k2

2 ¸
[ 2

3

4kg1k2
2

k~h1–1k2
2

�
¸

� [ 3

8U3
¸

[ 2

2U2

22
! d2

1–2

d2
1–1

�
[ 2

1

¸
[ 2

2

16kh1k2
2

Tr
� [ 1

2U1

22
! [ 2

2kg1k2
2

4U2
2

� 0 ¸
[ 2

8U2
I
� �1

¸
[ 2

222
! [ 2

1

16U2
2

Tr
� [ 1

2U1

22
! [ 2

2kg1k2
2

4U2
2

� 0 ¸
[ 2

8U2
I
� �1

� 0•



171

The �nal optimization is as follows:
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We take derivative with respect to U1:
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For [ 1 and U1, after taking derivatives we observe that:
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Hence, denoting Z1 = [ 1
U1

, we observe that
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Now we can �nd U1 by:
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For [ 2– U2 we observe that
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which yields:
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(4.34)

Overall, we observe that, for each pair of ¹[8– U8º the inner optimization is a function of[ 8
U8

for 8 ¡ 2 and also [28 for 8 = 2. As demonstrated above, to �nd the generalization error, we

�nd Z8's �rst and then solve the linear system of equations in terms of U2
8. This implies that
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for 8 ¡ 2:
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Finally, for V– g, we would have:
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Summarizing, we have

Z1 =
1 � Z 1Z2

222
! Tr

�
22

! Z1Z2
2 � 0 ¸ Z 2I

� �1

Z3
4 ¸

222
! Z2d2

1–2

d2
1–1

– Z2 =
1 � 1

31
Tr

�
22

! Z2Z1� 0 ¸ I
� �1

2Z322
!�1 d2

2–2

2d2
2–1

¸ Z4
4

Z8 =
1 � 38¸1

38

22
!�8 d2

8–2Z8¸1

d2
8–1

¸ Z8¸2
8

– 8 = 3– � � � – ! � 1– \ =
1 � 3!

3! �1

Z!�2
31
30

¸ Z !�1 d2
!–23!�1

U2
1 =

� 222
! d2

1–230

d2
1–131

¸
22

! Z2
2

31
Tr

�
Z122

! Z2
2 � 0 ¸ Z 2I

� �2
� 0

�
Z2

2U2
2 ¸ 31

230
Z2

3U2
3

1 � Z 4
224

! Z2
1Tr

�
Z122

! Z2
2 � 0 ¸ Z 2I

� �2
� 2

0

U2
2 =

22
! d2

1–2

d2
1–1

Z2
1U2

1 ¸ � 1

1 � 32
31

U2
8 =

22
!�8¸1 d2

8–238�1

d2
8–138¸1

Z2
8¸1U2

8¸1 ¸
[ 2

8¸238

438¸1
¸ � 0

Z2
8

¸
Í 8

9=1
22

!� 9 d2
9–2

d2
9–1

Z2
9U

2
9

1 � 38¸1
38

– 8 = 3– � � � – ! � 1



174

g2 =

� 0
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where � and � 0 are de�ned in (4.34) and (4.35), respectively. And we let 29 :=
Î !

�=!� 9¸1 3� Z� . To �nd g2, the generalization error, �rst we �nd Z8's and \ through the

nonlinear equations described above. Note that these equations are only in terms of Z8's

and \. Then we proceed to solve the linear system of equations in U2
8 and g2 to �nd the

generalization error.

General Mirrors

After completing the analysis of the case of k = k � k2
2 in the previous section, we show that

for the general case, we can use the results from the previous section. For that, consider the

following optimization:

min
a

� k ¹a– a0º
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We have Now using a Lagrange multiplier, we the optimization as min-max:
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Furthermore, we have that 6•4 = g2. We note the convexity and concavity of the objective,

hence we may exchange the order of min and max:
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Now we complete the square over W)
! ¹a � a � º.
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Now we focus on the inner optimization and we use a Fenchel dual to rewrite the quadratic

term as
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Employing CGMT again:
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We use the change of variable~u := � 1•2
!�1 u and use the Lagrange multiplier to bring in the

constraints:
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Now we perform the optimization over u–~u and obtain
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Now using the square-root trick again:
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Using the recursion, �!�1 = d2
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as before, we take �1•2
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Plugging back in, we only consider the optimization over a– v! :
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~g!�2–1








2

2

¸
[ !

2U!
d!�1–2 ~g)

!�2–2 v!

¸
[ !

2U!
d2

!�1–2 kv! k2
2

¸
~[!

2 ~U!






 v! ¸

Vd!–1kh>k2

2g
ka � a � k2h!�1








2

2
•

Focusing on the inner optimization, we introduce the Fenchel dual variable u!�1 . We note

that from here on, the procedure is similar to that of SGD analysis (k = k � k2
2)

min
v!

max
u! �1

[ !

2U!
d!�1–1 u)

!�1 � 1•2
!�2 W)

!�2 v! �
[ ! ku!�1 k2

2

8U!

¸
V

2kh>k2
u)

!�1 ~g!�2–1

¸
[ !

2U!
d!�1–2 ~g)

!�2–2 v!

¸
[ !

2U!
d2

!�1–2 kv! k2
2

¸
~[!

2 ~U!






 v! ¸

Vd!–1kh>k2

2g
ka � a � k2h!�1








2

2
•

Applying CGMT yields,

min
v!

max
u! �1

[ ! d!�1–1

2U!
kv! k2g)

!�2 � 1•2
!�2 u!�1
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¸
[ ! d!�1–1

2U!
k� 1•2

!�2 u!�1 k2h)
!�2 v!

�
[ ! ku!�1 k2

2

8U!
¸

V
2kh>k2

u)
!�1 ~g!�2–1

¸
[ !

2U!
d!�1–2 ~g)

!�2–2 v!

¸
[ !

2U!
d2

!�1–2 kv! k2
2

¸
~[!

2 ~U!






 v! ¸

Vd!–1kh>k2

2g
ka � a � k2h!�1








2

2
•

We perform the optimization over the direction of v! , we have

max
u! �1

min
[ ! �1

[ ! d!�1–1

2U!
[ !�1 g)

!�2 � 1•2
!�2 u!�1

� [ !�1







[ ! d!�1–1

2U!
k� 1•2

!�2 u!�1 k2h!�2

¸
[ !

2U!
d!�1–2 ~g!�2–2

¸
~[!
~U!

Vd!–1kh>k2

2g
ka � a � k2h!�1








2

�
[ ! ku!�1 k2

2

8U!
¸

V
2kh>k2

u)
!�1 ~g!�2–1

¸
� [ !

2U!
d2

!�1–2 ¸
~[!

2 ~U!

�
[ 2

!�1 ¸
~[!

2 ~U!

Vka � a� k2
2d2

!–1kh>k2
2kh!�1 k2

2

4g2
•

Using the square-root trick again

max
u! �1

min
[ ! �1

max
U! �1

[ ! d!�1–1

2U!
[ !�1 g)

!�2 � 1•2
!�2 u!�1 �

U!�1 [ !�1

2

�
[ !�1

2U!�1

� [ 2
! d2

!�1–1 kh!�2 k2

4U2
!

k� 1•2
!�2 u!�1 k2

2 ¸
[ 2

!

4U2
!

d2
!�1–2 k~g!�2–2 k2

2

¸
~[2!
~U2

!

V2ka � a � k2
2d2

!–1kh>k2
2kh!�1 k2

2

4g2

�

�
[ ! ku!�1 k2

2

8U!
¸

V
2kh>k2

u)
!�1 ~g!�2–1

¸
� [ !

2U!
d2

!�1–2 ¸
~[!

2 ~U!

�
[ 2

!�1 ¸
~[!

2 ~U!

V2ka � a � k2
2d2

!–1kh>k2
2kh!�1 k2

2

4g2
•

Now similar to before, we repeatedly apply CGMT and arrive at the following optimization:

max
V¡0

min
g¡0

Vg
2

�
1 �

k~g!�1–1 k2
2

kh>k2
2

�
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¸ max
[ ! – ~[!

min
U! ¡0– ~U! ¡0

~[! ~U!

2
¸

U! [ !

2
�

V[2
!

8g

¸
[ !

2U!

V2d2
!�1–2 k~g!�2–2 k2

2

4kh>k2
2

¸ min
a

¹a � a � º)
� ~[!
2 ~U!

Vd!–1kh>k2

2g
~[! g!�1

¸ d !–2V~g!�1–2

�

¸
d2

!–2Vkh>k2
2

2g
ka � a � k2

2

¸
~[!

2 ~U!

V2ka � a � k2
2d2

!–1kh>k2
2kh!�1 k2

2

4g2

¸ � k ¹a– a0º

¸ �
�
ka � a � k2

2
V2

g2
–

[ !

U!
–

~[!
~U!

– V
�
–

where � is de�ned as

max
[ ! �1 ¡0

min
U! �1 ¡0

�
�
1 �

3!�2

3!�3

� U!�1 [ !�1

2

¸
� [ !

2U!
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!�1–2 ¸
~[!

2 ~U!

�
[ 2

!�1

�
[ !�1

2U!�1

� [ 2
!

4U2
!
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¸
~[2!
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!
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2d2

!–1=3!�1

4g2

�

• • • ¸ min
[ 1¡0

max
U1¡0

�
U1[ 1

2
�

[ 1

2U1

� 22
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1–230

d2
1–131

[ 2
2 ¸
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�
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¸
� [ 3

8U3
¸

[ 2

2U2
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! d2

1–2
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�
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1

¸
[ 2

2

16kh1k2
2
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� [ 1
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2U1
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2
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2
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[ 2

8U2
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Using the Lagrange multiplier _, we set b := ka � a� k2
2 and we perform the optimization

over a by completing the squares and obtain that

min
a

¹a � a � º)
� ~[!
2 ~U!

Vd!–1kh>k2

2g
~[! g!�1 ¸ d !–2V~g!�1–2

�

¸
d2

!–2Vkh>k2
2

2g
ka � a � k2

2 ¸
~[!

2 ~U!

V2ka � a � k2
2d2

!–1kh>k2
2kh!�1 k2

2

4g2

¸ � k ¹a– a0º � _ka � a � k2
2
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�! 3 ! EM k;2

�
0� � rk¹0 0º � 2I

�
¸ 23 ! EI2 ¸ 3 ! E¹k¹00º � 0 0rk¹0 0ºº–
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G

1
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¹� � Gº2 ¸ k¹Gº
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2
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!–2V2
�
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Hence the �nal scalar optimization would be

max
V¡0

min
g¡0

Vg
2

�
1 �
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=

�

¸ max
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min
U! ¡0– ~U! ¡0
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¸
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�
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!

8g
¸
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V2d2
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¸ max
_

min
b

_b2 ¸ �
�
b2 V2

g2
–

[ !

U!
–

~[!
~U!

– V
�

¸ 3 ! EM k;2

�
0� � rk¹0 0º � 2I

�

¸ 3 !
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!–2V=

g
¸
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�
� ~[2!
16 ~U2!

V2d2
!–1=

g2
~[2! ¸ d 2

!–2V2
�
– (4.41)

where � is de�ned in (4.37).



181

C h a p t e r 5

GAUSSIAN UNIVERSALITY FOR DIFFUSION MODELS

This chapter is based on joint work with Reza Ghane, Anthony Bao, and Babak Hassibi

(Ghane et al., 2025b).

A remarkable contribution of deep learning is the advent of generative models for image and

video generation. Di�usion-based generative models (Sohl-Dickstein et al., 2015), (Song

and Ermon, 2019),(Ho, Jain, and Abbeel, 2020),(Song, Meng, and Ermon, 2020),(Dhariwal

and Nichol, 2021),(Song et al., 2021),(Kingma et al., 2021), (Karras et al., 2022), in

particular, have enjoyed tremendous success in vision [LDM (Rombach et al., 2022), audio

[Di�wave (Kong et al., 2020)] and text generation [D3PM (Austin et al., 2021)]. For an

overview of di�usion models and their applications, we refer to the surveys (Croitoru et al.,

2023) and (Yang et al., 2023).

Despite signi�cant progress in training methods, network architecture design, and hyper-

parameter tuning, there has been relatively little work done on understanding rigorous

mathematical properties of the data generated by di�usion models. Through theory and

experiments, we argue that images generated by conventional di�usion models satisfy a

form of Gaussian Universality.

Gaussian Universality is an overloaded term. It often means that certain characteristics

of data coming from : classes distributed as P1– • • • – P: with means �1– • • • – �: and co-

variance matrices �1– • • • – �: remain unchanged when replaced by data coming from the

corresponding Gaussians N ¹�1– �1º– • • • – N ¹�: – � : º. Informally, this means that a data

representation satisfying Gaussian Universality behaves similarly to a Gaussian Mixture

Model with matching means and covariances per class.

Gaussian Universality has been observed in the empirical distribution of eigenvalues of
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Gram matrices constructed from real-world data (Seddik et al., 2020; Levi and Oz, 2023).

While this phenomenon is compelling, we focus on Gaussian Universality of the test error,

which we consider a key characteristic in machine learning. Speci�cally, we compare

the generalization error of generalized linear models trained on di�usion-generated data

to those trained on Gaussian Mixtures with matching means and covariances, observing a

close match.

As a technical step towards elucidating this phenomenon, we argue that, when the reverse

process is a contraction, one can establish an Approximate Concentration of Measure

phenomenon for the distribution of the output, which is a common assumption in theoretical

works on Gaussian Universality of the test error.

While there are many aspects to building a di�usion model for data synthesis such as

training the denoiser and choosing the forward process and noise schedule, in this work

we take a higher-level approach and mainly focus on the sampling process of a pre-trained

di�usion model. Our arguments are agnostic to the training procedure and the denoiser's

architectural details.

We believe that the present study is important both for advancing our theoretical under-

standing of generative models for images and their limitations, as well as the role of data in

supervised ML:

ˆ We show that distributions that can be generated via di�usion models satisfy an

Approximate Concentration of Measure Property 9. Similar properties are required

in most apporaches to proving universality.

ˆ As discussed in (Goldblum et al., 2023) and (Nakkiran, 2021), one of the reasons

we do not have a practical theory of deep learning is the lack of clean mathematical

models that describe real-world data. In view of the universality results outlined in

the presented work, combined with the empirical observations showing that di�usion-
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generated distributions can approximate real-world data well, we suggest that it suf-

�ces to consider GMMs. The analysis of performance of models trained on GMMs

has been a topic of active research recently; see, e.g. (Thrampoulidis, Oymak, and

Soltanolkotabi, 2020; Loureiro et al., 2021b).

Finally, we note that while this paper primarily assesses Gaussian Universality of test error

for di�usion models trained on real-world data, the theoretical section is self-contained and

presents all necessary mathematical formulations, results, and references.

5.1 Related Works

The theoretical analysis of di�usion models and the images generated by such models

remains an underexplored area.

ˆ In an emerging line of work, many papers have analyzed the output distributions and

convergence of di�usion models through the lens of Langevin dynamics. (Chen et

al., 2022) show that denoising di�usion probabilistic models (DDPM) and critically

damped Langevin Dynamics (CLD) can e�ciently sample from any arbitrary distri-

bution, assuming accurate score estimates - an assumption central to many works in

this area. While among the �rst works to provide quantitative polynomial bounds

on convergence, the high-dimensional nature of the problem means that estimating

the score function may be practically impossible. Furthermore, it is infeasible to

verify the validity of this assumption, as we do not have access to the true score func-

tion. And, as evident from the bounds of (Mousavi-Hosseini et al., 2023), generating

heavy-tailed distributions using Langevin dynamics initialized from the Gaussian

distribution is intractable in practice as one needs to run the Langevin dynamics for

an exponential number of steps. We refer to (Li et al., 2024) for a brief overview of

the existing works on the convergence theory of di�usion models.

ˆ (Seddik et al., 2020) show a form of equivalence between representations generated
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from Generative Adversarial Networks (GANs) and from GMMs. They considered

the Gram matrix of pre-trained classi�er representations of the GAN-generated images

and show that asymptotically, it possesses the same distribution of eigenvalues as the

Gram matrix of Gaussian samples with matching �rst and second moments.

ˆ (Loureiro et al., 2021b) investigated the generalization error of linear models for

binary classi�cation with logistic loss and �2 regularization. On MNIST and Fashion

MNIST, they observed a close match between the real images and the corresponding

GMM for the linear models and in the feature map of a two-layer network. (Loureiro

et al., 2021a) considered a student-teacher model and veri�ed universality for the

aforementioned datasets via kernel ridge regression. They also explored the output of

a deep convolutional GAN (dcGAN), labeling it using a three-layer teacher network.

Using logistic regression for classi�cation illustrated a close match with GMMs on

GAN-generated data, but a deviation from real CIFAR10 images. (Goldt et al., 2022)

analyzed the generalization error of Random Features logistic regression using the

Gaussian Equivalence property and corroborated their results using images generated

by a dcGAN trained on CIFAR100. (Pesce et al., 2023) studied the student-teacher

model for classi�cation and empirically demonstrated the universality of the dou-

ble descent phenomenon for MNIST and Fashion MNIST. They preprocessed these

datasets using a random feature map, with labels generated by a random teacher,

for ridge regression and logistic classi�cation. However, they also observed that the

universality of the test error fails to hold while using CIFAR10 without preprocessing

with either random feature maps, wavelet scattering, or Hadamard orthogonal projec-

tion. (Dandi et al., 2023) observed that the data distributions generated by conditional

GANs trained on Fashion MNIST exhibit Gaussian universality of the test error for

generalized linear models. (Gerace et al., 2024) considered mixture distributions with

random labels and demonstrated universality of test error of the generalized linear

models. The universality part of our work can be considered as an exploration of
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the same phenomenon for conditional di�usion models trained on signi�cantly larger

image datasets.

ˆ (Re�netti, Ingrosso, and Goldt, 2023) show that SGD learns higher moments of the

data as the training continues which exhibited nonuniversality of the test error with

respect to the input distribution. Exploring the limitations of current universality

results and conditions under which they break remains an interesting direction of

research.

ˆ (Jacot et al., 2020) and (Bordelon, Canatar, and Pehlevan, 2020) considered ker-

nel methods for regression and corroborated their �ndings through experiments on

MNIST and Higgs datasets, providing evidence of Gaussian universality.

ˆ (Li, Dai, and Qu, 2024) explore a connection between di�usion models and

GMMs from a di�erent point of view. They observe that if the denoisers are

over-parametrized, the di�usion models arrive at the GMMs with the means and

covariances matching those of the training dataset, but learn to diverge at later

stages of training. Our observations imply that even though the distribution of the

di�usion-generated images stops being the same as the corresponding GMM after

su�ciently many training steps, they still have properties in common.

ˆ (Levi and Oz, 2023) investigated the spectrum of the empirical Gram and covariance

matrices of various real world image datasets by centering the images. They demon-

strated that the eigendistribution and the level-spacing distribution of the empirical

covariance matrix of real data could be closely captured with that of a Wishart matrix

whose covariance displays a Toeplitz structure with eigenvalues following a power-

law spectrum. Albeit not the main focus of our work, we show that the spectrum of

the covariance matrix for each class of data generated by a conventional conditional

di�usion model also displays a power-law behavior. Our experiment setting is di�er-

ent in two key aspects. First, by not centering the images, we retain the mean of each
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class in the data. Second, the empirical covariance is compute per class, rather than

over the entire dataset.

ˆ Concurrent to the submission of this work, (Tam and Dunson, 2025) established a

similar Concentration of Measure Property. While their results are valid for any gen-

erative model consisting of Lipschitz operations, they mainly explore concentration

properties for GANs. Our paper conducts extensive numerical experiments with dif-

fusion and dives into the question of bounding the Lipschitz constant of the di�usion

process after # steps, which is crucial to ensure that the constants in the concentration

inequality can be taken to be independent of #. Finally, the second part of (Tam and

Dunson, 2025) considers more abstract settings, such as generative models taking

general subgaussian noise as input, while in the second part of our work we study

Gaussian universality for di�usion-generated data.

5.2 Main Results

We start by de�ning the linear multiclass classi�cation problem and we prove a universality

result for such models and state our �rst empirical observation. We then proceed to provide

insights and explanations for why this empirical may hold based on a notion of approximate

concentration of measure which requires an analysis of the sampling process of di�usion

models (Appendix 5.6).

Classi�cation and Gaussian Universality

We cover Gaussian universality in the context of linear multiclass classi�cation following the

framework described in (Ghane, Akhtiamov, and Hassibi, 2024) and extend it to an arbitrary

number of classes. As we will see, most known Gaussian universality results operate in an

idealized setting that does not appear to be applicable to the covariance matrices estimated

from the di�usion-generated images (Figure 5.4). Nevertheless, we observe empirically

that universality holds in the latter setting as well, hence raising a challenge of relaxing the
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assumptions of the existing universality results to make them more practical. We outline

the corresponding notation and challenge below.

ˆ Consider data x 2 R3 being generated according to a mixture distribution with :

classes P =
Í :

8=1\ 8P8 for 0 � \ 8 � 1 and
Í :

8=1\ 8 = 1. For a sample x from P8, i.e., the

i'th class, we assign a label y 2 R: , to be y := e8 (one-hot encoding).

ˆ We consider a linear classi�er W 2 R3�: with columns w� for � 2 »:¼ , where for a

given datapoint x, we classify x based on

arg max
�2»:¼

w)
� x•

The generalization error of a classi�er W on this task is de�ned as follows:

:Õ

8=1

\ 8P
�
8 < arg max

�2»:¼
w)

� x
�
�
�x � P 8

�
•

ˆ Given a training dataset fx8– y8g=
8=1 with = samples, where each class has =8 � \ 8=

samples, we construct the data matrix X 2 R=�3 and label matrix Y 2 R=�: :

X) :=
�
x1 x2 • • • x=

�
– Y) :=

�
y1 y2 • • • y=

�
•

Without loss of generality, we can rearrange rows of X to group together samples by

class.

We also consider a Gaussian matrix G 2 R=�3 whose rows have the same mean and

covariances of the corresponding rows in X. We sometimes refer to this statement as G

matching X. In other words, G is a matrix of data sampled from the Gaussian mixture

model (GMM) de�ned via
Í :

8=1\ 8N ¹� 8– �8º where � 8 = EP8x and � 8 = EP8xx) �� 8� )
8

for x belonging to class 8.

ˆ To train for W, we minimize kY � XWk2
� by running SGD with a constant stepsize.

By the implicit bias property of SGD (Gunasekar et al., 2018), (Azizan and Hassibi,
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2018) for linear models, we observe that the iterations of SGD initialized from some

W0 converge to the optimal solution of the following optimization problem

min
W2R3�:

kW � W 0k2
� B•C XW = Y• (5.1)

Then it is known that under the list of technical Assumptions 1 listed below the W

obtained through running SGD on the data matrix X has asymptotically the same

performance (generalization error) as a~W obtained through running SGD on the

corresponding Gaussian matrix G, that is~W solving the following optimization

problem:

min
~W2R3�:

k ~W � W 0k2
� B•C G~W = Y•

In other words,

Theorem 15. The following holds asymptotically in the proportional regime3
= ! X ¡ 1

under Assumptions 1 :
�
�
�
�
�

:Õ

8=1

\ 8P
�
8 < arg max

�2»:¼
w)

� x
�
�
�x � P 8

�
�

:Õ

8=1

\ 8P
�
8 < arg max

�2»:¼
~w)

� g
�
�
�g � N ¹� 8– �8º

�
�
�
�
�
�
! 0•

Proof. See Appendix 5.7. ƒ

The required assumptions are as follows:

Assumption 1. Let x be any row of X and � be its mean. Then:

ˆ k�k 2 = $¹1º.

ˆ For any deterministic vector v 2 R3, and @ 2 N, @ � 6, there exists a constant  ¡ 0

such that Ex j ¹x � �º ) vj@�  
kvk@

2
3@•2.

ˆ For any deterministic matrix C 2 R3�3 of bounded operator norm we have

+0A¹x) Cxº ! 0 as 3 ! 1.

ˆ Bmin¹XX ) º = 
¹1º with high probability, where Bmin¹�º is the smallest singular value.
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Limitations of Current Universality Results

Assumptions 1 hold, for example, for any sub-Gaussian x with mean and covariance sat-

isfying k�k 2 = $¹1º and 2I3
3 � � � �I 3

3 (see Remark 5 in (Ghane, Akhtiamov, and

Hassibi, 2024) for details). However, assuming that2I3
3 � � � �I 3

3 is crucial here, as

otherwise one can take a Gaussian x with � = 3806¹1–1
4– • • • –132 º and � = 0 and notice

that +0A¹kxk22º = Tr¹� 2º � Tr¹�º 2 converges to a strictly positive number, violating the

third part of Assumptions 1 for C = I3, while x is normalized correctly in the sense that

Exkxk2 = Tr¹�º = $¹1º.

Unfortunately, as can be seen in Figure 5.4, the spectra of di�usion-generated images look

qualitatively similar to the "power law" � = 3806¹1–14– • • • –132 º, meaning that Theorem 15

does not apply in this setting. Moreover, to the best of the authors' knowledge, such covari-

ance matrices break the assumptions commonly made in papers focusing on universality for

regression, which is usually simpler to study. For example, (Montanari and Saeed, 2022)

also have to assume2I3
3 � � � �I 3

3 to get concrete results for over-parametrized regression

(cf. Theorem 5 in (Montanari and Saeed, 2022)). Despite this, in the next section, the

experimental results seem to suggest the universality of the classi�cation error does not

break, This motivates us to relax the Assumptions 1 in Theorem 15. While, technically

speaking, universality is proven only for objectives of the form (5.1), in practice one usually

adds a softmax function (¹z1– • • • – z: º = ¹• • • –4z�Í
4z8– • • • º

min
W2R3�:

kW � W 0k2
� B•C (¹XWº � Y• (5.2)

Here, the approximate equality comes from the fact that the coordinates of the range of the

softmax cannot turn exactly into zeros but will be very close to it on the training data if

one �ts the objective (5.2). Since this objective is of much greater practical interest than

(5.1) and has better convergence properties, we add softmax into the objective for numerical

validation of universality in the next section. Note that, from theoretical standpoint, it raises

the question of incorporating softmax into the framework of Theorem 15.
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Empirical Observation 1. The test error of the weights trained via minimizing kY �

(¹XWºk 2
� on images generated via EDM di�usion models matches the test error of the

weights trained on the matching GMM. The experiments are presented in Figure 5.1 pre-

ceded by the description of the setup.

Approximate Concentration of Measure Property

In this section, we provide additional insights leading to Empirical Observation 1. Before

doing so, we present a de�nition central to the result of this section. We use the following

de�nition of concentration. Informally, it means that the tails of the distribution decay

exponentially fast. Note that it corresponds to the Lipschitz Concentration Property for

@ = 2 from (Seddik et al., 2020), by setting 2 = 0.

De�nition 9 (ACoM). Given a probability distribution G � P where x 2 R3, we say that x

satis�es the Approximate Concentration of Measure Property (ACoM) if there exist absolute

constants
�
�– 2– 20– 3– f

�
¡ 0 such that for any !-Lipschitz function 5 : R3 ! R and B ¡ 0

it holds that

P
�
j 5 ¹xº � E 5 ¹xºj ¡ B

�
� �4 �¹ B

! f º2
¸ 24 �2 03• (5.3)

The distributions satisfying ACoM arise naturally in many applications and are quite ubiq-

uitous. We appeal to the following proposition proven in (Rudelson and Vershynin, 2013):

Proposition 3. The distribution x � N ¹0– �º satis�es the ACoM property 9. Moreover, the

corresponding � = 2, 2 = 0, and f = k�
1
2 k>?.

Note that by taking 2 = 0, we recover the classical notion of Concentration of Measure

in the literature. If � = I 3
3 and 5 ¹xº = kxk2, then Proposition 3 implies the classical fact

that the norm of the normalized standard vector converges to 1 in probability as 3 ! 1

because in this case the upper bound of De�nition 5.3 becomes 24�¹ B
f º2

= 24�B3 ! 0.

However, if � is also normalized as Tr¹�º = 1 but k�k>? = �¹1º (which happens, for
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instance, if the ordered eigenvalues of � follow the power law _8 = ~�8 �U for some ~� ¡ 0

and U ¡ 1), then the variance of x does not have to go to zero anymore, but De�nition

9 still implies that x has exponentially decaying tails (to be more precise, x is a sub-

Gaussian random vector�see De�nition 3.4.1 in (Vershynin, 2018)). Gaussians are far

from the only distributions satisfying ACoM; other examples include the strongly log-

concave distributions, and the Haar measure-we refer to Section 5.2 in (Vershynin, 2018)

for more examples. The concentration of measure phenomenon has played a key role in the

development of many areas such as random functional analysis, compressed sensing, and

information theory.

Di�usion: We denote the denoiser used in the forward and backward processes of a

conventional di�usion model as �\ ¹�º. In this paper, we focus only on the sampling process

where we use x¹8º to denote the sample generated at the 8'the step of the sampling process

starting from the initialization x¹0º � N ¹0– C2
0I 3º. We run the sampling for # steps. We

use C8 to denote the value of the noise scale used in the sampling process. Furthermore,

x¹8º 7! R ¹8º
� \

¹x¹8º– C8:8¸1º = x¹8¸1º is used to denote the mapping that generates the sample

in the next step and we use C8:8¸1 to summarize ¹C8– C8¸1º. Building on De�nition 9, the

following result provides insights on why the test error of generalized linear models trained

on di�usion-generated images matches that of the matching GMM.

Theorem 16. (a) Assume that krx � \ ¹x¹8ººk � ! � holds with probability at least 1�214�2 23

for some !� ¡ 0 and all 8 = 0– • • • – #. Then there exists !R ¡ 0, such that the following

holds as well:

P
�
kr xR¹8º

� \
¹x¹8º– C8:8¸1ºk2 � ! R

�
� 1 � 2 14�2 23•

(b) Furthermore, if !R � 1, then the resulting output x¹#º satis�es the following tail bound

for every ! 5-Lipschitz 5 : R3 ! R and every B ¡ 0:

P
�
j 5 ¹x¹#º º � E 5 ¹x¹#º º j ¡ B

�
� 2 exp

�
�

B2

2! 2
5

�
¸ 2#2 14�2 23•
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Proof. See Appendix 5.8. ƒ

Remark 19. Theorem 16 implies that di�usion generated distributions satisfy the ACoM

property from De�nition 9 as long as # = $¹4233º for some 23 Ÿ 22. This makes our

results applicable to the scenario where the number of steps in the sampling procedure is

exponential in the dimension of the data. To motivate the assumption !R � 1 made in part

(b) of Theorem 16, we would like to refer the reader to Figure 5.3 as a partial empirical

justi�cation for it. We would also like to point out that the norms decrease in such a

manner that, in fact, kx¹8º� ~x¹8ºk2 � kx ¹0º � ~x¹0ºk2 for two independent noise initializations

x¹0º–~x¹0º � N ¹0– C2
0I 3º and the corresponding points x¹8º–~x¹8º obtained from x¹0º–~x¹0º by

applying 8 consecutive steps of the backward process.

We have also made the following empirical observation, that partly supports the assump-

tion ! R � 1 from Theorem 16 as well. Understanding mathematically why Empirical

Observation 2 holds thus poses an interesting challenge.

Empirical Observation 2. Each sampling step x¹8¸1º = R ¹8º
� \

¹x¹8º– C8:8¸1º of the Algorithm 1

in Appendix 5.6 decreases norms, i.e., kx¹8ºk2 � kx ¹8�1º k2 throughout the reverse process.

The results of the corresponding experiments can be found in Figure 5.3.

We observe this contractivity in the sampling process for the setting described in Appendix

5.6. This observation raises the possibility that many di�usion models used in practice may

also possess a contractive sampling process. An important future direction is to understand

the conditions under which this property holds, given the base and data distributions, noise

schedule, and denoiser training.

We �nally note that the ACoM property in (5.3) is insu�cient for concluding universality

from any of the known universality theorems even for 2 = 0 unless the upper bound from the

right-hand side of De�nition 9 goes to 0 as 3 ! 1. Nevertheless, our experiments suggest

that universality holds for di�usion-generated images despite this technicality. As such, we
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report it as an empirical observation and present the question of extending Theorem 15 to

capture more complicated covariance matrices � such as the power law as an open question

for future theory works.

5.3 Experiments

Throughout all our experiments, we use the trained conditional di�usion (see Appendix 5.6)

checkpoint from EDM (Karras et al., 2022), which uses the ADM architecture (Dhariwal

and Nichol, 2021) and was trained on Imagenet64 (Imagenet-1k (Deng et al., 2009)

downscaled to 64 � 64 pixels).

We take a 20 class subset of the 1000 Imagenet classes and sample 10240 images per class

from the di�usion model. Our data has dimension 12288 = 3 � 64 � 64, corresponding to

RGB images at resolution 64�64. We open source the code1 to reproduce our experiments,

and we also log our extensive hyperparameter sweeps for GLM training2.

Generalized Linear Models Show Matching Generalization Error

We train generalized linear models (GLMs) on our dataset of di�usion-generated images

and on the corresponding Gaussian data sampled from a GMM �tted on 10240 di�usion-

generated images per class. Following the setting of subsection 5.2, we use SGD as our

optimizer and mean squared error (MSE) as our loss criterion. For multiclass classi�cation,

we use a softmax activation on the logits and compute the MSE loss against the one-hot-

encoded class labels. For binary classi�cation, we compute the MSE loss on the logit after

sigmoid activation. This regression on predicted class probabilities is done in practice as

soft or noisy labels and in knowledge distillation (Gou et al., 2021).

Matching Generalization Error: We observe matching test accuracies for GLMs trained

on di�usion-generated images and on the corresponding Gaussian data, over a range of

training set sizes and multiple subsets of classes.
1Code available: https://github.com/abao1999/diffusion-gmm
2Sweeps: https://wandb.ai/abao/diffusion-gmm



194

Figure 5.1: Multiclass (top row) and binary (middle and bottom rows) GLM accuracy
for di�usion-generated images (red) and GMM samples (blue). Shaded regions show the
standard deviation envelope (` � f) across the 10-20 independent runs per training data split
(a total of � 1200 independent GLM training runs for both di�usion and GMM samples are
aggregated in these plots).

We compare the accuracies achieved by GLM on the di�usion-generated images versus

the GMM samples, when varying the number of samples per class in the training set.

Figure 5.1 presents the results of 10-20 independent runs per training data split, with a

di�erent random seed for each run. Thus, for each run, a unique pseudorandom generator

state determines weight initialization in addition to the sampling and minibatch shu�ing

of # train per class2 »128– 4096¼ samples from our dataset of 10240 samples per class for

di�usion-generated images and GMM samples. Likewise, we �x the size of our held-out

test set to #test per class= 1024, randomly sampled according to each run's unique random

state from a separate subset of our dataset to ensure no overlap with the training set.
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To robustly achieve the best possible classi�cation, we perform an extensive sweep over

batch sizes and of learning rates between »10�4 – 0•1¼, with cosine annealing scheduler,

while ensuring convergence with respect to the test loss.

The choice of MSE loss on one-hot-encoded labels may seem unconventional for classi�ca-

tion but is done to match the setting of 5.2. We repeat our experiments using cross-entropy

loss (Fig 5.2) and also observe a match, but did not conduct as extensive a sweep and expect

the match to improve.

Figure 5.2: Accuracy for GLM with cross-entropy loss, for di�usion images (Red) and
GMM (Blue).

In Appendix 5.10 we compute the eigenvalue spectra of the Gram matrices of multiclass

mixtures of di�usion-generated images. Appendix Figures 5.6 and 5.7 show a very close

match between the Gram spectra of di�usion-generated images and that of the corresponding

GMM. And in Appendix 5.12 we show a close match (Figures 5.11 and 5.12) between the

Gram spectra and the eigenspaces of ResNet representations of high-resolution images

sampled from a latent di�usion model, suggesting an investigation into the concentration

of these models and their representations as an avenue for future work.

Related Properties of the Sampling Process

Norm Evolution through Sampling Process: We empirically investigate the concentration

of norms throughout the sampling process.
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Figure 5.3: Evolution of �2 norms and contraction through the EDM sampling process. (A)
The evolution of the �2 norms through the stochastic sampling process. (B) The di�erence in
� 2 norms of intermediate images between consecutive steps of the EDM sampling process,
shown for 10240 generation trajectories (2048 per class, across 5 classes). The sampling
process is clearly a contraction, supporting Empirical Observation 2.

See Appendix 5.6 for an overview of the EDM di�usion sampling process. In Appendix

Figure 5.8 we show how the sampling process progressively matches the eigenvalues of the

Gram matrix. We present further observations regarding the norm evolution and covariance

eigenvalues in Appendix 5.11. And in Appendix Figure 5.16 we investigate the evolution

of the norms of individual pixels.

Covariance Spectra of Generated Images exhibit Power Law: We observe that the top

ordered eigenvalues of the covariance matrices for di�usion-generated images follow a

power law, supporting our discussion in Section 5.2 on limitations of current universality

results.

5.4 Conclusion

In this work, we focus on the Gaussian universality of the generalization error of generalized

linear models on di�usion-generated data. We are motivated by the fact that characterizing

the generalization error and performance of neural networks precisely remains one of most

challenging problems in modern machine learning. In fact, most theoretical works have

focused on analyzing models under speci�c assumptions about data distribution, such as

isotropic Gaussianity even though real-world datasets are almost never Gaussian. As such,

we choose to study theoretical properties of the di�usion-generated distributions instead as
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Figure 5.4: Top 1000 eigenvalues of the covariance matrices computed over 10240 di�usion-
generated images per class, shown log-log scale to illuminate power-law behavior, with 8'th
eigenvalue having value / 80, 0 2 »� 7

5– �1¼.

an approximation to real-world distributions more amenable to analyses. Future directions

include extending the universality results to accommodate for more general covariance

matrices, incorporating training with softmax into the universality framework, and providing

a rigorous proof of the contractivity of the sampling process.
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5.5 Supplementary Material

5.6 Di�usion

We provide an overview of di�usion models pertinent to our results in this paper. Given

samples G0 � @0 from a high-dimensional distribution in R3, we learn a distribution ?\ � @0

that allows easy sampling. A trained di�usion model essentially applies a sequence of

nonlinear mappings (speci�cally, denoisers, denoted by �\ ) to a white Gaussian input to

obtain clean images. Following the formulation in (Karras et al., 2022), assuming the

distribution of the training to be "delta dirac", the score function can be expressed in terms

of the ideal denoiser that minimizes !2 error for every noise scale, i.e., rx log ?¹x; fº =

¹� \ ¹x; fº � xº•f 2. This serves as a heuristic for using ¹�\ ¹x; fº � xº•f 2 as a surrogate

for the score function to run the backward process. In most applications, �\ is a neural

network trained to be a denoiser, typically using a U-Net backbone. The speci�c denoiser

we consider for our experiments is from ADM (Dhariwal and Nichol, 2021) which uses

a modi�ed U-Net backbone with self-attention layers. During training, the network sees

multiple noise levels, and learns to denoise the images at many scales. Our analysis and

statements in Section 5.2 hold for most of the di�usion models used in practice, as they

employ a Lipschitz neural network. (Karras et al., 2022) adopt a linear noise schedule

f¹Cº = C, but choose a nonlinear step spacing during sampling that emphasizes the low-

noise regime. In view of the discussion above, and setting f¹Cº = C, the sampling process

is an iterative procedure of # steps:

x0 � x ¹#º = R ¹#�1º
� \

 

R¹#�2º
� \

� �
• • • R¹0º

� \

�
x¹0º– C0:1

�
• • •

�
– C#�2:#�1

�
– C#�1:#

!

• (5.4)

where x) := x ¹0º � N ¹0– C2
0Iº is isotropic Gaussian noise and x0 � x ¹#º is the clean

image. We adopt this notation of sub-scripting the time index for x while super-scripting its

sampler step index in order to avoid confusion with the standard notation in di�usion model

papers. At any sampler step 8 we have a (noisy image, noise level) pair ¹x¹8º– C8º and the

next noise level C8¸1; and R¹8º
� \

represents the mapping used to generate a less noisy sample
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Figure 5.5: High-level overview of the sampling process.

i.e., x¹8¸1º  R ¹8º
� \

¹x¹8º– C8:8¸1º, which takes in an independent noise �8 at each time step, as

illustrated by Figure 5.5.

Algorithm 1: EDM Stochastic Sampler (Karras et al., 2022)

1 De�ne 5 ¹x– Cº :=¹x � � \ ¹x– Cºº •C ; � Probability Flow ODE

2 Sample x¹0º � N ¹0– C2
0Iº

3 for 8 2 f0– • • • – # � 1g do
4 Sample � � N ¹0– ( 2

noiseIº
5 x̂¹8º  x ¹8º¸ C8

p
W¹2 ¸ Wº� ; � Inject Noise

6 � 8  C 8¸1 � C8¹1 ¸ Wº ; � Step Size

7 x¹8¸1º  x̂¹8º¸ � 85 ¹̂x¹8º– C8¹1 ¸ Wºº ; � Euler Step

8 if C8¸1 < 0 then

9 x¹8¸1º  x̂¹8º¸ � 8
2

�
5 ¹̂x¹8º– C8¹1 ¸ Wºº ¸ 5 ¹x¹8¸1º– C8¸1º

�
; � Second-order

correction

10 return x ¹#º

We focus on this framework and observe that in summary, x¹8¸1º  R ¹8º
� \

¹x¹8º– C8:8¸1º, with

R¹8º
� \

¹x¹8º– C8:8¸1º := x̂¹8º¸
� 8

2C8¸1

h
x̂¹8º¸ ¹� 8¸ C8¸1º38 � � \ ¹x̂¹8º¸ � 838– C8¸1º

|                   {z                   }
Denoiser after Euler step

i
–

where 38 := 5 ¹̂x¹8º– C8¹1¸Wºº is as de�ned in line 1 of Algorithm 1 and W is a hyperparameter

controlling the amount of additional injected noise whose scale is determined by the (noise

hyperparameter. And̂x¹8º is the current image with the added noise. Formally, we would

like to claim that the distribution of the output x¹#º satis�es ACoM, and we visualize the

evolution of the norms of these quantities through the sampling process in Figure 5.3 to

further illuminate our argument about the 1-Lipschitznes of the generative process.

Following the recommendations of (Karras et al., 2022), the stochastic sampling process

of # = 256 steps begins with C<0G := C0 = 80 and ends with C<8= := C#�1 = 0•002. The
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sampling step schedule is constructed as C8Ÿ# =
�
C<0G

1
d ¸ 8

#�1

�
C<8=

1
d � C<0G

1
d

� � d
. Here,

d = 7 is a hyperparameter observed to improve image quality.

5.7 Proof of Theorem 15

In order to study the problem presented in (5.1), we use a Lagrange multiplier variable

_ 2 R to bring in the constraint:

�¹Aº := min
W2R3�:

kW � W 0k2
�

B•C XW = Y

= min
W2R3�:

sup
_¡0

_
2

kAW � Yk 2
� ¸ kW � W 0k2

� •

Now we will consider the following ridge regression objective:

� _¹Aº := min
W

_
2

kAW � Yk 2
� ¸ kWk 2

�

=
:Õ

�=1

min
w�

_
2

kAw� � y � k2
2 ¸ kw � k2

2•

Note that �¹Aº = sup_¡0 � _¹Aº, therefore, we analyze �_¹Aº for every _ ¡ 0 and via

a uniform convergence argument, we extend the result to sup_¡0 � _¹Aº. We denote the

solution to the above optimization problem as W� _ ¹Aº . For the main quantity of interest,

the generalization error,
�
�
�
�P

�
8 < arg max

�2»:¼
w)

�–� _ ¹Xºx
�
�
�x � P 8

�

� P
�
8 < arg max

�2»:¼
w)

�–� _ ¹Gºg
�
�
�g � N ¹� 8– �8º

� �
�
�
�• (5.5)

We will leverage a result from literature. Namely, we utilize a multi-dimensional version of

the CLT result of (Bobkov, 2003) (Corollary 2.5) which controls the following quantity for

a matrix W with "generic" column vectors:
�
�
�
�P

�
8 < arg max

�2»:¼
w)

�–� _ ¹Xºx
�
�
�x � P 8

�

� P
�
8 < arg max

�2»:¼
w)

�–� _ ¹Xºg
�
�
�g � N ¹� 8– �8º

� �
�
�
�• (5.6)
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This extension follows by applying a union bound argument. Hence, using (5.6), to analyze

(5.5), we would only need to bound the following:
�
�
�
�P

�
8 < arg max

�2»:¼
w)

�–� _ ¹Xºg
�
�
�g � N ¹� 8– �8º

�

� P
�
8 < arg max

�2»:¼
w)

�–� _ ¹Gºg
�
�
�g � N ¹� 8– �8º

� �
�
�
�–

which involves analyzing the covariance and the mean of w)
�–� _ ¹Aºg for A = G– X. Note that

in the argument above A could be either X and G as a multi-dimensional CLT argument

reduces the problem of universality of the test error on X to G and it only requires the �rst

and second order statistics of X.

We know from (Thrampoulidis, Oymak, and Soltanolkotabi, 2020) for the case of a

GMM, (see Equation 2.7 in (Thrampoulidis, Oymak, and Soltanolkotabi, 2020)), which

corresponds to taking A = G, the generalization error is characterized by the quantities

� )
� ¹w� � w � 0º, and �1•2

� S� 1•2
� where ¹(� º8 9:= ¹w8 � w 9º) ¹w8 � w 9º for 8– 9 < �. Now in

order to characterize ¹(� º8 9, note that we need to understand the pairwise interaction of w8

and w9 and the decomposition provided cannot capture these quantities. To do this, we use

the following identity:

min
w8–w9

_
2

kAw8�y � k2
2 ¸ kw 8k2

2 ¸
_
2

kAw9 � y � k2
2 ¸ kw 9k2

2

= min
w8�w 9–w8̧ w 9

_
4

kA¹w8¸ w 9º � y � k2
2 ¸ kw 8¸ w 9k2

2

¸
_
4

kA¹w8 � w 9º � y � k2
2 ¸ kw 8 � w 9k2

2–

and by studying the norms of �1•2
� ¹w8 � w 9º, we can recover ¹(� º8 9. Therefore, we need

to prove a universality result for the optimization in the right hand side of above. But

this follows by combining the results of (Ghane, Akhtiamov, and Hassibi, 2024) and the

above identity, we observe that j¹(� ¹Xºº8 9� ¹( � ¹Gºº8 9j
P
�! 0 for every _. Using the uniform

convergence result from Section B.2 in the appendix of (Ghane, Akhtiamov, and Hassibi,

2024), we observe that if �_¹Aº
P
�! 2 _ then sup_¡0 � _¹Aº

P
�! sup _¡0 2_. Now, to conclude

the proof, we combine this fact with a perturbation argument.
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5.8 Proof of Theorem 16

To prove Theorem 16, we will use the following auxiliary result.

Lemma 20. (a) Assume that sampling process is conducted in such a way that for some

21– 22 ¡ 0, for every 1 � 8 � #,

P
�
kR¹8º

� \
¹x¹8º– C8:8¸1ºk2 � kx ¹8ºk2

�
� 1 � 2 14�2 23•

Then the probability of the whole sampling process being norm-decreasing is at least

1 � #2 14�2 23.

(b) If G satis�es ACoM with
�
�– 2– 20– 3– f

�
¡ 0 and 5 ¹�º is di�enentiable and !5-

Lipschitz with probability at least 1 � ~24� 2̂3 , then 5 ¹Gº satis�es the ACoM with
�
�– 2 ¸ ~2– minf20– 2̂g– 3– !5f

�
.

Proof of Lemma 20. The proof of part (a) follows by a straightforward application of the

union bound. In fact,

P
� #Ù

8=1

n
kR¹8º

� \
¹x¹8º– C8:8¸1ºk2 � kx ¹8ºk2

o�

= 1 � P
� #Ø

8=1

n
kR¹8º

� \
¹x¹8º– C8:8¸1ºk2 � kx ¹8ºk2

o�
•

Now since

P
� #Ø

8=1

n
kR¹8º

� \
¹x¹8º– C8:8¸1ºk2 � kx ¹8ºk2

o�

�
#Õ

8=1

P
� n

kR¹8º
� \

¹x¹8º– C8:8¸1ºk2 � kx ¹8ºk2

o�

� #2 14�2 23•

Part (a) follows.
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For part (b), we use the following identity for arbitrary !6-Lipschitz function 6¹�º

P
�
j¹6 � 5 º¹Gº � E¹6 � 5 º¹Gºj ¡ C

�

� P
� n

j¹6 � 5 º¹Gº � E¹6 � 5 º¹Gºj ¡ C
o

\
n
kr 5 ¹Gºk2 � ! 5

o�

¸ P
�n

kr 5 ¹Gºk2 ¡ ! 5

o�
•

We have for the �rst term:

P
� n

j¹6 � 5 º¹Gº � E¹6 � 5 º¹Gºj ¡ C
o

\
n
kr 5 ¹Gºk2 � ! 5

o�

= P
� n

j¹6 � 5 º¹Gº � E¹6 � 5 º¹Gºj ¡ C
o�
�
�
n
kr 5 ¹Gºk2 � ! 5

o�
� P

�n
kr 5 ¹Gºk2 � ! 5

o�

� P
� n

j¹6 � 5 º¹Gº � E¹6 � 5 º¹Gºj ¡ C
o�
�
�
n
kr 5 ¹Gºk2 � ! 5

o�

� � exp
�
�

C2

f 2! 2
6! 2

5

�
¸ 24 �2 03–

for the second term from the assumption,

P
�n

kr 5 ¹Gºk2 ¡ ! 5

o�
� ~24� 2̂3 •

Summarizing

P
�
j¹6� 5 º¹Gº � E¹6 � 5 º¹Gºj ¡ C

�

� � exp
�
�

C2

f 2! 2
6! 2

5

�
¸ 24 �2 03 ¸ ~24� 2̂3

� � exp
�
�

C2

f 2! 2
6! 2

5

�
¸ ¹2 ¸ ~2º exp

�
� minf2 0– 2̂g3

�
•

ƒ

Proof of Theorem 16. (a) follows by noting that R¹8º
� \

¹x¹8º– C8:8¸1º is a deterministic Lipschitz

function of � \ ¹�º.

(b) The proof of the part (b) of Theorem 16 follows by combining the parts (a) and (b) of

Lemma 20 and noting that the sampling process will be 1-Lipschitz and iteratively applying

the result of part (b) of Lemma 20. ƒ
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5.9 Application of Theorem 16 to conventional samplers

Recall that the images are generated step by step according to:

x0 � x ¹#º = R ¹#�1º
� \

 

R¹#�2º
� \

� �
• • • R¹0º

� \

�
x¹0º– C0:1

�
• • •

�
– C#�2:#�1

�
– C#�1:#

!

•

We will prove that each x¹8ºsatis�es the ACoM property by induction by 8 = 0– • • • – #:

� Basis 8 = 0 follows from Proposition 3.

� Step 8 ! 8 ¸ 1 follows by applying Lemma 20 with ! = 1 to x¹8¸1º = R ¹8º
� \

¹x¹8º– C8:8¸1º if

we verify that R¹8º
� \

¹•– C8:8¸1º is 1-Lipschitz.

To show that each step R¹8º
� \

¹�º is Lipschitz with high probability, recall that it is comprised

of the noise injection followed by the application of the denoiser. The e�ect of the noise

injection part is covered by Lemma 21 below. As for the trained denoiser �\ ¹�º used in

R� \ ¹�º, it need not be Lipschitz in general, but in the case of the EDM sampler as well

as many other samplers, one could observe that the trained network is Lipschitz with high

probability assuming that each part of the architecture is Lipschitz with high probability.

Thus, we illustrate the argument for EDM samplers for which each part of the architecture

of the denoiser is Lipschitz with high probability.

We also test the validity of our results empirically for the U-Net architecture because the

latter is often employed in practice. Despite our prediction matches the empirical results

well for this architecture too, note that we were not able to verify the high-probability

Lipschitness assumptions for this network, leaving it as an interesting challenge that will

hopefully stimulate future work in this direction. To be precise, U-Net is a neural network

consisting of the following blocks:

ˆ Fully-Connected Layers with a Lipschitz activation function f = (8!* and a matrix

of weights W. These are Lipschitz functions with constant kfk!8?kWk>?.
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ˆ Convolutional Layers with a �lter W. These are also Lipschitz functions with constant

kfk !8?kWk>?.

ˆ Self-Attention Layers As shown in (Kim, Papamakarios, and Mnih, 2021), these are

not Lipschitz over the entire domain. However, intuitively it should be true that, if we

restrict the domain to points sampled from a distribution satisfying ACoM, then it is

Lipschitz with high probability. We have not been able to verify it by the moment of

submission and encourage an interested reader to do so. To support our point further,

if this architecture were not Lipschitz for the inputs of interest with high probability,

one would imagine that it would be utterly impractical to train and use. However,

nobody has reported this for self-attention.

ˆ Max Pool, Average Pool, Group Normalization, Positional Embedding, Upsampling

and Downsampling Layers. All these layers are 1-Lipschitz.

We conclude that the mapping x¹8º ! x ¹8¸1º is Lipschitz but, technically speaking, the

constant is unbounded. Moreover, since the sampling process involves # steps for a

relatively large #, the Lipschitz constant of the mapping x) ! x 0 might accumulate and

explode unless the Lipschitz constant of each step is bounded by 1. While we could not

prove directly that the latter is the case so far, we observed R¹8º
� \

to be contractive in the

simulations we have conducted (cf. Figure 5.3). As such, we decided to assume that

the training is performed in such a manner that the sampling steps x¹8º ! x ¹8¸1º are all

1-Lipschitz mappings for the scope of the present work.

Lemma 21. If ¹G– Hº � � where � is a product measure with marginals, c1#� = ? 1

and c2#� = ? 2 , ?1 and ?2 are two distributions satisfying ACoM with
�
� 1– 21– 201– 3– f1

�

and
�
� 2– 22– 202– 3– f2

�
, respectively, then ¹G– Hº also satis�es ACoM with

�
� 1 ¸ � 2– 21 ¸

22– minf201– 202g– 3– maxff1– f2g
�
.
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Proof. The proof technique is adopted from (Ledoux, 2001). For every !-Lipschitz function

5 : R3 � R 3 ! R, we have from triangle inequality

P
�
j 5 ¹G– Hº � E� 5 ¹G– Hºj ¡ 2C

�

� P
�
j 5 ¹G– Hº � E?1 5 ¹G– Hºj ¡ C

�

¸ P
�
jE?1 5 ¹G– Hº � E� 5 ¹G– Hºj ¡ C

�
• (5.7)

For the �rst term in 5.7, we have that for the product measure �

P
�
j 5 ¹G– Hº � E?1 5 ¹G– Hºj ¡ C

�

= E� 1
n
j 5 ¹G– Hº � E?1 5 ¹G– Hºj ¡ C

o

= E?2E?1j?21
n
j 5 ¹G– Hº � E?1 5 ¹G– Hºj ¡ C

o

= E?2P?1j?2

�
j 5 ¹G– Hº � E?1 5 ¹G– Hºj ¡ C

�
•

Now we observe that for every H, 5 ¹G– Hº is also !-Lipschitz in G, thus by ACoM

P
�
j 5 ¹G– Hº � E?1 5 ¹G– Hºj ¡ C

�

= E?2P?1j?2

�
j 5 ¹G– Hº � E?1 5 ¹G– Hºj ¡ C

�

� � 14�¹ C
! f 1

º2

¸ 2 14�2 0
13•

For the second term in 5.7, letting 6¹Hº := E?1 5 ¹G– Hº, we observe that 6 is also Lipschitz,

so by ACoM for ?2,

P
�
jE?1 5 ¹G– Hº � E� 5 ¹G– Hºj ¡ C

�
� � 24�¹ C

! f 2
º2

¸ 2 24�2 0
23•

Summarizing, we obtain that:

P
�
j 5 ¹G– Hº � E� 5 ¹G– Hºj ¡ 2C

�

� � 14�¹ C
! f 1

º2

¸ 2 14�2 0
13 ¸ � 24�¹ C

! f 2
º2

¸ 2 24�2 0
23

� ¹� 1 ¸ � 2º exp
�
�

� C
! maxff 1– f2g

� 2�

¸ ¹2 1 ¸ 2 2º exp
�
� minf2 0

1– 202g3
�
–

which concludes the proof. ƒ
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5.10 Gram Spectrum

For each of the subsets of classes we considered for our multiclass experiments, we also

investigated the spectrum of the Gram matrix of the corresponding mixture distribution.

Using an equal number of samples per class, we construct a data matrix X 2 R=�3 where =

is the total number of samples and 3 = 12288 is the dimensionality of each sample (viewed

as a vector). Figure 5.6 presents the eigenvalue spectrum of the resulting Gram matrix

of the type XX) 2 R=�= . As can be seen, we observe a very close match between the

distributions of the eigenvalues of the Gram matrices for the di�usion-generated data and

the corresponding GMM, but there is a slight mismatch for the smaller eigenvalues. We

leave the question of �nding out if there are any reasons for the latter mismatch apart from

numerical inaccuracies for future work.

Figure 5.6: Spectra of Gram Matrices for balanced mixtures of 4, 10, and 20 classes, for
Di�usion (Red) and GMM (Blue). We use 2048 samples per class for the 4-class mixture,
and 512 samples per class for 10 and 20 class mixtures.

Figure 5.7: First 1000 eigenvalues of Gram Matrices for balanced mixtures of 4, 10, and 20
classes.

Note that while establishing the closeness of eigenvalue distributions of the Gram matrices

allows one to characterize the behavior of certain algorithms such as Least-Squares SVM
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or spectral clustering, this does not allow us to analyze more elaborate algorithms. For

example, the LASSO objective minw kXw � yk 2
2 ¸ _kwk 1 for w 2 R3– X 2 R=�3 is not

unitarily invariant. Hence, given X0 2 R=�3 , even knowing that the Gram matrices ¹X0º) X0

and X) X are exactly equal to each other does not let one conclude that w0 identi�ed via

minw0 kX0w0 � yk 2
2 ¸ _kw 0k1 yields performance similar to the performance of F.

Evolution of Gram Matrix Eigenvalues through Sampling: We observe that the sampling

process �rst matches the top Gramian eigenvalues, and progressively matches the lower

eigenvalues.

Figure 5.8: Gramian eigenvalues through EDM sampling. Computed with 2048 samples
of one class.
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