Chapter 2

EXPERIMENTAL SETUP

2.1 Flow Facility

All experiments were performed in the FLOWTUB compact water tunnel facility.
Details of the design and construction of the facility can be found in Devey and
Gharib, 2025. A CAD rendering of the facility is provided in fig. 2.1. Since almost
all of our experiments involved flows generated from rest, the facility was mostly
used as a water tank, with relative motion produced exclusively by an in-house-
designed gantry. However, the facility’s clean flow-generation abilities provide two
distinct advantages over a passive tow-tank. First, settling time is substantially
reduced, even passively, because vorticity can leave the test section or otherwise
become absorbed through the flow straighteners on either end of the test section; the
front and rear of the test section act as porous walls that absorb vorticity. Second,
the tunnel can be turned on briefly, either to forcefully advect any vorticity from a
previous run out of the test section, or to provide mixing of PIV particles without
needing to wait a long time for the flow to settle afterwards. Aspects of these
benefits specifically relevant to steady-state dynamics studies using a gantry, were

commented on by Mackowski and Williamson, 2011.



Figure 2.1: FLOWTUB compact water tunnel facility with the gantry described in
section 2.2 sitting on top.

2.2 Gantry
A custom gantry was constructed by the author for the purposes of this work. It
is shown, sitting atop FLOWTUB, in fig. 2.1. The design requirements were as

follows:

1. Kinematically and programmatically compatible with general 2D motion:

X-y-angle
2. Low-latency real-time control input
3. Precise dynamic position following
4. Low vibration and hysteresis
5. High acceleration dynamic range
6. High velocity dynamic range

7. 1m? travel with continuous angular motion



8. Safety-critical positioning
9. Low cost

10. Ability to move between lab spaces

The gantry was designed and built from scratch in order to ensure all technical
constraints could be achieved, while also achieving the last two constraints which
were merely practical realities of limited funding and lab space. To maximize
velocity and acceleration dynamic range an H-belt design was chosen, allowing
high force transmission while minimizing accelerated mass. Doing so ensures
accurate and repeatable motion during the nearly impulsive motion of chapter 3,

and quick response to changing feedback control input in chapter 6.

The y-axis has a mass of ~ 13 kg, the x-axis has a mass of ~ 7kg. The complete
system has a mass of ~ 35 kg and is modular. The y-axis uses ball bearings to handle
the high moments inherent to the H-belt design, while the x-axis uses air bearings
to minimize hysteresis for the experiments in 3. The rails are precision ground rods
designed for linear motion; 25 mm diameter, 3 mm thick hard-anodized hollow rods
for the x-axis, and 25.4 mm diameter hardened solid steel for the y-axis. The x-y axes
are jointly controlled with two Teknic CPM-SCSK-2341P-RLNA servo-motors (800
steps/rev) gear reduced by 2:1 and driving a continuous Gates GT3 8 mm carbon-
fiber timing belt with a pulley with a 31.83 mm pitch radius (0.125 mm motor step
resolution, 0.22 mm belt backlash for two-way motion according to manufacturer).
A Teknic CPM-SCSK-2311S-ELNA servo-motor (6400 steps/rev) drives the angle
of attack axis through a 3:1 gear reduction (0.0188° step resolution). Servo motors
were chosen over stepper motors to reduce bulk and avoid missed steps, as well
as to allow smoother motion and greater degree of control over design tradeoffs.
Theoretical maximum acceleration (from peak motor torque and system mass) is
2.9g in the y-axis and 5.4g in the x-axis, with maximum theoretical speed of
6.7 m/s, though tracking error growth with acceleration, and physical bounds of
the gantry, prevent these from being achievable in practice. Nevertheless, having
a high acceleration capability was identified by Mackowski and Williamson, 2011
as crucial for feedback control applications with a gantry in fluid mechanics, such
as the work in chapter 6. Even still, the motors were only just sufficient for our

purposes due to their internal inertia, average power limits, and smoothing latency.

The angle of attack axis’s spindle is constructed using a 0.75" diameter Craftsman
Industries straight-shank ER-16 collet extender (10" long) pressed into two ABEC-1
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bearings spaced 3" apart. Precision manufactured in bulk for CNC machines, ER
collet extenders allow quick but secure work holding even under load while providing
just 0.005 mm runout at the attachment point, and 0.01 mm at 0.3 m according to

ISO 230 specifications for machine tools.

2.2.1 Trajectory Generation

The gantry’s motors internally convert 1 MHz step/direction inputs into smoothed
and sub-step set-point values by applying a temporal filter to the step/direction
commands. The smoothing filter’s time constant introduces a user-controllable
latency, so cost is latency while the benefit is a C* position-target curve for the
motors to track through time, which reduces vibration and noise, especially when
moving at low speeds, and for force and acceleration readings. The combination
of low friction, servo motors, and C® setpoints means repeatability is excellent,
especially on the x-axis due to the air bearing. To ensure precise timing across all
actuation and sensing tasks, all digital and analog signals pass through a National
Instruments NI-6320 data acquisition system (NIDAQ) with direct memory access
(DMA) through PCIe communication.

The NIDAQ has both input and output FIFO’s with adjustable size, and an internal
clock, so the device is capable of performing continuous I/O data streaming, never
missing a time step, even if the data sent across the PCle comes in packets at
irregular time intervals. Trajectories are specified programmatically using x;, y;, 6;
waypoints along with a time increment to hit the target, A¢;. Time steps can be non-
uniform, and units are meters, degrees, and seconds. An array of these waypoints
form a complete trajectory. These trajectories are converted into step and direction
commands to the motors using known factors. Since (x;, y;, 8;, At;) € R* but the
motor can only take in discrete step/direction commands at discrete times, the true
current motor position is stored in memory, and subsequent motion applied relative
to this true state to allow the motor’s smoothing to achieve sub-step resolution during

motion rather than produce a buildup of discretization error over time.

2.2.2 Trajectory Measurement

The gantry’s motor encoders have 0.03° resolution, but readout is only available
through position access requests which are shared between all three motors across
a USB2.0 connection. That means the time at which the position measurement
was taken, and thus the motor’s true trajectory, is not certain while the gantry is in

motion. Furthermore, the combination of backlash, belt compliance, and member
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flexion introduces slight errors between the motor encoders’ position and the gantry’s
X-y position, but only while the gantry is in motion. This problem is tackled
by fusing, via Kalman smoothing, an Analog Devices ADXL354 accelerometer
(22 ug/VHz) mounted to the gantry stage itself with the measured encoder positions.
The midpoint between the computer-side send and receive times for the encoder
position is used to estimate the time at which the encoder position was measured.
The Kalman smoother’s forward model assumes zero-mean Gaussian white noise
in the position measurements, and random walk bias noise in the accelerometer
measurements. The encoders provide time-uncertain and slightly noisy data of the
motor’s position (which becomes nearly exact once the gantry comes to rest), and the
accelerometers provide precise information about the acceleration at the location
of the gantry stage itself that results in drift-susceptible position measurements.
Between the two sensors, precise and accurate position, velocity, and acceleration
information is obtained through the Kalman smoother. Further details are available

in appendix A.1.2.

2.2.3 Pre-Computed Trajectories

Pre-computed trajectories are generated for the work in chapter 3. Generating pre-
computed trajectories is arelatively simple task. A general trajectory can be specified
in any manner so long as it is C2. In practice it is easier to build trajectories from a
chain of motion-primitive functions whose position and velocities are compatible.
Once a trajectory is created, the data is stored to a location in memory where the
NIDAQ can access it via DMA as-needed to keep its FIFO buffer full. Since all
of the timing is synchronized to the DAQ’s clock, it does not matter how large the
FIFO is. The National Instruments nidagmx SDK handles these backend details.

During motions in which the jerk is high, the motion is still highly repeatable,
but tracking error can be unacceptable. The primary errors were lag and position
overshoot for the work in chapter 3. This was corrected by measuring the true
trajectory using the accelerometer-encoder Kalman smoother described above, and
subtracting off some fraction of the trajectory error from the commanded error
(10% was chosen). Then the modified trajectory is run and the new error measured,
subtracted off, and the process is repeated until convergence is achieved. After
convergence the remaining position tracking error is < 150 um during the brief
startup phase, and position tracking has 30 um RMS during the constant velocity
phase, as shown in fig. 2.2. The trajectory following error was found to be quite

repeatable (see for example fig. A.4), with the largest remaining deviations post-
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startup occurring in a fairly regular pattern with 8 mm pitch. This points to slight
changes in belt tension, when individual teeth mesh with the cogs, as the main
source of tracking error. Errors could not be made more than 5x smaller than the
motor’s step resolution even though they were measurable because they were both

time-varying, so even step-dithering hit its limits.
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Figure 2.2: a) Velocity of the gantry measured using the Kalman smoothing tech-
nique, applied to the pre-computed trajectory followed by the gantry in chapter 3.
b) Position tracking error for the same velocity gantry motion.

2.2.4 Real-Time Trajectories (Real Time Trajectory Generator)

Generating trajectories in real time requires both tight synchrony between the
NIDAQ and desktop, and hitting hard deadlines, unlike pre-computed trajecto-
ries where the NIDAQ can pull from a pre-computed array at-will via DMA. The
NIDAQ has a FIFO for writing step/direction commands to the motors based on its
own internal clock and this FIFO must be fed just-in-time. The FIFO overflowing
or underflowing are major problems for motor control, meaning new step/direction
batches must be fed to it at precisely the right time to allow waypoints to be gen-
erated on-the-fly. This contrasts to typical research methods in feedback control
of fluids. Typically the control loop updates slowly compared to the actuator’s
response time, such as fluid injection Gautier and Aider, 2013; Willert, Munson,
and Gharib, 2010a, deformable surfaces McCormick, Gibeau, and Ghaemi, 2024,
or plasma actuation Nonomura, Abe, Naramura, and Sasaki, 2025. In those cases
data arriving early or late only affects how long a set-point (flow rate, frequency,
etc) is held, not if the code or hardware faults. Because we are controlling motor
step/direction streams, our deadlines are necessarily stricter. While excessive in
the median scenario, we found it important to make many low-level optimizations
to guard against worst-case latency when it came to controlling the motor with a

closed-loop waypoint generation program (see fig. 2.3). The heavy use of the GPU
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and CPU during operation only exacerbated this need to guard against worst-case

latency.

The loop which turns waypoints into step/direction commands and then writes to
the DAQ is written in C, and the program is given its own physical core with top
scheduling priority using isolcpu and SCHED_FIFO value of 90. Various scheduling
throttling and power-optimizations at the kernel and firmware level are turned off, as
they cause inconsistent timing and can pre-empt even the isolated CPU. Each time-
critical variable is locked to physical RAM via mlock (), which avoids it being sent
to the hard drive where retrieval is very slow. These changes make the CPU code
run very fast and predictably, but does not guarantee low-latency and deterministic
communication between the DAQ and the CPU.

Optimizations were performed on the DAQ-CPU communication. For the read/write
operations themselves, we bypass the NI DAQ’s device driver (which uses kernel
calls across cores that can be pre-empted by the heavy CPU use) and use mapped
memory [0 (MMIO) directly. Using mmap(), a few of the DAQ’s crucial registers
(like FIFO IO) are mapped as memory into the CPU’s process address space,
allowing mid-process address requests to go directly to the DAQ via the PCle
without being routed through a driver. The C loop is paced off of the number of
samples left in the FIFO (each space in the FIFO contains a byte, which represents a
single digital command to the 8 pins associated with it). Data is sent, once per loop
update, as soon as the FIFO’s target emptiness is reached, nr;ro. On each loop,
first a step/direction pulse train is calculated. Then the program polls the current
FIFO size and busy-waits until that size drops to ng;ro, at which point the entire
packet of pre-calculated data is sent to the FIFO. Rare underflow events are handled
gracefully by the register PauseUntilDataAvailable, which causes the current pin
state to be left unchanged until data enters the FIFO again (the motor counts steps
by the number of pulses, so this is not a problem so long as the pause is very short

relative to the motor’s response time).

With a target loop rate of 1kHz, npjro = 5, and a DAQ digital write frequency of
1 MHz, the FIFO size is almost always between 5 and 1005 samples (+2 or so due
to pacing jitter), and the latency is always between 5 us and 1005 us (updates to the
FIFO are sent in increments of 1000 bits-per-pin at a time). This was confirmed
by a trigger signal being sent across the output pin. The output pin was hooked
up to a trigger clock pin on the DAQ. The time of trigger-send and trigger-receive

events recorded on the desktop’s clock were compared and found to be consistently
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7 pus. Though our real-time experiments use a loop time of 1kHz, our CPU-DAQ
hardware/software solution is capable of far more. In eliminating jitter, we have
also eliminated latency. The loop rate can be made as high as 10 kHz or so without
jitter or latency overhead becoming a major concern, resulting in 100 us latency.
The latency was confirmed by testing the time between a pulse being sent to address
space and the FIFO writing that pulse to the pin, activating a trigger onboard the
DAQ.
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Figure 2.3: Real-time trajectory generation pipeline, showing data’s journey from
physical coordinates to physical motion at the gantry.

2.2.5 Force Sensing

Force sensing is provided by an ATI Delta IP65. It is capable of 6 axes of force
measurement, although only drag was measured in chapter 3. An important metric
of the sensor’s performance is the size of the random error as a function of the
integration time, which was determined using a 48 hour measurement of the sensor’s
measured force without applied load. This was used to create an Allan deviation
plot in fig. A.2. The test confirmed the sensor’s bias drift could be controlled to
within roughly 4 - 107 N up to roughly 200 after taring. That is plenty of time
to perform an experiment as long as the sensor is re-tared before each run. The
noise power of the sensor at high frequencies is more concerning, though still small

compared to noise due to the small repeatable accelerations which occur on each
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trial, and other systematic forms of bias in the perforated plate work. Between the
curvature in the linear rails and vibration, achieving low uncertainty required care.

These details are covered in chapter 3 and appendix A.1.3.



